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Abstract

Harmonic radar exploits the nonlinear electromagnetic response of materials, making
it valuable in detecting specific, usually man-made targets such as batteries and
electronics. While the nonlinear behavior of oxides was first identified in the 1970s,
harmonic radar use for corrosion detection, monitoring, and assessment remained
poorly explored. In this paper, we leverage harmonic radar for corrosion monitoring,
providing insights into oxidation, its severity, and the geometry of oxide layers. The
collected radar signals are converted into grayscale images that serve as input for a
classifier. The experimental results exhibit remarkable performance with an average
F1-score of 0.93 for quantifying oxide levels inside pipes and an average F1-score of
0.73 for classifying both the quantity of oxides and the geometry of the oxide layer.
These findings, other than showing the quality and viability of our approach, also
underscore the potential of harmonic radar as a powerful tool for corrosion monitoring
in several applications and pave the way for further research in the field.
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1. Introduction

As a global challenge, corrosion imposes significant economic burdens. In 2013,
the financial impact was estimated at US$ 2.5 trillion, representing 3.4% of the
global GDP, according to the National Association of Corrosion Engineers (NACE)
[1]. The Arab world, with an environment particularly keen to oxidation, including
high humidity, high temperature, and low rainfall, is the world’s most affected region
while undergoing significant infrastructure development [2]. The cost of corrosion is
estimated at a whopping 5% of the GDP in the region, significantly higher than Japan
(1.0%) or the United States (2.7%) [1]. To mitigate cost, corrosion monitoring is an
integral part of corrosion management in many industries, and its use can lead to a
cost reduction over the lifetime of structures [3].
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The unpredictable nature of corrosion, often concealed within critical infrastruc-
ture components such as pipelines, requires dedicated monitoring strategies. Corro-
sion is prevalent and takes many forms, which results in several research directions,
including corrosion-resistant materials, corrosion monitoring techniques, and under-
standing corrosion mechanisms [4]. Steel corrosion arises from diverse causes and
manifests in multiple forms, including uniform corrosion, pitting, crevice corrosion,
galvanic corrosion, stress corrosion cracking, and microbial corrosion. Each type
presents unique challenges in terms of detection and mitigation [5].

The quantification of oxide layers formed during the corrosion process is cru-
cial for assessing material degradation, predicting failure, and developing protective
strategies. Oxide thickness and composition directly impact mechanical properties,
electrical conductivity, and overall structural integrity, making precise measurement
techniques essential. Traditional methods such as gravimetric analysis, electrochem-
ical impedance spectroscopy (EIS), and X-ray diffraction (XRD) provide valuable
insights but often require destructive sampling or complex laboratory setups [6].
Quantification methods may also quantify surface oxides but fail at quantifying oxi-
dation hidden behind steel layers.

In contrast, touchless and real-time sensing approaches offer a promising alterna-
tive for corrosion monitoring in harsh environments. These technologies are usually
referred to as non-destructive evaluation (NDE) or non-destructive testing (NDT).
Harmonic radar is increasingly used for detecting electronics by leveraging their
nonlinear response, which generates harmonic returns [7, 8]. Electronic components
exhibit strong nonlinear behavior due to the presence of metal-semiconductor junc-
tions. When illuminated with a fundamental frequency, these components re-radiate
signals at harmonic frequencies, making them distinguishable from linear, passive
materials. This principle has been applied to tracking using RFID tags [9] as well as
electronics and battery detection [7, 10]. Similarly, oxides formed during corrosion
exhibit semiconductor-like properties, enabling them to generate harmonic responses.
Corrosion products, such as iron oxides, have structures that facilitate nonlinear sig-
nal interactions [11]. This nonlinear behavior justifies the application of harmonic
radar for oxidation monitoring, offering a novel approach to assess corrosion levels
based on harmonic signal responses remotely.

Compared to traditional radar systems, which often rely on expensive setups,
software-defined radios (SDRs) offer a low-cost, portable, and reconfigurable alter-
native for corrosion monitoring. SDR-based harmonic radar enables in-field, mobile,
and non-destructive assessments without requiring bulky laboratory equipment, mak-
ing it particularly suited for infrastructure applications such as pipelines, bridges,
and offshore structures [12]. Additionally, SDRs provide flexibility in signal process-
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ing and frequency selection, allowing real-time adjustments to optimize detection
sensitivity across different corrosion-induced nonlinearities. By leveraging commer-
cially available hardware, SDR-based harmonic radar significantly reduces costs while
maintaining the capability to detect oxide layers and assess material degradation re-
motely.

Contributions. In this article, we detail a novel methodology for wireless cor-
rosion monitoring leveraging harmonic radar based on software-defined radio. The
major contributions are listed in the following:

• Analyzing with machine learning techniques the acquired harmonic radar spec-
trograms, we can detect oxides and, at the same time, also accurately predict
their mass.

• Our methodology can detect the oxidation occurring on the internal surface of
a steel pipe.

• We performed an extensive experimental campaign, testing different quantities,
oxide distributions, and distances, highlighting the versatility of the proposed
approach.

• Finally, experimental results show that our solution achieves a staggering av-
erage F1-score of 0.93 when quantifying oxidation inside a pipe.

This work contributes to the field of measurement science by establishing a new
measurement principle for oxide quantification based on the nonlinear harmonic re-
sponse of corrosion products. Unlike conventional methods, our approach defines
a quantitative relationship between harmonic radar signal features and oxide mass,
enabling remote evaluation. From a metrological perspective, this constitutes a novel
measurement model linking a measurable electromagnetic parameter, i.e., the har-
monic amplitude, to a physical quantity of oxides. Moreover, by combining harmonic
radar with data-driven modeling, we introduce a calibration framework that supports
quantitative inference with high repeatability and accuracy.

Outline. The paper is organized as follows. Section 2 introduces the necessary
background, covering the semiconducting behavior of oxides, quantitative and qual-
itative non-destructive evaluation techniques for oxidation and corrosion, harmonic
radar principles, and convolutional neural networks. Section 3 details the testbed
and the proposed methodology, including image generation and classifier training.
Section 4 presents the experimental campaign and its results. Section 5 discusses
performance considerations of the proposed methodology, particularly in terms of
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convolutional backbones, frequencies, and extension to other oxides. Section 6 de-
tails the limitations of the presented approach and the future works to address them.
The paper then introduces the related work in Section 7, positioning our contribution
with respect to the existing literature. Concluding remarks are provided in Section
8.

2. Background

This section reviews the technical background, presents the necessary information
about the semiconductor behavior of oxides and common techniques to measure
oxidation levels. We then present common non-destructive testing techniques. The
principles of harmonic radar and different use cases are then introduced. Finally, we
provide considerations about convolutional neural networks and their application to
image classification.

2.1. Oxides and nonlinear behavior

Among steel corrosion products, iron oxides became a subject of scientific inquiry
due to their impact on infrastructure. Early studies identified rust as a complex
composition of iron oxides and hydroxides, primarily hematite (Fe2O3), magnetite
(Fe3O4), and goethite (FeOOH). The structural properties of these compounds gave
rise to their unique electronic behaviors, such as semiconductivity and nonlinear-
ity, making them notable in materials science [13]. Iron oxides, including hematite
� -Fe2O3 and magnetite Fe3O4, are recognized for their semiconducting properties,
which significantly influence their electrical behaviors under electromagnetic excita-
tion. These materials exhibit nonlinear electrical responses due to their semiconduct-
ing nature [14]. In addition to nonlinear electrical responses, iron oxides also exhibit
nonlinear electromagnetic responses. These responses arise from the interaction of
the material’s heterogeneous structure, including grain boundaries and crystalline
defects, with incident electromagnetic waves [10].

2.2. Corrosion detection and monitoring

Corrosion monitoring and detection are essential practices for ensuring structural
integrity. While corrosion detection or inspection focuses on identifying the presence
of corrosion, corrosion monitoring involves the continuous or periodic assessment of
corrosion levels over time to track its progression and mitigate damage before it
becomes severe [15].

Corrosion evaluation methods can be categorized into qualitative and quantitative
approaches. Qualitative approaches provide an indication of the presence and general
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extent of corrosion without precise measurements. These methods often rely on visual
inspections, such as observing rust stains, cracks, or spalling on concrete surfaces.
Quantitative approaches, on the other hand, offer detailed measurements of corrosion
rates and the extent of damage. These methods include electrochemical impedance
spectroscopy (EIS) and gravimetric analysis. Both approaches are generally used
sequentially, to first detect and then assess the extent of the corrosion.

In addition, corrosion evaluation methods can have several properties of interest
for real-life deployments. In particular, non-destructive testing (NDT) is attractive
in order to avoid causing any damage to the target under investigation, which is a
requirement in most scenarios. Yet, not a single non-destructive test method provides
sufficient results about defect characterization in composite material because of its
own limitations [16]. Non-contact solutions are also interesting to mitigate hazard
occurrences from interacting with the target under investigation [17].

2.3. Harmonic radar

In this section, we introduced the principles of the harmonic radar, also known
as nonlinear radar. We then highlight typical use cases and the associated frequency
ranges.

2.3.1. Principles

Radars are remote detection systems composed of a transmitter (TX) and a
receiver (RX). The transmitter generates and radiates a continuous-wave (CW) or
pulsed signal. For a CW radar, the transmitted signal can be expressed as (Eq. 1):

stx(t) = A0 cos
�
2�f 0t + �

�
(1)

at fundamental frequency f 0 and amplitude A0. A portion of this energy reflects off
objects and returns to the receiver. In a conventional (linear) radar, the received
signal and its amplitude are (Eq. 2, Eq. 3) :

srx(t) = A r cos
�
2�f 0(t � � ) + �

�
; (2)

A r / A0GtGr �
2
0 �

(4�R )2
: (3)

where Gt ; Gr are antenna gains, � 0 = c=f0 the wavelength, � the radar cross-section,
and R the round-trip distance. Harmonic radar exploits non-linear junctions to
detect specific targets, e.g., semiconducting oxides, acting as frequency multipliers.

Memoryless radar. A memoryless I-V characteristic means that the current
response to an applied voltage is instantaneous and depends only on the current volt-
age. When a sinusoidal voltage from the transmitted signal is applied to a material
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with a nonlinear, memoryless I-V characteristic, the resulting current will contain
harmonics of the fundamental frequency. The memoryless I–V characteristic can be
written (Eq. 4) :

i(t) = a1v(t) + a2v2(t) + a3v3(t) + � � � : (4)

For v(t) = V0 cos(2�f 0t), the second-order term is (Eq. 5):

v2(t) = 1
2
V 2

0 + 1
2
V 2

0 cos(4�f 0t); (5)

so the junction re-radiates at 2f 0 with amplitude
a2V 2

0

2
. Higher orders yield harmonics

nf 0.
Path loss. Path loss refers to the reduction in signal strength as it propagates

through the environment. Modeling path loss is crucial for understanding how the
transmitted signal attenuates over distance, which affects the strength of the received
harmonic signals. Uplink refers to the path from the transmitter to the target, while
downlink refers to the path from the target back to the receiver. Modeling uplink
and downlink path loss plus nonlinear conversion efficiency � n (Equations 6, 7, and
8):

Pr;n = Pt Gt(f 0)Gr (nf 0) � n
� 2

0 � 2
n

(4�R )4
; (6)

Pt =
A2

0

2
; (7)

� n =
c

nf 0

: (8)

The path-loss expression in Eq. 6,..., Eq. 8 represents the baseline in ideal con-
ditions. In realistic measurements, the dominant deviations from the baseline arise
from 1) frequency-dependent atmospheric or absorption loss, e.g., by high humidity;
and, 2) small-scale multipath effects that cause constructive and destructive interfer-
ence. We can therefore extend the model by including an exponential atmospheric-
loss term and a small-scale complex fading term jhn j2. The resulting model is given
by:

Pr;n (R) = PtGt(f 0)Gr (nf 0)� n
� 2

0� 2
n

(4�R )4
e� � nR jhn j2: (9)

Here, e� � nR models atmospheric attenuation at the n-th harmonic, with attenuation
coefficient � n (m� 1), and jhn j2 represents the small-scale fading power gain, which
can be modeled as Rayleigh or Rician [18, 19]. Finally, a block description of the
harmonic radar is provided in Figure 1.
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2.3.2. Nonlinear detection
As opposed to the typical radar linear detection, nonlinear radars do not leverage

the fundamental frequencyf 0, but harmonic frequencies that are multiples of the
fundamental frequency, e.g., 2f 0. If the transmitted signal encounters a nonlinear
junction, such as oxidized metal, the transmission is re
ected at harmonic frequen-
cies. Conversely, if the signal encounters obstacles without any nonlinear junctions,
the re
ection does not occur. Objects that exhibit nonlinear behavior are rare and
mostly man-made, except for corroded metals. Some biological tissues, e.g., col-
lagen, exhibit optical nonlinear behavior [20]. This makes the harmonic radar a
powerful tool for detecting oxides, as the targets under investigation are unlikely to
emit harmonics unless they are corroded.

2.3.3. Frequency range and use cases
The nonlinear radar concept was �rst introduced in the 1970s. Since then, it has

been used for detection or tracking in a variety of use cases, including self-driving
vehicles for detecting vulnerable road users [21], insect tracking with RFID tags
[9, 22] and, more recently, electronics and batteries detection [7, 10]. The choice of
operating frequencies depends on the target size resolution and the detection distance
[23]. The possibility of detecting general corrosion using harmonic radar in the long
range was developed theoretically [24], while the detection of oxides by leveraging
their nonlinear behavior has been discussed in patents [25, 26].

2.4. Image classi�cation with CNNs
Convolutional Neural Networks (CNNs) are among the most powerful deep learn-

ing architectures for image classi�cation, excelling in tasks involving structured data
patterns [27]. Their strength lies in their ability to extract spatial hierarchies of
features from image data by leveraging convolutional �lters, which e�ectively cap-
ture local dependencies and learn invariant features. This capability makes CNNs
particularly suitable for detecting subtle variations in the frequency spectrum of ra-
dio signals. CNNs can vary in depth, with deeper networks generally improving
feature representation and providing a better approximation of the target function.
However, increasing depth also raises network complexity, computational cost, and
optimization di�culty, and increases over�tting [28].

2.5. Radar for corrosion monitoring
Radar-based techniques o�er signi�cant potential for the non-destructive assess-

ment of oxidation in steel by detecting material alterations. Harmonic radar exploits
the nonlinear electromagnetic response of oxides, thereby enabling the direct detec-
tion of corrosion products such as rust. By transmitting a fundamental frequency
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and analyzing the resulting harmonic re
ections, this technique provides a selective
and remote means of quantifying both the presence and extent of oxide formation. In
contrast, other conventional radar modalities, such as ultra-wideband (UWB) and
ground-penetrating radar (GPR), predominantly detect structural discontinuities,
such as cracks or voids, rather than chemical changes. UWB radar, with its expan-
sive frequency spectrum, a�ords high-resolution imaging [29, 30, 31] but lacks speci-
�city for oxide identi�cation. Similarly, GPR, extensively employed for subsurface
characterization, can reveal material degradation or loss associated with corrosion
but does not directly determine oxide composition. GPR is particularly valued for
its non-destructive nature and ability to provide a subsurface visualization [32, 33].

3. Testbed and methodology

In this section, we �rst introduce the testbed (Section 3.1) used for the experimen-
tal data collection. The physical properties enabling the classi�cation of oxidation
are provided in Section 3.2. The proposed methodology is detailed in Section 3.3,
while its complete process 
ow is provided in Figure 2.

3.1. Testbed

The harmonic radar (cf. Figure 1 and Figure 4) is made of two radar blocks,
respectively the transmitter (TX) and the receiver (RX). The transmitter block (TX)
is made of a HackRF One software-de�ned radio, used as a signal source emitting a
sinusoidal signal at the fundamental frequencyf 0. The signal is then ampli�ed using
an Aaronia Pre-Amp 30 dB. The ampli�er is needed to trigger the nonlinear reaction
of the rust oxides. All oxides considered in this study are considered chemically pure,
with over 99% purity, as for typical values [34, 35, 36]. Two low-pass �lters apply
a threshold to remove the harmonics generated by the HackRF and the ampli�er.
Indeed, electronics also generate harmonics when receiving an ampli�ed signal, which
must be �ltered out to reduce the noise in the system. The antenna log antenna
LP0965 (TX) operates within the 850 MHz to 6.5 GHz frequency range and sends a
signal at the fundamental frequencyf 0. For the results presented in this article, the
frequency used isf 0 = 2:5GHz because it provided the best harmonics atf 1 = 5GHz
in terms of amplitude. The signal is sent towards a target for corrosion monitoring.
The receiver block (RX) receives the harmonics generated by the rust oxides, if any.
The RX block begins with a second log antenna LP0965 (RX), which listens to 2f 0.
A high-pass �lter then removes the fundamental frequencyf 0 from the collection and
retains only the received harmonic components. The Ettus X310 USRP software-
de�ned radio ampli�es and processes the harmonic signals. We used the open-source
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Figure 1: Block description of the radar system designed to detect and classify oxide layers.

GNU Radio software radio ecosystem to process the harmonic signals sent from
the USRP to the computer. The USRP X310 is then connected to a Dell XPS
16 9640 with 64 GB of RAM and a 16-core Intel Core Ultra 7 155H 3800 MHz
processor, running Windows 11. To process the harmonic signals emitted by rust
oxides, we used the open-source GNU Radio software radio ecosystem. Aluminum
foil is wrapped around the USRP to attenuate potential harmonics from the radio's
electronics, which can theoretically emit harmonics provided the signal backscatters
to the radio with enough power. The Convolutional Neural Network (CNN) was
implemented using Python 3.12.3 and Pytorch 2.3.0+cu118 open-source machine
learning frameworks. The training, validation, and testing were carried out on a
GPU node belonging to a high-performance cluster. The GPU node used for the
experiments features 4 Nvidia V100 GPUs (32 GB each) and 256GB of RAM. The
oxides considered are natural oxides to ensure better

3.1.1. Antenna alignment protocol.
To ensure consistent illumination and reception of harmonic signals across all

experiments, the transmitting (TX) and receiving (RX) antennas were placed sym-
metrically at equal distances from the center of the target oxide layer. The antennas
were aligned along a horizontal plane, facing the oxide sample directly from the
side, rather than from above or below. This lateral positioning guarantees that the
main lobe of the antenna radiation pattern intersects the center mass of the oxide
distribution.
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3.2. Quantifying rust with harmonic signatures

The harmonic signals collected are modi�ed by several phenomena, creating
unique signatures for each situation considered.

ˆ Material : if the oxidation occurs under a layer, which is usually the case in
corrosion monitoring, the item material modi�es both the transmitter signal at
the fundamental frequency and the harmonic response, as both must go through
the layer. Metals, plastics, or concrete alter the way the wave is conducted.

ˆ Angle and distance : Changes in angle or distance modify the radar wave in-
teractions with the oxides. In addition, changing the distance slightly changes
the attenuation as the radar signals are crossing longer distances in both di-
rections.

ˆ Oxide layer properties : The thickness, conductivity, geometry, and compo-
sition of the oxide layer directly impact the signal emitted by the oxide layer.
Di�erent oxides are formed during oxidation, resulting in speci�c harmonic
signals.

As a result, each oxidation situation will result in a speci�c harmonic signal
�ngerprint that can be used to infer data about the nature of the oxide layer.

3.3. Methodology

The proposed methodology aims to identify the signature derived from the har-
monic signals produced by corrosion oxides when exposed to ampli�ed sinusoidal sig-
nals. We convert the IQ samples collected by the software-de�ned radio to grayscale
images, as classi�cation algorithms have been proven to perform better when working
with images [37]. To this end, we compute the frequency spectrum of the samples
using the Fast Fourier Transform (FFT). FFTs come with sizes; the higher the size,
the higher the sampling rate. Additionally, we stack several FFT samples to enrich
the information inside the image and facilitate the classi�er training. For the whole
experiment campaign, we used an FFT size of 4096 as the sampling rate was not a
signi�cant limitation for our study, and 128 as the number of stacks. Picking the
number of stacks requires balancing between the richness of information contained
in an image and the number of images available for each phase of the methodology.
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Figure 2: Complete process 
ow from transmission (TX), reception (RX), and processing on the
workstation to the training and testing on the GPU cluster.

3.3.1. Training
We train a classi�er using images derived from the harmonic signals. The re-

sulting images are split into three datasets: the trainingDtr , the validation Dval ,
and the testing Dtest datasets. Dtr is composed of randomly shu�ed images derived
from the data collection and makes up 60% of the total images. The training is
calibrated using the validation datasetDval , also generated with randomly shu�ed
images.Dval accounts for 20% of the images. The training phase is run 10 times to
ensure the consistency of the results. During the training phase, di�erent versions
of ResNet were used. The best performer in any case was ResNet-34. Although
ResNet-18 enables faster training, it fails at capturing more subtle patterns in the
grayscale images, leading to worse classi�cations. Similarly, more complex versions
of Resnet, e.g., Resnet-50, Resnet-101, increase the training time and perform poorly
with grayscale images. The deeper versions of ResNet most likely capture the noise
during the training phase, resulting in poor classi�cation.

3.3.2. Testing
The testing datasetDtest is also generated from randomly shu�ed images from

the original dataset and comprises 20% of the total images. We de�ne our primary
evaluation metric, the F1-score, and its underlying metrics as follows:
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(a) FFT image for 0.5 g
of oxides

(b) FFT image for 1.5 g
of oxide - Spread

(c) FFT image for 2.5 g
of oxide - Spread

Figure 3: Grayscale images generated from IQ samples during pre-processing of the data (128
stacks, FFT size = 4096). The horizontal axis represents frequency bins in a normalized scale, and
the vertical axis corresponds to successive FFT windows in time order. The grayscale intensity
indicates the normalized spectral magnitude. Figure 3a shows the resulting image for 0.5 g of
oxides, Figure 3b for 1.5 g of spread oxides, and Figure 3c for 2.5 g of spread oxides.

Precision =
True Positives

True Positives + False Positives
(10)

Recall =
True Positives

True Positives + False Negatives
(11)

F1-score = 2�
Precision� Recall
Precision + Recall

(12)

Although the oxide quantity in grams is a continuous physical quantity, in this
work, it was discretized into �ve prede�ned classes | 0.5 g, 1.0 g, 1.5 g, 2.0 g, and
2.5 g | to enable classi�cation using a convolutional neural network. Each class
represents a distinct oxidation level rather than a continuous regression target. In
this context, a true positive corresponds to a correctly classi�ed image belonging to
its oxide-mass class, e.g., an image with 1.5 g labeled and predicted as 1.5 g. A
false positive occurs when an image from another class is incorrectly predicted as
that oxide mass, e.g., 1.0 g predicted as 1.5 g, and a false negative occurs when an
image from a given class is predicted as a di�erent one. The precision, recall, and F1-
score computed from these de�nitions are then averaged over all oxide-mass classes.
Hence, while the underlying phenomenon is quantitative, the learning and evaluation
processes are performed as multi-class classi�cation rather than regression. This
discrete formulation was preferred over regression as classi�er training for numerous
oxide quantities would be prohibitive.
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Precision highlights the reliability of positive predictions by focusing on the ratio
of true positives to all predicted positives [38], making it crucial in scenarios with
imbalanced datasets. Recall emphasizes sensitivity by calculating the proportion of
true positives among all actual positives [38], which is critical in applications where
detecting all positive cases is vital. Finally, the F1-score balances precision and recall
and is a comprehensive metric when false positives and negatives carry signi�cant
consequences [38]. When classifying oxidation levels, both false positives and false
negatives are equally problematic. Underestimating the oxidation level can lead to
failure to detect hazardous oxidation levels. Conversely, overestimation may lead to
interruption or maintenance while the oxidation extent is minimal. Both outcomes
can be expensive in industries where interruption or failures are critical, e.g., the
oil and gas industry. We also visualize the model's performance using confusion
matrices, showing the actual classes in rows against the predicted classes in columns.
The matrix describes how well the classi�er performs across all classes, highlighting
the classes whose harmonic signals lack distinctive features necessary for reliable
classi�cation. Finally, we introduce a missclassi�cation rate:

Misclassi�cation Rate = 1 �
True Positives
Total Samples

=
False Positives + False Negatives

Total Samples
(13)

The misclassi�cation rate provides a complementary view of the classi�er's per-
formance by quantifying the fraction of test samples incorrectly predicted across all
classes. While the F1-score captures the balance between precision and recall, the
misclassi�cation rate o�ers a more intuitive per-class error measure, which is partic-
ularly useful for visualizing trends in classi�er reliability across oxide quantities and
geometries. This metric, ranging from 0 to 1, is used to generate the error trend line
plots (e.g., Fig. 9a), where higher values indicate poorer classi�cation performance.

After the training phase, we compute these metrics on the entireDtest dataset,
which is completely separated from the one used during training. Here, the trained
classi�er attempts to attribute samples to the corresponding situation, e.g., a pipe
with 0.5 g of oxides inside. The above-de�ned metrics (Equations 10,. . . , 12) pro-
vide insights into the classi�er's performance and its robustness in managing class
imbalances, if any.

3.4. Metrics across rounds

To ensure consistency of the results and reproducibility, we run the training
and testing phase 10 times, which are referred to as rounds. The pre-processing
is deterministic; the same parameters to create the FFT images will produce the
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same output with the same parameters. This does not hold true for the training and
testing phase because the neural network initialization and data shu�ing introduce
stochasticity into the learning process. Consequently, each round may converge to a
di�erent local minimum, leading to variations in the testing metrics. Running the
process across ten rounds allows us to assess the model's stability and repeatability
over time. To measure variability across rounds, we compute theF1-score variance,
de�ned as the population variance of the F1-scores over the ten rounds:

� 2 =
1
N

NX

i =1

(x i � � )2 (14)

where x i represents the F1-score obtained in roundi , � is the average F1-score
across all rounds, andN is the total number of rounds. This measure quanti�es
how much the individual round results deviate from the overall mean performance.
The corresponding standard deviation,� =

p
� 2, provides a measure of the average

deviation from the mean in the same unit as the F1-score. A low variance indicates
that the classi�er produces consistent results across runs, re
ecting stable conver-
gence, whereas a high variance suggests sensitivity to random initialization or data
partitioning.

4. Experimental campaign

In this section, we detail the experimental campaign. The series of experiments
aims to answer questions about the possibilities and limitations of harmonic radar
oxidation monitoring. Section 4.1 introduces the objectives of the experiments. Sec-
tion 4.2 introduces the important hyperparameters for CNN classi�cation. Section
4.4 details the methodology's performance when classifying di�erent levels of oxida-
tion. Section 4.5 discusses the capability to di�erentiate the geometrical layout of the
oxide layer, di�erentiating between concentrated and spread oxide layers. Section 4.6
investigates the possibility of quantifying oxides through steel layers and detecting
oxidation occurring below the surface. Finally, Section 4.7 discusses the impact of
distance on the classi�cation results. A discussion about the results and their impact
is provided in Section 4.8.

4.1. Objectives

The purpose of the experiments is to answer the following research questions and
to position the presented research against the existing non-destructive evaluation
methods:
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ˆ RQ1: Can harmonic radar provide a quantitative evaluation of the oxidation
process?

ˆ RQ2: Can harmonic radar di�erentiate oxide layers based on their geometry?

ˆ RQ3: Can harmonic radar detect oxidation occurring on the surface and under
the surface simultaneously?

ˆ RQ4: Is classi�cation performance negatively impacted by changing distances?

The research questions RQ1, RQ2, and RQ3 aim to highlight why the proposed
methodology improves over the state-of-the-art non-destructive evaluation methods.
Existing methods usually do not provide all these properties at the same time, e.g.,
ultrasonics can not detect surface oxides. While distance impacts the resulting har-
monic signals, unique features of harmonic signals may still be detectable regardless
of the distance. RQ4 consequently aims to determine if the TX and RX antennas of
the radar need to have a �xed distance or if the classi�er still performs well under
changing distances.

4.2. Hyperparameters

The experiments detailed in this section utilize the ResNet-34 architecture, a con-
volutional neural network renowned for its residual learning framework, which aids in
training deeper networks e�ectively. The model underwent training over 150 epochs
to ensure adequate convergence and peak performance. Input images were standard-
ized to a size of 224x224 pixels and normalized with mean values of [0.485, 0.456,
0.406] and standard deviations of [0.229, 0.224, 0.225]. Standardization enforces a
uniform spatial resolution compatible with the ResNet-34 architecture, preventing
the network from learning biases due to image size or aspect ratio. Normalization
of pixel intensities to the [0, 1] range eliminates scale disparities between measure-
ments acquired under di�erent signal amplitudes or noise levels. Each training batch
consisted of 32 samples, employing the Adam optimizer with a learning rate of 0.001
to minimize the CrossEntropyLoss function. The images used in this study were
created with 128 stacks and an FFT size of 4096, providing high-resolution input
data for the model.

4.3. Dataset

The raw dataset resulting from the data collection is composed of .iq �les. Each
�le is the result of a 15-minute acquisition of harmonic signals for each quantity and
geometry considered in the campaign. This results in 92 individuals' .iq �les and a
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