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Abstract—Pump and Dump schemes represent a threat to any
market. While this issue has long been regulated in mature
markets, in unregulated markets, such as crypto exchanges,
this plague is very present, and even exacerbated by the low
capitalizaton of many cryptocurrencies that represent the perfect
target for such a fraudulent scheme. In this paper, we detail a
Low Latency Detection solution (LLD) based on deep learning
to automatically detect pump and dump activities on centralized
cryptocurrency exchanges. We train a LSTM-based auto-encoder
on BTC valuations, which can reliably be considered a proxy
for regular trading—due to their larger capitalization. We use
this auto-encoder to predict valuations on alt coins and use
thresholding on a Gaussian tail condition to trigger detection. We
argue that low latency detection is paramount for the practicality
of such approaches. Unlike previous methods, our solution (LLD)
detects the majority of pumps in less than five minutes (2.2
minutes on average) when using OHLCV data at one-minute
resolution. In addition, we use social media data only to generate
ground truths during testing. We show that in many cases a
significant amount of the trade volume could have been saved
had LLD been used to trigger trade suspension mechanisms.
The idiosyncratic approach of our scheme, its sound rationale
and viability, combined with the quality of achieved results—
tested over an extensive experimental campaign—and the insights
discussed in the paper also pave the way for further research in
the field.

Index Terms—Cryptocurrencies, Pump and Dump, Anomaly
Detection, Unsupervised Deep Learning

I. INTRODUCTION

Following Bitcoin’s introduction in 2008, cryptocurrencies
have become largely prominent, both for anonymous payments
as well as an investment device. According to Coinmarketcap',
the combined market cap of various cryptocurrencies reached
an all time high of over 2.9 trillion USD in 2021, matching the
GDP of France. However, with the advent of cryptocurrencies,
a more than a century-old plague of financial markets: “Pump
and Dump” [1] has spread on centralized exchanges?. The
relative anonymity, trading speed, and lack of regulations on
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Jens Schneider
College of Science and Engineering
Hamad Bin Khalifa University
Qatar Foundation, Doha, Qatar
jeschneider@hbku.edu.qa

Roberto Di Pietro
College of Science and Engineering
Hamad Bin Khalifa University
Qatar Foundation, Doha, Qatar
rdipietro @hbku.edu.qa

such centralized exchanges [2], combined with high volatility
of so-called alt coins (cryptocurrencies with low to moderate
market capitalization), have led to a surge of the cited type of
market manipulation. The 2022 Chainalysis Crypto Crime Re-
port [3] estimates that cryptocurrency-related crimes increased
from a value of 7.8 billion USD in 2020 to 14 billion in
2021. The overall cryptocurrency transaction volume increased
almost six-fold to 15.8 trillion in the same time period [3].
Prominent examples of cryptocurrency related crimes include
market manipulations, fraudulent exchanges, and ransomware
attacks [4], [5], but more exist [4].

Participants in Pump and Dump schemes typically use social
media, such as Teleglram3 [6], [7] to coordinate the price
manipulation, with dedicated groups (e.g., the Mega Signals
Group*) coordinating the pump. An initial announcement
advertises for the pump and discloses the date, time, and
exchange. Additional reminders disclosing details on how to
participate in the pump increase in frequency as the set date
and time approach. Finally, at the set date and time, the
organizers disclose the coin that is to be pumped. As the
pump proceeds, organizers leverage users’ fear of missing out
(FOMO) to further increase the trade volume. After the pump,
a summary follows, discussing volume and price changes
during the pump, to convince new users of the profitability and
to participate in the next pump. The size of such groups can be
significant; the “Big Pump Signals” group has over 150,000
members and, on one pump, recorded a trading volume of
5,176 BTC—today equivalent to roughly 18M USD [6].

Pumps increase trade volumes significantly (e.g., the NEBL
pump on January 29 2022 saw, on the pump day, 28x
the trade volume of the previous day before returning to
almost pre-pump valuation). This indicates that a Pump and
Dump is essentially a zero-sum game, moving money from
victims, either unaware of the pump or late joiners, to the
accounts of the organizers. Worse, many groups offer premium
memberships [6] that allow either paying or senior members’
early access to critical information. This makes the pump hard
to detect automatically, since the actual pump may overlap
with pre-pump (participants buying in early) and post-pump

3https://telegram.org, accessed 18-Dec-2022.
4Mega Signals Group, accessed 18-Dec-2022.
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(regular users of the exchange unable to cancel orders in time)
activities. On one hand, automatically suspending or slowing
trade once a pump is detected may save significant amounts
of money and improve the reputation of exchanges. On the
other hand, the same countermeasures applied when there is no
actual pump on-going, but instead the market is experiencing
some legitimate volatility, may lead to a financial loss for the
exchange. That is why timely and reliable automatic detection
of anomalous trading has received significant attention from
the research community. However, most of the prior research
has focused on the accuracy of the detection, measured via
a variety of metrics. In this paper, we argue that analyzing
the detection lag as well as the volume potentially saved by
algorithmic regulation of the exchange is critical for practical
deployment of anomaly detection mechanisms.

A. Contributions

In this paper, we present LLD, a state-of-the-art solution
that minimizes the lag for the detection of an occurring Pump
and Dump. In detail:

o We crawl Pump and Dump groups on Telegram and create
a data set comprising 55 labeled Pump and Dump events
between January 2021 and August 2022°.

o We present an anomaly detection method based on unsu-
pervised deep learning (using the labels only for testing)
that offers near real-time detection capabilities, while at
the same time achieving state-of-the-art accuracy.

¢ We introduce a new performance measure to assess the
success of pump-detection methods focusing on low-
latency anomaly detection based on trade volume saved
if algorithmic countermeasures had been in place.

o We show that if pump labels are available, our method
can be used to cluster Pump and Dumps into successful
and unsuccessful attempts, based on detection trigger
statistics—this, in turn, can be used as a tool to assess
pre- and post- pump activities.

o Finally, we provide Pump and Dump case studies to
validate our findings.

B. Organization

The paper is organized as follows. The next section provides
an overview of related work. In Sec. III, we describe the data
set used in this work, the architecture of our detector, and
our overall setup, followed by a summary of our results and
principal findings in Sec. IV. We then analyze a selection
of the pumps in our data set in case studies (Sec. IV-D)
before concluding and highlighting interesting avenues for
future research (Sec. V).

II. RELATED WORK

In this section, we summarize related work, starting with
a limited review of the broader field of anomaly detection in
time series. We then review works in the literature most closely
related to ours (Pump and Dump analysis and detection),

S[Download, 234MB] (md5 A4582490A16D3CB9A97888098450E758).

before discussing the broader scope of detecting stock market
manipulations.

A. Anomaly Detection

Several authors have proposed algorithmic anomaly de-
tection for applications such as stock market manipulation
detection [8], [9], online service monitoring [10], and rail
operations monitoring [11]. These techniques can be cat-
egorized as either supervised (requiring training labels) or
unsupervised. Anomalies can be categorized into the following
three classes [1], [12].

« Point anomalies: the outlier is a single data point;

e Collective anomalies: a single data point is not an
anomaly, but part of a group forming the outlier; and,

o Contextual anomalies: a data point is only an anomaly
when considering a specific context (e.g., the time it was
generated).

Collective anomalies arise over the duration of the Pump
and Dump. A recent comprehensive study [13] evaluated
71 anomaly detection algorithms on 976 time series data
sets. The algorithms include deep learning, classical machine
learning, statistics, etc., but none works for all scenarios [13],
suggesting that the choice of the algorithm depends on the
scenario. Shipmon et al. [14] trains various models based on
deep learning, predicting values of anomalous data and use
detection rules on the disparity between actual and predicted
values to flag anomalies. They tested two detection rules,
one based on an accumulator triggering after multiple events
during a certain time period, and one based on Gaussian
tail probability. Both outperform hand-engineered approaches
and, when combined, further reduce false positives at the
expense of also reducing true positives. In the context of this
work, focused on minimizing the detection lag, only short-term
accumulators can be considered.

B. Pump and Dump Analysis

Pump and Dump schemes co-originated with stock ex-
changes in the 18" century [1]. However, unlike stock ex-
changes that have since been regulated to allow the prosecution
of offenders, cryptocurrencies are still mostly self-regulated.
The amount of self-regulation varies; Binance® and Bittrex’ are
among the least self-regulated whereas Kraken® is more self-
regulated, making the first two more prone to Pump and
Dump activities [1], [15]. Bittrex’s announcement to ban
Pump and Dump activities, however, significantly reduced
their number on this exchange [7]. Estimates on the percentage
of manipulations happening on Binance vary from 20% [7],
[16] to 60% [15], which led to a careful assessment of the
time frame in which studies have been conducted: the 60%
estimate [15] is based on January 2019-January 2020 data
whereas the 20% estimate [7], [16] is based on a May 2017-
February 2019 time frame.

6https://Www.binance.com, accessed 18-Dec-2022.
"https://bittrex.com, accessed 18-Dec-2022.
8https://www.kraken.com, accessed 18-Dec-2022.
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The advent of social media has further introduced new
ways of organizing manipulations. Not surprisingly, many
pumps are coordinated by specialized groups on Telegram and
Discord [1].

The mid- to long-term economic effects of pumps are
disputed; researchers have both argued negative [7], [17]
and positive [18] effects on the valuation of the pumped
cryptocurrency. In another study, Hamrick et al. [17] shows
that the post-pump price is lower than the pre-pump price in
60% of cases. However, it is market capitalization that plays
a major role in the probability for a given coin to become
the target of manipulation. Indeed, alt coins with low market
capitalization (below 50 million USD) are particularly prone
to pumps [18].

C. Pump and Dump Detection

Pump and Dumps can be modeled as anomalies in regular
daily trading activities. As a result, specialized anomaly de-
tection methods are often used. Kamps et al. [1] proposes an
unsupervised, statistical contextual anomaly detection using
breakout indicators (e.g., price and volume) and reinforcers
modeling the context (e.g., market capitalization, price on
competing exchanges, e.t.c.). Their data is based on one-hour
resolution, and the authors note a challenge in getting labeled
data. In a case study, they present two cases for which their
system successfully flagged a pump and two unsuccessful
ones, in which the dump did not happen quickly enough. Using
the same data set, Mansourifar et al. [12] propose a hybrid
model based on density and distance. They use a PCA-based
reduction to two dimensions to measure distances to a “global
centroid”. A combination of the two approaches indeed boosts
performance, and the authors note that there is little overlap
in the detected cases between the two approaches.

However, Victor et al. [18] notes that one-hour OHLCV
(Open, High, Low, Close, Volume) data hides a significant
amount of information and recommends using higher reso-
lution data, e.g., one-second samples. Consequently, they col-
lected per-second price and volume from Binance’, augmented
by additional data from CoinMarketCap'® and Telegram'!,
the latter for ground-truth labels. The authors propose a
binary classifier based on gradient boosting [19] (specifically,
XGBoost) using a five-minute loss after the peak and the return
before the peak. Hence, the method is limited to a five-minute
lag.

La Morgia et al. [6] also considers price and volume, in
addition to buy market orders. Similar to this contribution, they
build a labeled data set comprising timestamp, price, amount,
and volume by monitoring pump groups on social media. They
use a week’s worth of training data before and after the day
of the pump to train logistic regressors and random forests.
Unlike our method, their method is supervised (using labels
for training) and they require “future” data for training. Thus,
they are limited to post-mortem analyses.

9https://Www.binance.com, accessed 18-Dec-2022.
10https://coinmarketcap.com, accessed 18-Dec-2022.
https://telegram.org, accessed 18-Dec-2022.

Deep learning models, such as recurrent neural networks
(RNNSs) using long short-term memory (LSTM) [20] or their
combinations (“C-LSTMs”) with convolutional neural net-
works (CNNs) and an anomaly transformer (ATF) [21] have
also been proposed [22].

Most closely related to our work, Akyildirim et al. [23]
proposes an unsupervised anomaly detection. They use previ-
ously collected pump events [6] in addition to the associated
trade data considering thirty-six hours, three days, and seven
days before and after each pump. Data features include price,
volume, timestamp and side (buy/sell). They achieve an F}
score of up to 0.88, using the thirty-six hour data and an iso-
lation forest [24], which is close to prior, supervised results [6].
Similar to previous approaches, the use of “future” data for
training prevents the method to be used for on-line algorithmic
trade regulation.

Several prior works also analyze the role of social media
in pumps [15], [16], [25], [26] in combination with market
data, either to predict the coin pumped next [15], [25], pump
detection [26], or to assess the likelihood of a coin getting
pumped [16]. These works typically use deep learning archi-
tectures such as bidirectional LSTM (BiLSTM), a combination
of bidirectional RNNs and LSTM [20], CNNs, C-LSTMs,
sequence-based neural networks, as well as random forests
and generalized linear models, such as logistic regression. A
full review of these works is beyond the scope of this work,
as we use social media data only to obtain labels for testing
our model.

D. Stock Market Manipulation Detection

Given the long history of stock market manipulation [1], it
is not surprising that the detection and prevention of fraudulent
activities has been researched as well. Golmohammadi et
al. [27] use supervised learning to detect manipulations using
the Security and Exchange Commission’s (SEC) legal cases
of 2003. They consider decision trees [28], naive Bayes [29],
k-nearest neighbors, artificial neural networks, and support
vector machines [30]. Led by the argument that false negatives
are more costly than false positives, the authors propose to
use parameters 3 > 1 in the Fg score (specifically F5 [27]
and later F); [31]), since a higher 8 penalizes false negatives
stronger as can be seen in Eqn. (1)'%.

(1+5) TP
(1+ 82) TP + B2FN + FP’

where TP: true positives, FN: false negatives, and FP: false
positives. With respect to Fh-scores, the authors note that
naive Bayes outperformed the other options. The same authors
later [31] extended their work using S&P 500 data into which
synthetic anomalies were injected using Tukey’s method [32].
They used the disparity between a predictor and the actual
price to trigger anomaly events. Leangarun et al. [8] uses

Fg:= (D

12 Aside from F1, we also report precision P, and recall R, from which:

Fg:=(1+82)PxR(8?P+R)"
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TABLE I
GROUPS ORGANIZING BINANCE PUMP AND DUMPS ON SOCIAL MEDIA

Group Name | Telegram Users® | N° Pumps

Binance Crypto Pumps 1,538,899 48
Hotbit | Binance | KuCoin

Gate.io | Crypto | Pump 583,644 !
Big Pump Signal 155,544 5
Mega Signals Group 108,895 24
Binance Crypto Pump Signals 32,390 13

¢ Data as of 21-Aug-2022.

LSTM-based generative adversarial networks (GANs) [33]
as a predictor, trained on data with no known anomalies
(specifically, the top-50 stocks by market capitalization on the
Stock Exchange of Thailand). The authors report an accuracy
of 68.1% for detecting pumps.

III. DATA AND SETUP

In this section we report the data architecture and the
methodological set-up employed in this work.

A. Data Acquisition

While our method is unsupervised and does not require
ground truth labels for training, we still need labeled data
for testing. To generate these data, we crawled five pump
organizing groups (cf. Table I) to retrieve the details of
organized pump events between January 2021 and August
2022. Note that this is not an exhaustive list as some groups
delete their posts after their pumps. From the groups’ posts,
we collected date and time of the pump, whether the pump
targeted the Binance exchange, and the trading pair. We
restrict ourselves to Binance since pumps on this exchange
are “most interesting and challenging” [6], given that coins on
Binance have a relatively high market capitalization compared
to other exchanges. Furthermore, an estimated 60% of all
pumps happen on Binance [15].

In total, we collected 91 pumps on Binance. Some of these
were coordinated by multiple groups, and we merged these
duplicates, leaving 58 individual pump events. In case of such
coordinated events, we consider the earliest coin announce-
ment as the pump start time. All pump events involved BTC
trading pairs, with a few using USDT and ETH as well.

To make these data practically relevant, we also retrieved
Bitcoin data in 1-minute intervals one day before the trade,
which we use for training. This results in 1,440 data points
per day for 1-minute intervals. Each data point consists of the
commonly-used OHLCV data and the number of trades (cf.
Tab. IV).

Inspecting the data retrieved from Binance, we realized that
three of the 58 pumps had incomplete data, which we excluded
from this study, leaving us with a total of 55 pumps for the
analysis.

B. Data Processing

We pre-processed all data using statistical whitening: given
input data X, white data Y is obtained by mean-removal and
scaling the variance to 1,

ox
where px is the mean and ox the standard deviation of the
input data. We also converted each timestamp from Unix epoch
to the date time format shown in Tab. IV.

C. Training

We use the processed data to train an LSTM-based au-
toencoder [34] with a final dropout layer [35] each, after the
encoder and the decoder. Tab. III summarizes our training
setup. Since our data is symmetric (positive and negative) after
whitening, we use a fanh activation function for the LSTM
layers. The features extracted by the autoencoder are then
fed into a “predictor” layer to perform the regression. This
layer contains a single, non-activated neuron, computing the
predicted price.

Our model is trained on BTC data obtained on the day
before each of the 55 pumps. These data act as a proxy to
regular trading activity. We considered using data 1, 2, and
3 days before the pump and achieved the best results for a
single previous data of data. Tab. I summarizes our findings.
We also considered “lookback” windows of 10, 30, 60, and 90

TABLE I
THE INFLUENCE OF VARIOUS DURATIONS OF PRE-PUMP TRAINING DATA

N° days of pre-pump data | Precision | Recall | Fi-score

1 0.78 0.83 0.80
2 0.55 0.92 0.69
3 0.46 0.90 0.61

samples and achieved the best performance for a value of 30.
That is, we feed the model with the last 30 OHLCV+trades
samples (30 minutes of data in the case of 1-minute intervals)
to predict the next close value. For training, we withhold 10%
of the data for validation, and we use a dropout rate of 20%
and mean absolute error (MAE) as loss function. We trained
for 100 epochs, and tuned batch size and learning rate such
that the model overfits towards the end of these epochs. This
indicates that the model’s capacity is sufficient for the task.
We then use Keras’ callback mechanisms to save and retrieve
the model with the lowest validation loss, hence preventing
overfitting.

Training our LSTM autoencoder takes less than two min-
utes on a standard machine equipped with a Xeon 6226R
CPU clocked at 2.90GHz, an NVIDIA 3090Ti with 24GB
of VRAM, and 256GB of RAM. The anomaly detection
(inference) takes less than a half a second per day of trading.
These performance numbers underscore the practicality of
our approach: training can be done such that a new model
considering the last 24 hours of BTC data is generated multiple
times per day and the resulting model can then monitor large
numbers of trading pairs, even using only a single machine
for both training and inference.



TABLE III
TRAINING SETUP SUMMARY

Model Parameter Value
Model LSTM Autoencoder
Epochs 100
N° Layers 6

Encoder 512 — 256 — 128 — Drop
N° Filters Decoder 128 — 256 — 512 — Drop

Predictor 1 (dense, no activation)
Batch size 32
Optimizer Adam
Learning rate 6.25 x 1075
Loss function Mean Absolute Error (MAE)
Validation hold out 10%
Dropout rate 20%
Lookback window 30 samples
Activation function tanh

D. Anomaly Detection

After training the model on BTC data, we use it to predict
the close values p,, of the manipulated cryptocurrency pair
for each timestep n on the day before the pump. Then, we
compare p, with the actual value a,, at the same time step.
This results in a sequence of absolute errors,

En ::|pn_an|; (3)

for which we compute mean p. and standard deviation o..
Following the “3-sigma” rule, we compute a pair of thresholds,

T2 = e £ 30e. 4)

These thresholds are then used on the next day to fire pump
detection events if the absolute error between predicted and
actual value fall outside the threshold interval [y, T2],

|pn - an| < He — 306 or
[pn — an| > pie + 3o-. &)

The fact that pump activities are collective anomalies is
reflected through the lookback window, since all data covered
by the lookback window contribute to the detection event.
Fig. 1 summarizes our approach.

IV. RESULTS & DISCUSSION

In this section we set the evaluation metrics to assess the
quality of our proposal, apply the described methodology to
the selected data, and discuss the achieved results.

A. Evaluation Metrics

We evaluate our model using three standard metrics based
on true and false positive rate (TP, FP) and true and false
negative rate (TN, FN). We provide precision P and recall R
(sensitivity),

TP TP
Pi=— =
TP + FP’ R TP + FN’ ©)
as well as Fj score,
P xR
Fy:=2x . 7
! P+R M

Raw Bitcoin Data ) Raw Pumped Data |

v

i Bitcoin Training Data |;

v

| Training of LSTM Model ‘

v

Testing on Trained Data Testing on Pumped Data:

M
Threshold
Determination

Anomaly Detection

Fig. 1. LLD framework for Pump and Dump detection.

These metrics are readily evaluated during testing using the
ground truth labels obtained from social media. Specifically,
we use binary labels (no pump/pump) for each sample in time.
We consider a 12 hour interval before and 30 minutes after
the pump event as the region of interest. When using 1-minute
data, this results in 750-dimensional binary vectors that we use
to compute the above metrics.

However, these metrics do not allow to measure the impact
of near-realtime detection. The reason is that they are entirely
based on point samples and do not consider the temporal
component of the underlying time series. We argue that if
our method was used in algorithmic trading regulations, trade
could have been suspended or slowed down at the trigger
event. Thus, an estimate of the ratio of trade volume saved over
total trade volume in the pump event becomes a meaningful
measure of success. To define such a metric, we use V;, the
trade volume at time %, nggart, the time index at the beginning
of the day, ng¢, the ground truth start of the pump, npreq, the
detected start of the pump, and ne,q, the time index of the
end of the pump. Except for V;, all quantities can be treated
as integers. The total trade volume of the pump is then:

Mend

Voump == Y Vi ®)

i:ined

However, V,ump also includes regular trading activities, which
we estimate from the mean pi,¢; of the data leading into the
pump, that is:

V;eg:: ; Z Vi

ngt — Nstart ,_°
1=MNstart

X (nend - npred) )

=:freg

Likewise, the total ground truth volume V,; under the pump



TABLE IV
SAMPLE OF OUR DATA SET SHOWING TIME STAMP AND FEATURES

Time | Open | High | Low | Close | Volume | N° Trades
2020-12-01 00:01:00 | 19715.94 | 19715.94 | 19644.71 | 19669.23 | 150.005800 | 2105
2020-12-01 00:02:00 | 19699.25 | 19705.76 | 19657.97 | 19695.49 | 128.233761 1572
2020-12-01 00:03:00 | 19699.23 | 19705.76 | 19646.78 | 19646.79 | 229542347 | 2021
2020-12-01 00:04:00 | 19646.79 | 19646.79 | 19578.96 | 19607.03 | 150.614374 2822
2020-12-01 00:05:00 | 19607.02 | 19607.02 | 19512.29 | 19528.05 | 228.078494 3550
Close Price / Satoshi
180 Vgt
170 |
160
«— V.
150 saved
140
~ 125
130 Hreg
120 ,
110
Regular base line trading
100
Nstart Ngt Mpred Mend

Fig. 2. Volume saved ratio equals the blue volume (Vjayeq) divided by the sum of green and blue volumes (Vgt). Depicted is the close price in Satoshi.

is estimated using the ground truth time ng; instead of npreq.

Vgt = Vpump — Hreg X (nend - ngt) . (10)
The volume saved rate (VSR) is then:
VSR := M. (11)
Vet

Fig. 2 illustrates this concept.

B. Model Performance

In this section, we present the overall performance of
our model, covering all the 55 identified pump events. In
particular, including all 55 pumps (some of which did not go
as planned, see Sec. IV-D for details), we achieve a precision
P of 0.78, a recall R of 0.83, and an F}-score of 0.80.
Tab. V compares our results with the state-of-the-art. We
report precision P, recall R, F)-score, the detection lag, the
number of pumps in the data set and the data resolution. We
also list whether or not the method is supervised, how social
media is used, how much data is required for each pump, and
the method used. Note that reporting standards vary greatly
in the literature. While some authors [6], [23] report P, R,
and F directly, others do not. In the latter case, we rely on
optimistic (over-)estimates of these statistics. In addition the
way precision and recall are computed differs dramatically
between publications. We generate a binary classification (no
pump/pump) for each data point (for 1-minute data samples,
typically 750 values). Based on these data, we compute preci-
sion and recall, irrespectively of whether we have successfully
detected the pump. As an example, consider a pump happening
at 12:00. Our ground truth labels are thus O for the time leading
up to 12:00. Assume our model successfully detects the pump
at 12:02, 12:03, 12:04, 12:05 but fails to detect the on-going
pump at 12:06, 12:07 before returning to positive detection at
12:08. In this case, we count five true positives and four false

negatives (12:00, 12:01, 12:06, 12:07). We follow this scheme
since we are interested in detecting pumps with low real-world
lags as opposed to post-mortem analysis. This also mitigates
the class-imbalance often found in anomaly detection [22].
Although in the previous example the pump would have been
detected with a lag of two minutes, we cannot claim full
success: models used to algorithmically regulate exchanges
need to produce a high true positive and true negative rate.
In addition, whereas some authors (e.g., La Morgia et al. [6])
claim detection lags as low as 25 seconds, those are theoretical
lower limits since data after the pump is used to train the
model. As a result, the data in Tab. V has to be taken with a
grain of salt.

C. Limitations

Even though we show in this work that collecting ground
truth labels for pump events from social media announcement
is feasible and results in clean timestamps for the start of
a pump, timestamps for the end of a pump are difficult
to obtain. The reason is that the post-pump announcement
does not necessarily coincide with the end of the dump. In
addition, collecting historical data from social media tends to
be incomplete (i.e., pump events are missing) since several
groups delete their posts after a certain time following the
pump. Furthermore, as we elaborate in the next section, Pump
and Dumps are dynamic events. Some fail for various reasons:
the dump does not happen quick enough; there is significant
pre-pump activity as participants buy in; or, the pump itself
does not pick up quickly enough. Events not going as planned
are hard to detect for any method, ours included, since the
statistical significance of the pump changes dramatically.

D. Discussion & Case Studies

It is generally considered extremely challenging to design
a model that fits all Pump and Dump events, considering that



TABLE V
COMPARISON WITH THE STATE-OF-THE-ART (REFER TO SEC. IV-B FOR DETAILS)

Publication P | R | FA | Lag | Pumps | Resolution | Supervised | Social Media | Required | Method
La Morgia et al. [6] 0.931 | 0914 | 0.92 N/A 104 25 sec Yes Train/Test 3 days Random Forest
Akyildirim et al. [23]° 0.93 0.83 0.88 N/A® "e "ne No "ne 3 days Isolation Forest
Chadalapaka et al. [22]°¢ 0.93 0.94 0.936 N/A® 343 5 sec Yes Train/Test 2 weeks C-LSTM/ATF
Kamps et al. (114 0.65 0.86 0.74 >1 hour® 1,617¢ 1 hour No Case studies 12 hours Engineered
Mansourifar et al. [12]f 0.94 0.81 0.87 "t 84 " No " 12 hours Engineered
Victor et al. [18] N/A9 | 0.855 | N/AY >30 min 149 1 sec Yes Train/Test 30 min XGBoost
Mirtaheri et al. [26]" 0.895 | 0.908 | 0.901 N/A N/AM | irregular Yes Inference™ N/A SVM
LLD (this paper) 0.78 0.83 0.80 0-5 min 55 1 min No Test only 1 day LSTM AE
@ The authors claim theoretical lower limits for their detection lag but use “future” data for training.
“randomized signature (isolation forest)”.
¢ Akyildirim et al. use synthetic data for training. Both Akyildirim et al. and Chadalapaka et al. use La Morgia et al.’s data for testing.
¢ “balanced” parameters. The authors do not report P, R, F; directly, we use Akyildirim et al.’s estimate, the estimate of La Morgia et al. is lower.
¢ automatically detected.
£ Mansourifar et al. do not report P, R, F;. The provided numbers are our (optimistic) estimates. The authors use (part) of the data set of Kamps et al.
9 Victor et al. do not report P, F. They report a sensitivity (recall) of 0.855, a specificity of 0.997, and an ROC-AUC of 0.995.
" Mirtaheri et al. focus on the classification of social media posts to predict pumps. They do not report the number of actual pumps but 62,850 attempts.
they are dynamic events that may differ substantially from VSR over detection lag in minutes
« » 1.00 ®
text book” Pump and Dumps. For 60% (33 out of 55) of 050 i
the pumps in our data set, our model achieved an F}-score 0.60 ! | ? i .
of 0.96, placing it solidly at the higher performance end of g‘;g ! : 1
the unsupervised competition. We also observed around 18% 000
0 1 2 3 4 5

(10 out of 55) cases with high recall but low precision, and
around 15% (8 out of 55) with low recall but high precision.
The remaining four pumps resulted in low precision and low
recall. In the following, we discuss these four categories based
on their location in the two-dimensional precision-recall space.

1) High precision & high recall: For pumps in this cat-
egory, the detection lag is between a few seconds and five
minutes (2.18 4+ 1.27 minutes). In addition, we did not observe
false positives before the pump. For this category, we achieve
a precision of 0.98, a recall of 0.93, and an F}-score of 0.96.
In addition, we achieve a volume saved ratio of 59.1%+14.5%
(ranging from 25.5% to 100.0%). Note that due to the difficulty
of determining the end of a pump, we use a fixed 30-minute
time interval to determine the volume saved ratio, which may
underestimate the true ratio for some of the longer pumps we
observed in our data. Fig. 3 shows the volume saved ratio
over detection lag, underscoring the importance of practical
near real-time detection. Fig. 4 shows two examples of pumps
in this category, plotting valuation in Satoshis over time.

2) Low precision & high recall: Our model is able to
detect pumps in this category as they start, but our model
also generates some false positives. This may be caused by
participants with VIP membership in the organizing group (cf.
Fig. 5) being provided with the coin pair before the pump
signal. As a result, participants may buy in early, resulting
in significant pre-pump activities. To support this hypothesis,
please note that three out of the ten pumps in our data set
in this category were organized by a group offering VIP
membership as depicted in Fig. 5. As per the metrics, we
achieve a precision of 0.51, a recall of 0.97, and an F3-score
of 0.67. Fig. 6 shows two examples of pumps in this category.
Note that from the perspective of algorithmic regulation, false
positives are of lower concern than false negatives.

Number of pump events over detection lag in minutes
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Fig. 3. Top: volume saved ratios (cf. Eqn. 11) over detection lag for Category
1 events. Bottom: number of individual events by lag.
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Fig. 4. Examples of Category 1 pumps. Left: SKY pump (3-Feb-21, #10 in
our data set). Right: EZ pump (31-Oct-21, #37). Dots mark detection events.

3) High precision & low recall: For pumps in this category,
our model produces a delayed detection. Our data set contains
eight pumps in this category, and we achieve a precision of
0.97, recall of 0.55, and an F}-score 0.70. The main reason
causing the detection delay is a relatively low volume at the
start of the pump. Fig. 7 shows two examples of pumps in this
category.

4) Low precision & low recall: For these pumps, our model
generated false positives before the pump and experienced
long detection lags. Our data set contains four pumps in this
category. For these pumps, we achieve a precision of 0.11, a
recall of 0.10, and an F-score of 0.11. Pumps in this category
are characterized by no obvious activity at the official start of
the pump or fluctuations in the coin’s valuation throughout the



Binance Pump Signals VIP Group

Our premium members are earning every month no matter where the market is going. We
give the best signals and VIP Informations.

VIP membership costs 250 USD for one year access, for that price you will get coin name
12 - 24 hours before every pump + All the VIP Services. We make around 2 pumps per
week using Binance.com or Kucoin.com.

We invite you to join the journey and become financially independent. Next public pump :
Friday, October 7

Fig. 5. Evidence of VIP membership in the Binance Pump Signals group.

<
13000 S e
12800

_ 12600

shi

3 12400

to

£ 12200/
12000|
11500

11600

06:00 12:00 18:00 06:00 12:00 18:00
Time Time

Fig. 6. Examples of Category 2 Pumps. Left: MDA pump (24-Nov-21, #41 in
our data set). Right: WAN pump (3-Jul-22, #50). Dots mark detection events.
Note significant volatility (left) and pre-pump activity (right).

day. Pumps in this category are also sometimes accompanied
by posts on social media stating that the pump has not been
successful (cf. Fig. 8).

V. CONCLUSIONS & FUTURE WORK

In this paper, we presented LLD, a novel framework for
detection of Pump and Dump events on centralized cryptocur-
rency exchanges sporting state-of-the-art low latency detec-
tion and staggering performance. Unlike other solutions, our
method does not consider the target pump coin during training.
Such coins are very likely subject to manipulations due to
their low market capitalization, hence introducing a statistical
noise that would make the analysis biased. Instead, our ground

06:00 12:00 18:00 06:00 12:00 18:00
Time Time

Fig. 7. Examples of Category 3 Pumps. Left: ONG pump (11-Jan-21, #3 in
our data set). Right: MTH pump (6-Jun-21, #22). Dots mark detection events.
Note that it is difficult to tell when the pump starts (left) and the very low
valuation leading to visible price quantization (bottom).

Dear Members,

During today's pump, a whale that was in NXS before the pump dumped
on us when we were just starting the FOMO. This will not happen again, it |
was a mistake from one of our partner who didn't track the Whales ¢
Wallets.

Our Next Pump will be successful and we will buy 100,000$ worth of the
coin two minutes after we release the coin name as an apology.

Fig. 8. Post-pump apology after a failed NXS pump (#28 in our dataset)
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Fig. 9. All Category 4 Pumps. Top left: NEBL pump (13-Feb-21, #14 in our
data set). Top right: NXS pump (1-Aug-22, #28). Bottom left: PSG pump (30-
Jan-22, #46). Bottom right: NAV pump (7-Aug-22 #53). Dots mark detection
events. Note that in all cases, we were not able to call for a pump, either due
to slow ramp-up, extreme pre-pump activities, or missing dump (all changing
the statistical properties of our dynamic threshold)

truth is built by learning recent, regular trading behaviour
from BTC, which is the least volatile and least susceptible to
manipulations due to its high market capitalization —though
exceptions, such as a famous Tweet dating to 13-May-22, exist.

Compared to the state-of-the-art solutions, LLD offers sig-
nificantly lower practical detection lags. Although some prior
works claim low detection lags, they are theoretical lower
bounds as “future” data after the pump is often used to train
their models [6], [23]. In contrast to other approaches and
despite limitations of the ground truth data, our method offers
the following advantages.

e Practical near real-time detection lag.

e Reasonable data requirements for training (previous day
BTC data), facilitating practical deployment.

o Performance close to the state-of-the-art, considering the
focus and constraints of this work.

o Unsupervised training, which eliminates the need for
laborious, semi-automated or manual annotations.

o Future data (data following the pump) is not required.

e Fast training and inference.

We believe the categorization of pump events presented in this
work to be a useful analysis tool, though being affected by
some inherent limitations, that also represent future research
direction. Indeed, it currently relies on clusters of cases in
a two-dimensional precision-recall space. In the future, we
would like to explore if string alignment scores between the
binary detection outputs paired with dimensionality reduction
techniques can be used to visually inspect clusters of cases
without relying on labeled data. Another important direction
for future work is to reliably detect the end of a dump, since
this information is not readily available on social media.
Overall, the novelty of the proposed approach, its viability and
staggering results, other than being interesting on its own, also
pave the way for further research.



[1]

[2]

[3]

[4]

[5]

[6]

[7]

[9]

[10]

(1]

(12]

[13]

[14]

[15]

[16]

[17]

REFERENCES

J. Kamps and B. Kleinberg, “To the moon: Defining
and detecting cryptocurrency pump-and-dumps,” Crime Science,
vol. 7, mno. 18, 1-18, 2018. [Online]. Available:

https://doi.org/10.1186/s40163-018-0093-5
D. K. C. Lee, L. Guo, and Y. Wang, “Cryptocurrency: A new
investment opportunity?” The Journal of Alternative Investments,

vol. 20, no. 3, pp. 1640, 2017. [Online]. Available: https:
//doi.org/10.3905/jai.2018.20.3.016

K. Graver, W. Kueshner, and H. Updegrave, “The 2022
crypto crime report,” Chainalysis, Tech. Rep., February 2022.

[Online]. Available: https://go.chainalysis.com/rs/503-FAP-074/images/
Crypto-Crime-Report-2022.pdf

L. Nizzoli, S. Tardelli, M. Avvenuti, S. Cresci, M. Tesconi,
and E. Ferrara, “Charting the landscape of online cryptocurrency
manipulation,” [EEE Access, vol. 8, pp. 113230-113245, 2020.
[Online]. Available: https://doi.org/10.1109/ACCESS.2020.3003370

M. Vasek and T. Moore, “There’s no free lunch, even using bitcoin:
Tracking the popularity and profits of virtual currency scams,” in
Financial Cryptography and Data Security. Lecture Notes in Computer
Science, vol. 8975, Springer, 2015, pp. 44-61. [Online]. Available:
https://doi.org/10.1007/978-3-662-47854-7_4

M. La Morgia, A. Mei, F. Sassi, and J. Stefa, “Pump and
dumps in the bitcoin era: Real time detection of cryptocurrency
market manipulations,” in Int’l Conf. Computer Communications
and Networks (ICCCN), 2020, pp. 1—9. [Online]. Available:
https://doi.org/10.1109/ICCCN49398.2020.9209660

T. Li, D. Shin, and B. Wang, “Cryptocurrency pump-and-dump
schemes,” SSRN, pp. 1-58, 2021. [Online]. Available: https://papers.
ssrn.com/sol3/papers.cfm?abstract_id=3267041

T. Leangarun, P. Tangamchit, and S. Thajchayapong, “Stock price
manipulation detection using generative adversarial networks,” in
IEEE Symp. Computational Intelligence (SSCI), 2018, pp. 2104-2111.
[Online]. Available: https://doi.org/10.1109/SSCI.2018.8628777

W. Yang, R. Wang, and B. Wang, “Detection of anomaly stock price
based on time series deep learning models,” in Management Science
Informatization and Economic Innovation Development Conference
(MSIEID), 2020, pp. 110-114. [Online]. Available: https://doi.org/10.
1109/MSIEID52046.2020.00029

H. Ren, B. Xu, Y. Wang, C. Yi, C. Huang, X. Kou, T. Xing,
M. Yang, J. Tong, and Q. Zhang, “Time-series anomaly detection
service at microsoft,” in ACM SIGKDD Int’l Conf. on Knowledge
Discovery & Data Mining, 2019, pp. 3009-3017. [Online]. Available:
http://doir.org/10.1145/3292500.3330680

Y. Wang, X. Du, Z. Lu, Q. Duang, and J. Wu, “Improved LSTM-based
time-series anomaly detection in rail transit operation environments,”
IEEE Trans. Industrial Informatics, vol. 18, no. 12, pp. 9027 — 9036,
2022. [Online]. Available: https://doi.org/10.1109/TI1.2022.3164087

H. Mansourifar, L. Chen, and W. Shi, “Hybrid cryptocurrency pump
and dump detection,” arXiv:2003.06551v1, pp. 1-10, 2020. [Online].
Available: https://doi.org/10.48550/ARXIV.2003.06551

S. Schmidl, P. Wenig, and T. Papenbrock, “Anomaly detection in
time series,” Proceedings of the VLDB Endowment, vol. 15, no. 9,
pp. 1779-1797, 2022. [Online]. Available: https://doi.org/10.14778/
3538598.3538602

D. T. Shipmon, J. M. Gurevitch, P. M. Piselli, and S. Edwards,
“Time series anomaly detection detection of anomalous drops with
limited features and sparse examples in noisy highly periodic
data,” arXiv:1708.03665v1. [Online]. Available: https://doi.org/10.
48550/arXiv.1708.03665

S. Hu, Z. Zhang, S. Lu, B. He, and Z. Li, “Sequence-based target coin
prediction for cryptocurrency pump-and-dump,” arXiv:2204.12929v1,
2022. [Online]. Available: https://doi.org/10.48550/ARXIV.2204.12929
J. Xu and B. Livshits, “The anatomy of a cryptocurrency pump-
and-dump scheme,” in Usenix Security Symposium, 2019, pp.
1609-1625. [Online]. Available: https://www.usenix.org/system/files/
sec19-xu-jiahua_0.pdf

J. Hamrick, F. Rouhi, A. Mukherjee, A. Feder, N. Gandal,
T. Moore, and M. Vasek, “An examination of the cryptocurrency
pump-and-dump ecosystem,” Information Processing & Management,
vol. 58, no. 4, p. 102506, 2021. [Online]. Available: https:
//doi.org/10.1016/j.ipm.2021.102506

(18]

[19]

[20]

(21]

[22]

(23]

[24]

[25]

[26]

[27]

(28]

[29]

[30]

[32]

[33]

[34]

[35]

F. Victor and T. Hagemann, “Cryptocurrency pump and dump
schemes: Quantification and detection,” in IEEE Int’l Conf. on Data
Mining Workshops (ICDMW), 2019, pp. 244-251. [Online]. Available:
https://doi.org/10.1109/ICDMW.2019.00045

H. Drucker and C. Cortes, “Boosting decision trees,” Advances in
Neural Information Processing Systems (NeurIPS), vol. 8, pp. 479-485,
1995. [Online]. Available: https://www.researchgate.net/publication/
221620492_Boosting_Decision_Trees

S. Hochreiter and J. Schmidhuber, “Long short-term memory,”
MEMORY Neural Computation, vol. 9, no. 8, pp. 1735-1780, 1997.
[Online]. Available: https://doi.org/10.1162/nec0.1997.9.8.1735

J. Xu, H. Wu, J. Wang, and M.s. Long, “Anomaly
transformer: Time series anomaly detection with association
discrepancy,”  arXiv:2110.02642v5, 2022. [Online].  Available:

https://doi.org/10.48550/arXiv.2110.02642

V. Chadalapaka, K. Chang, G. Mahajan, and A. Vasil, “Crypto pump
and dump detection via deep learning techniques,” arXiv:2205.04646v1,
pp. 1-8, 2022. [Online]. Available: https://doi.org/10.48550/arXiv.2205.
04646

E. Akyildirim, M. Gambara, J. Teichmann, and S. Zhou, “Applications of
signature methods to market anomaly detection,” arXiv:2201.02441v2,
pp. 1-32, 2022. [Online]. Available: https://doi.org/10.48550/arXiv.
2201.02441

F. T. Liu, K. M. Ting, and Z.-H. Zhou, “Isolation forest,” in [EEE
Int’l Conf. on Data Mining, 2008, pp. 413-422. [Online]. Available:
https://doi.org/10.1109/ICDM.2008.17

H. Nghiem, G. Muric, F. Morstatter, and E. Ferrara, “Detecting
cryptocurrency pump-and-dump frauds using market and social signals,”
Expert Systems with Applications, vol. 182, no. 115284, pp. 1-13,
2021. [Online]. Available: https://doi.org/10.1016/j.eswa.2021.115284
M. Mirtaheri, S. Abu-El-Haija, F. Morstatter, G. Ver Steeg, and
A. Galstyan, “Identifying and analyzing cryptocurrency manipulations
in social media,” [EEE Trans. Computational Social Systems,
vol. 8, no. 3, pp. 607-617, 2021. [Online]. Available: https:
//doi.org/10.1109/TCSS.2021.3059286

K. Golmohammadi, O. R. Zaiane, and D. Diaz, “Detecting stock market
manipulation using supervised learning algorithms,” in Int’l Conf. on
Data Science and Advanced Analytics (DSAA), 2014, pp. 435-441.
[Online]. Available: https://doi.org/10.1109/DSAA.2014.7058109

H. M. Wagner, Principles of Operations Research: With Applications
to Managerial Decisions, 2nd ed. Prentice Hall, 1975, iSBN: 978-
0137095926.

G. H. John and P. Langley, “Estimating continuous distributions in
bayesian classifiers,” in Conf. on Uncertainty in Artificial Intelligence,
1995, p. 338-345. [Online]. Available: https://doi.org/10.48550/arXiv.
1302.4964

B. E. Boser, I. M. Guyon, and V. N. Vapnik, “A training algorithm
for optimal margin classifiers,” in Workshop on Computational
Learning Theory, 1992, pp. 144-152. [Online]. Available: https:
//dl.acm.org/doi/pdf/10.1145/130385.130401

K. Golmohammadi and O. R. Zaiane, “Time series contextual anomaly
detection for detecting market manipulation in stock market,” in /JEEE
Int’l Conf. on Data Science and Advanced Analytics (DSAA), 2015, pp.
1-10. [Online]. Available: https://doi.org/10.1109/DSAA.2015.7344856
J. Tukey, “Comparing individual means in the analysis of variance,”
Biometrics, vol. 5, no. 2, pp. 99—-114, 1949. [Online]. Available:
https://www.jstor.org/stable/3001913

I. Goodfellow, J. Pouget-Abadie, M. Mirza, B. Xu, D. Warde-Farley,
S. Ozair, A. Courville, and Y. Bengio, “Generative adversarial
nets,” in Proceedings of the International Conference on Neural
Information Processing Systems (NeurIPS 2014), 2014, pp. 2672—
-2680. [Online]. Available: https://proceedings.neurips.cc/paper/2014/
hash/5ca3e9b122£61£8f06494c97blafcct3- Abstract.html

M. A. Kramer, “Nonlinear principal component analysis using
autoassociative neural networks,” AIChE Journal, vol. 37, no. 2,
pp. 233-243, 1991. [Online]. Available: https://doi.org/doi:10.1002/aic.
690370209

L. Wan, M. Zeiler, S. Zhang, Y. Le Cun, and R. Fergus,
“Regularization of neural networks using dropconnect,” Proceedings
of the 30th International Conference on Machine Learning, PMLR,
vol. 28, no. 3, pp. 1058—-1066, 2013. [Online]. Available: https:
/Iproceedings.mlr.press/v28/wan13.html


https://doi.org/10.1186/s40163-018-0093-5
https://doi.org/10.3905/jai.2018.20.3.016
https://doi.org/10.3905/jai.2018.20.3.016
https://go.chainalysis.com/rs/503-FAP-074/images/Crypto-Crime-Report-2022.pdf
https://go.chainalysis.com/rs/503-FAP-074/images/Crypto-Crime-Report-2022.pdf
https://doi.org/10.1109/ACCESS.2020.3003370
https://doi.org/10.1007/978-3-662-47854-7_4
https://doi.org/10.1109/ICCCN49398.2020.9209660
https://papers.ssrn.com/sol3/papers.cfm?abstract_id=3267041
https://papers.ssrn.com/sol3/papers.cfm?abstract_id=3267041
https://doi.org/10.1109/SSCI.2018.8628777
https://doi.org/10.1109/MSIEID52046.2020.00029
https://doi.org/10.1109/MSIEID52046.2020.00029
http://doir.org/10.1145/3292500.3330680
https://doi.org/10.1109/TII.2022.3164087
https://doi.org/10.48550/ARXIV.2003.06551
https://doi.org/10.14778/3538598.3538602
https://doi.org/10.14778/3538598.3538602
https://doi.org/10.48550/arXiv.1708.03665
https://doi.org/10.48550/arXiv.1708.03665
https://doi.org/10.48550/ARXIV.2204.12929
https://www.usenix.org/system/files/sec19-xu-jiahua_0.pdf
https://www.usenix.org/system/files/sec19-xu-jiahua_0.pdf
https://doi.org/10.1016/j.ipm.2021.102506
https://doi.org/10.1016/j.ipm.2021.102506
https://doi.org/10.1109/ICDMW.2019.00045
https://www.researchgate.net/publication/221620492_Boosting_Decision_Trees
https://www.researchgate.net/publication/221620492_Boosting_Decision_Trees
https://doi.org/10.1162/neco.1997.9.8.1735
https://doi.org/10.48550/arXiv.2110.02642
https://doi.org/10.48550/arXiv.2205.04646
https://doi.org/10.48550/arXiv.2205.04646
https://doi.org/10.48550/arXiv.2201.02441
https://doi.org/10.48550/arXiv.2201.02441
https://doi.org/10.1109/ICDM.2008.17
https://doi.org/10.1016/j.eswa.2021.115284
https://doi.org/10.1109/TCSS.2021.3059286
https://doi.org/10.1109/TCSS.2021.3059286
https://doi.org/10.1109/DSAA.2014.7058109
https://doi.org/10.48550/arXiv.1302.4964
https://doi.org/10.48550/arXiv.1302.4964
https://dl.acm.org/doi/pdf/10.1145/130385.130401
https://dl.acm.org/doi/pdf/10.1145/130385.130401
https://doi.org/10.1109/DSAA.2015.7344856
https://www.jstor.org/stable/3001913
https://proceedings.neurips.cc/paper/2014/hash/5ca3e9b122f61f8f06494c97b1afccf3-Abstract.html
https://proceedings.neurips.cc/paper/2014/hash/5ca3e9b122f61f8f06494c97b1afccf3-Abstract.html
https://doi.org/doi:10.1002/aic.690370209
https://doi.org/doi:10.1002/aic.690370209
https://proceedings.mlr.press/v28/wan13.html
https://proceedings.mlr.press/v28/wan13.html

	Introduction
	Contributions
	Organization

	Related Work
	Anomaly Detection
	Pump and Dump Analysis
	Pump and Dump Detection
	Stock Market Manipulation Detection

	Data and Setup
	Data Acquisition
	Data Processing
	Training
	Anomaly Detection

	Results & Discussion
	Evaluation Metrics
	Model Performance
	Limitations
	Discussion & Case Studies
	High precision & high recall
	Low precision & high recall
	High precision & low recall
	Low precision & low recall


	Conclusions & Future Work
	References

