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Abstract

In this paper, we provide a novel failure-resilient token-based mutual exclu-
sion (ME) algorithm for distributed systems. Like a few other solutions in
the literature, the proposed solution leverages a logical tree as its underly-
ing topology. However, unlike any other solution, the tree is built using a
probabilistic, fully distributed approach, without exchanging messages. The
current tree-based ME algorithms often overlook considerations for node/link
failures or offer costly methods for failure recovery. The proposed algorithm
overcomes these limitations by providing an effective solution to maintain a
logarithmic cost in case of node failures. The overlay structure—a unique
logical tree—used to control access to the critical section maintains its con-
sistency even when nodes fail. An extensive simulation study demonstrates
the viability and efficiency of the proposed algorithm under various node
failure models, and relevant metrics (e.g., node queue dimension, number of
exchanged messages, and number of disconnected nodes) indicate a graceful
degradation in performance with decreasing number of functioning nodes.
For instance, for 4,096 nodes organized in a logical tree of arity 4 and with 4
physical nodes for logical node, a negligible number of nodes is disconnected
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from the tree after 250 epochs when the per-node per-epoch failure proba-
bility is py < 0.0008. With a py = 0.0016, less than 10% of the nodes are
disconnected. The proposed algorithm avoids node disconnection while min-
imally impacting the load of the logical tree nodes. In addition, for the same
architecture, when both tree arity and cardinality are 4, after 250 epochs, the
node load has demonstrated minimal variation and remains in close proxim-
ity to the original load. Moreover, experimental results also reveal a graceful
degradation of algorithm performance. The fully distributed solution, rich
parametrization for different trade-offs, and viability and resilience of the
proposed algorithm also pave the way for future research.

Keywords:
Mutual exclusion, Distributed systems, Failure resilience, Overly network,
Probabilistic protocols

1. Introduction

Mutual exclusion (ME) is the cornerstone foundation that enables the
delivery of the current level of online services. Online Social Networks such as
Twitter, TikTok, and Facebook; Cloud service providers such as AWS, GCP,
and Azure; Google search and banking systems rely on efficient ME solutions
[1, 2]. However, though the problem of ME is one of the oldest in Computer
Science, and as such, one of the most studied ones, new solutions have never
stopped emerging [3], [4], [5]. Some studies proposed solutions assuming
reliable processes, i.e., process failures are not considered [6] [7], or depending
on ancillary properties required by a specific context for solving ME problems.
Thus, several unique solutions exist for addressing ME problems.

The state-of-the-art solutions for ME can be categorized into [8]: permis-
sion-based [9], [10], [11],[12],[10]; and, token-based [13], [14], [15],[16],[17].
Permission-based algorithms exchange a couple of request-reply messages
between a requesting node and the other nodes to receive permission to
enter a critical section (CS). The requesting node can only enter the CS if
it receives permission from at least most nodes. A major drawback of these
algorithms is the high communication overhead; with n nodes in the system,
the overhead spans from O(n) messages for trivial solutions to O(y/n) for
more advanced solutions [12].

Token-based algorithms require a special type of message, often called a token,
to achieve ME, i.e., a node can enter the CS only if it has a token[18, 19, 20].



However, the message complexity decreases by increasing the complexity
of ME algorithms, which become more sensitive to node failures. Thus,
strategies for token management and node failure are required. A token-
based distributed ME algorithm can be further categorized based on the
network topology of the participating nodes, e.g., tree, graph, mesh, and
ring.

This study focuses on tree-based ME algorithms. The significant advan-
tage of using such a structure is that the number of messages exchanged
to obtain the token is O(log,n)—where a is the tree arity. Raymond [13],
Naimi and Trehel [21], and Sopena et al. [15] proposed ME algorithms using
the tree topology. However, the current tree-based ME solutions are vulner-
able to node and communication failures—wherein the failure of a critical
node in the tree structure can disrupt the entire ME process, leading to
inconsistencies and deadlock situations—or offer an expensive solution for
failure recovery [7]. Moreover, existing ME algorithms suffer from a single
point of failure, wherein a failure of a node in the tree collapses all the re-
quests and disrupts the coordination mechanism. Most existing solutions also
have high inter-communication costs for building the initial tree. Therefore,
we focused on developing tree-based ME algorithm that enjoys two major
properties: Overhead minimization and node failure resilience. To this end,
a novel logarithmic failure-resilient token-based ME algorithm is proposed
that leverages a logical tree topology. The logical tree is built using a fully
distributed probabilistic algorithm, thereby eliminating the need for message-
based communication to construct the underlying logical tree structure and
avoid overhead message exchanges. The proposed ME algorithm can handle
node failures, continue serving requests in case of node failures, and avoid
single-point failures in the tree as the algorithm can forward and serve the
CS requests during any given node logical failure. Thus, it ensures that node
failures do not affect the effectiveness of the ME process. The designed over-
lay structure used to control the access to the CS maintains its consistency
during node failures, leading to a logarithmic cost for accessing the CS. The
proposed algorithm ensures two crucial safety features: ME and lockout free-
dom.

Contribution The main contributions are as follows:

e We propose a novel overlay construction to generate a logical tree that
requires zero messages for its build-up.



e Leveraging the introduced overlay structure, we propose a self-adaptive
and resilient lockout-free ME algorithm that can withstand node fail-
ures.

e The proposed ME algorithm is robust against a single point of failure.

e The proposed ME algorithm maintains a logarithmic cost during node
failures.

e During node failures, the proposed algorithm shows a high degree of
resilience with a graceful degradation in performance for a wide range
of node failure probabilities.

Roadmap The remainder of this paper is organized as follows. Section 2
overviews the tree-based ME algorithms in the literature. Section 3 presents
the proposed algorithm and discusses its complexity. Section 5 discusses the
correctness of the proposed algorithm. Section 6 reports on simulation results
and accompanying discussion. Section 7 concludes the study and highlights
the scope of future studies.

2. Related work

The proposed algorithm leverages a (logical) tree topology; thereby, token-
based distributed ME algorithms that use a tree topology are discussed here.
Table 1 provides the list of acronyms and abbreviations used in this paper.

Raymond [13] proposed a token-based algorithm leveraging a static un-
rooted tree structure, where a node in the tree is unaware of all the other
existing nodes; instead, it only possesses information about its neighbors.
Moreover, a node has a HOLDER variable that indicates the location of the
token relative to the node, i.e., it indicates the neighbor in which direction
the token is located. A node also possesses a First-In-First-Out (FIFO) queue
wherein the received requests are stored. If a node wants to enter the CS, it
sends a request message to another node (if it has not already sent a request
on behalf of another node) using its HOLDER variable. The intermediate
nodes propagate the REQUEST message until it reaches the node holding the
token or a node with a pending request. When the token holder node releases
the token, it will send it to the node at the head of the queue and dequeue
it. If the node does not request the token, it continues to forward the token



Acronym Description

a arity of a tree
CS Critical section
d longest path in the tree
e number of edges
h height of the tree
k number of physical nodes a logical node is made up of
m number of neighbors
ME Mutual Exclusion
n number of nodes
n; it" node
Ty number of logical nodes
Dy Node failure probability for any given epoch.
Pr Probability of sending a CS request.
r global random number
t time instance
T time interval
vng gt logical node

Table 1: Acronym and abbreviation list.

until it reaches the requesting node. The performance heavily depends on
the tree topology and is expressed as O(d), where d is the longest path in the
tree. In worst case scenarios, when the tree is a chain, the cost to enter the
CS is O(n). However, the proposed model can maintain a logarithmic cost
even in such scenarios. Unlike the proposed solution, node failure detection
and solution for node failures were not discussed in those studies; they only
proposed a recovery method if a failing node returns to life, in which case,
a recovery phase is initiated. It sends a restart message to all its neighbors
and waits for an advice message to help the node determine the holder and
reconstruct the request queue. However, if a node fails, the tree has to be
rebuilt.

Naimi and Trehel [21] proposed an algorithm based on a logical rooted
tree and a distributed waiting queue. The tree edges are directed to the
root, and the root holds the token. The node holding the token is placed
at the head of the queue. The extremity of any edge of a node is called the
“last” of the node. When a node wants to enter the CS, it sends a request
message to its “last”. The request travels from last to last until it reaches
the root. If the root node is not in the CS, then the token is transferred
to the requesting node, which then becomes the new root. Otherwise, the
request is placed in the tail of the queue. The average messages per CS cost
is O(logn). However, as the selection of the tree is arbitrary, in worst case
scenarios, the selection can end up with a chain structure, and the cost of



exchanged messages per CS will be O(n). Contrarily, the proposed algorithm
can maintain a logarithmic cost even in such cases. Naimi and Trehel [21]
have also introduced a method to detect node failures. Every node possesses
a timer and can call two procedures: (i) start the timer and (ii) cancel the
timer. When a node requests the token, it will start a timer T,,,;. If it
does not receive the token before the timeout, a failure is presumed. In such
cases, the node broadcasts a consult message to other nodes and starts a
new timer T,... When a node receives a consult message, it replies only
if the latter node is its next. If the requesting node receives any message
and the timer is expired, then the requesting node is sure of the failure and
broadcasts a failure message to all the other nodes to detect the presence
of the token. If it does not receive any reply, it declares that the token is
lost and starts a new election. Notably, this failure detection mechanism
requires O(n) messages as it relies on the broadcast. However, the proposed
algorithm does not require broadcast messages in case of node failures, and
can maintain its logarithmic cost.

Sopena et al. [15] proposed a fault-tolerant extension of the Naimi-Trehel
algorithm [21] that minimizes the number of broadcasts when a failure occurs.
The original ME algorithm was modified by adding an additional message
per token request. However, the message complexity of the proposed solution
remains the same as the Naimi-Terhel algorithm: O(logn). The algorithm re-
constructs the next queue to preserve the initial order of requests and reduce
the request transmissions. Based on the original Naimi-Terhel algorithm,
a node always knows its successor in the next queue but is unaware of its
predecessors in such a queue, and a confirmation mechanism was proposed
to add this information. Whenever a node n; updates its “next” variable, it
sends a commit message to the requestor n; that contains the m predecessors
of n; and the position of n; in the queue. After receiving a COMMIT mes-
sage, the node n; periodically checks the aliveness of its closest predecessor.
When it detects a failure, it sends an ARE-YOU-ALIVE message to all its
m predecessors. If it receives an [-AM-ALIVE message from its predeces-
sors, it stops querying. The latter takes n; as its successor. If it does not
receive any answer from its predecessors, it will broadcast a SEARCH-PREV
message that contains n;’s position and attempts to reconnect to the next
queue. While the algorithm reduces the number of broadcast messages to
only when necessary, the message complexity is still O(n). However, the
proposed algorithm maintains a logarithmic complexity during node failures.



Woo and Newman-Wolfe [22] proposed an ME algorithm that uses Huff-
man trees as the logical structure, [23]. The nodes present in the network
are organized in a logical tree such that the nodes that enter the CS more
often are placed near the root of the tree to reduce the number of exchanged
messages using the Huffman coding algorithm. To this end, a node wishing
to enter the CS sends a request to its parent. Each logical node holds a free
bit that indicates whether the node has forwarded a request to the upper
level. When the parent receives the request message, it checks its free bit. If
the free bit is True, it forwards the request to the upper level and sends an
acknowledgment to the requesting child. The request is queued if the free bit
is False, and a wait acknowledgment is sent to the requesting child. When
the request reaches the root, it sends an ENTER-CS message to the node
from where the request originated. The process remains blocked until the
node exits the CS. When the node exits the CS, it sends a release message to
the root, which advances its process if a request is queued or sends a release
message to its child on the node’s path that released the token. The num-
ber of exchanged messages needed per CS is O(logn). However, unlike the
proposed algorithm, that study did not specify the process of obtaining the
probability of requesting the CS in order to build the tree at the beginning
or recovering from a faulty node in the network.

Dhamdhere and Kulkarni [24] proposed an ME algorithm that tolerates
up to m link failures in a network of n nodes, with m < n. The algorithm is
based on the Raymond algorithm [13]. Each node in the network has an Out
variable that holds all the edges of the neighbors leading to the root and a
Near variable that records a node in the shortest path to the root. The Near
variable of a node n; will be equal to itself if the node holds the token or to
one node in Out;. Moreover, to avoid the deadlock problem,a monotonically
increased sequence number for each node in the network was proposed such
that (i,j) € Out; = myseq; > myseq;. A node n; can enter the CS
directly if the node already holds the token, i.e., Near; = me. Otherwise,
the request is queued in queue ;. If @); has only one request queued, i.e.,
from node n; itself, then node n; sends a request message to the node in Near
requesting to access the CS and waits until it receives the token. When the
CS is completed, to release the token, a node calls Release-CS and passes
the token to the first request in the queue. Link failures are handled using
the Out variable: if the Near links fail, the node sends its request using the
alternative links in the Out variable. If no active edges exist in the Out
variable, the node broadcasts a backmessage to its neighbor that will further
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broadcast the message until it reaches the node that holds the token. When
the node holding the token receives the backmessage, it prioritizes the node
that has transmitted the message and sends the token to it instead of sending
it to the first element in the queue. The number of exchanged messages in
the absence of failure is O(m x d), where d is the longest path between any
two nodes in the tree and m is the number of neighbors a node can possess.
However, the backmessage will be propagated once along each edge in case
of a failure. Hence, the number of exchanged messages is O(d x m? +e x m),
where e is the number of edges in the network. In contrast, the proposed
algorithm excels in maintaining a logarithmic cost even during failures.
The solution, although interesting, poses a few limitations. The detection
of a node failure was not discussed therein, and they assumed that when a
node fails, all the neighbors become aware of the failure. When a link (i,j)
fails, nodes N; and N; are aware of the failure.

3. Proposed algorithm

In this section, the construction of the overall logical tree is introduced
and ME solutions are discussed.

System model We adopt the standard assumption that distributed sys-
tems comprise multiple nodes that communicate by exchanging messages
over a communication network. Consistent with the literature [13, 21, 25],
the network is assumed to be fully connected. Network topologies that are
not fully connected can still use the proposed algorithm; however, an ad-
ditional cost should be considered because a message would travel through
intermediate nodes. Moreover, the network is assumed to be connected by
means of reliable communication—packets are not lost and are guaranteed
to reach their destination [13, 26]. We also assume that the root of the tree
does not fail. This assumption is considered both realistic and justifiable be-
cause the proposed algorithm can be designed to minimize the probability of
failure for the root node (this assumption is further elaborated in subsequent
sections of the paper).

Tree construction at a glance The basic idea of the proposed algorithm
stems from token-based algorithms that use a tree as their underlying struc-
ture. We built an n-ary logical tree over the available nodes to serve the CS
requests and used the standard tree terminology, i.e., root, parent, child, leaf,
etc. The proposed algorithm can support trees of arbitrary depth and arity.
It can also be modified to implement trees that are incomplete. However, to



ease exposition, we assume that the tree is complete.

The logical tree is built using a hashing function such that each logical node
vng, with g = 1,...,n,, will be represented by a set of k distinct physical
nodes—typically, k£ << n.

The total number of logical nodes n, depends on the chosen a of the logical
tree. If the tree is complete, we have n, = Z?Zl(n/al). For example, when
n=~8and a=2,n,=7; forn=16 and a =4, n, = 5. To build the logical
tree, the set V, of the indices of the physical nodes assigned to a logical node
vng is computed as reported in Algorithm 1,

Algorithm 1 Logical node construction

Input: Vy =]
Output: V; /* the list of physical nodes making logical node vng
for j=0 to k-1 do
test= True; d=0
while test do
tmp=[SHA1(g, j, r, d) (mod n)]
test= (tmp € Vy)
d++
end while
Vy.append(tmp)
end for

where SHA1 is the Secure Hash Algorithm 1 and j is the index of the
4t physical node representing the logical node, with 1 < j < k. Notably,
the formalism can be extended to replace the SHA1 with a pseudorandom
function (PRF) [27]; however, for the current treatment that focuses on the
algorithmic aspects of the ME solution, SHA1 would suffice. The value r is a
global random number (such as n, and r is known by all nodes) used to break
the determinism of the function, and d is a counter used to avoid assigning a
physical node to a logical node more than once. While a given physical node
could be assigned to several logical nodes, a logical node is composed only of
different physical nodes. Initially, the counter d is set to zero. For k > 1, if
the index j (corresponding to the j** physical node) resulting from the hash
function has already been assigned to Vj, then d will be incremented by one,
and a new index is generated, i.e. when the hash function is computed with
different input (d has been incremented by 1), it generates an index ¢ V
with probability of at least (n — k)/n.
It should be noted that every physical node n; has the capability to compute
the set Vj of the indices of the physical nodes assigned to the logical node,
vng for each logical node vn, in the tree. This feature is paramount when



a node (logical or physical) needs to send its request to the parent node or
to nodes higher in the hierarchy, as it will be discussed later. This feature,
which trades off local computation with messages, eliminates the need for
additional messages that might be required to discover the physical nodes
implementing a logical node. This reduces the communication overhead and
improves the overall efficiency of the algorithm.

Fig. 1 shows an example of a logical tree created from the initial n nodes,
with n =8, a = 2, and k = 2. The nodes ng,ny, ..., n; represent the n phys-
ical nodes in the distributed systems. The nodes vng,vny, ..., vng are logical
nodes used for constructing the logical tree. Each logical node comprises two
distinct physical nodes, with their indices highlighted in red.

@ {7.5} @ {6,1}

e N e .
0}

@ 2,7} {43}
7

.

HOOOOOOO

Figure 1: An example of a logical tree with n = 8, a = 2, and k = 2. Leaves are physical
nodes, while the other nodes are logical ones.

The terminology is subsequently highlighted with reference to a generic
node of the tree, which will be used for describing the ME solution.

e ID is the node identifier.

e Hash: For logical nodes, Hash represents the hash value that indicates
the corresponding physical node n; serving as a logical node—it is not
defined for physical nodes.

e Parent identifies the node’s parent to which the request should be for-
warded.

e Queue represents the queue of requests at the node.
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e Priority is used by a logical node to keep track of which of its children
has the priority to send a request.

e Busy indicates if a logical node has forwarded a CS request to its suc-
CEsSOr.

e Dead indicates if a logical node has failed.

3.1. ME algorithm

We optimize the efficiency and complexity of the ME algorithm during
failures. Therefore, the failure detection mechanism is first described as
follows.

Failure detection at a glance In the proposed algorithm, the sending node first
determines if the receiving node is operational before transmitting a message
from a sending node to a receiving node. Each logical node is represented
by a set of k physical nodes. To ascertain the operational status of a node,
the sending node initiates communication by transmitting an ARE-YOU-
ALIVE message to the first physical node in the set representing the logical
node and starts an associated timer (7). If the sending node receives an
[-AM-ALIVE acknowledgment from the upper node before the timeout of
Tive, it concludes that the first physical node is operational, and transmits
the message to it. If no acknowledgment is received, the sending node repeats
the process with the next physical node in the set until an operational node
is found. This procedure is executed each time a node intends to send a
message.

The proposed algorithm is described under two possible scenarios:

1. Partial failure of a logical node: At least one physical node in the set
of nodes representing a logical node is up and working.

2. Total failure of a logical node: All the nodes in the set of nodes
representing a logical node have failed.

Partial failure of logical nodes We first describe how the proposed algo-
rithm works where at least one physical node in the logical nodes is up and
working.

To enter the CS, a node sends a CS-REQUEST to its parent. The decision
to forward a request to the parent is contingent upon various factors:

e If the parent is not busy, its queue is empty, and the requesting node
is granted the priority to send, the requesting node will forward its
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request to the parent node, while updating the priority hierarchy to
enable subsequent child nodes to have the sending priority.

If the parent is not busy, its queue is not empty, and the requesting node
is granted the priority to send, the parent will initially verify whether
any previously-buffered requests from the requesting node are awaiting
processing. If such requests are found, they will be served first, and
the current request will be added to the queue. In the absence of any
buffered requests, the current request will be processed immediately,
and the priority will be updated accordingly.

If the parent is not busy, its queue is empty, but the requesting node
does not have the priority to send, the parent node will forward the
request because of no buffered requests from the priority holder or the
requesting node. However, the priority will not be updated in this
instance.

If the parent is not busy, its queue is not empty, and the requesting
node does not have the priority to send, the parent will queue the
incoming request, serve a request from the priority holder, and subse-
quently update the priority. If no buffered requests are received from
the priority node, but there exist buffered requests from other nodes,
the oldest buffered request will be served, and the current request will
be queued. However, the priority will not be updated.

If the parent is busy, the request will be queued.

The request propagates hierarchically through the logical tree structure until
it reaches the root node. Upon arriving at the root node, the determination
to dispatch an ENTER-CS message and to start the timer Trg is contingent
upon multiple factors:

If the root is not busy and its queue is empty, the root will send an
ENTER-CS message to the node that from whre the CS-REQUEST
originates while updating the priority if the message has been received
from a child node holding the priority to send.

If the root is not busy, its queue is not empty, and the requesting node
is granted the priority to send, the root will initially verify whether
any previously-buffered requests from the requesting node are awaiting
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processing. If such requests are found, the root node will serve the
first request from the CS requesting node and send an ENTER-CS
message, and the current request will be added to the queue. In the
absence of any buffered requests, the current request will be processed
immediately, and the priority will be updated accordingly.

e If the root is not busy, its queue is not empty, and the requesting node
does not possess the priority to send, the root will initially verify for
any buffered requests from the priority nodes that need to be served.
If no buffered requests are received from the prioritized nodes, the root
will send an ENTER-CS message to the eldest buffered soliciting node
and en-queue the present request, without updating the priority status.

e If the root is busy, the request will be queued.

The timer, Trg, is used as a precautionary measure against potential token
loss during the failure of the node currently executing the CS. In such cases,
the expiration of the timer triggers the token’s return to the root of the tree,
enabling the resumption of the execution process without further hindrance.
Upon the completion of CS execution, the node holding the token dispatches
the RELEASE-CS message to the root. Upon receiving a RELEASE-CS
message, the root stops the timer Tos and determines the actions that follow

the RELEASE-CS message:

e If the node is a root node and the queue is not empty, the root sends
an ENTER-CS message to the node with the priority and updates the
priority accordingly. If no requests are present from the node with the
priority, the buffered requests are served in FIFO order.

e If the node is a root node and the queue is empty, it forwards the
message to its descendant nodes and updates its busy status to False.

e If the node is an intermediate node and its queue is not empty, it for-
wards the CS-REQUEST message from the priority node to its parent
and updates the priority. If no requests are received from the priority
node, it forwards the request messages in a FIFO order.

e If the node is an intermediate node and its queue is empty, it forwards
the message to its descendant nodes and updates its busy status to
False.
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The CS-RELEASE message will be propagated until it reaches the leaves.

Total failure of logical nodes During a logical node failure (node nv,), whereby
all physical nodes within the set Vj fail, the affected node cannot transmit
its request to its parent and subsequently becomes disconnected. This re-
sults in the loss of the request and potentially causes a single-point failure.
To mitigate the potential impact of such issues, the proposed algorithm in-
corporates a mechanism designed to avoid tree disconnection and request
loss in the event of total node failure. A node will send a CS-REQUEST
when the discussed factors are met. When the node can transmit its request
to its parent, it will check if it is alive. When a sending node encounters
a failed logical node and cannot transmit its request, it initiates a search
for the availability of higher-level nodes within the tree structure, beginning
with the parent of its parent, until it successfully reaches an available node.
Once an alive node is found, the sending node can forward its request mes-
sage to the available node. This adaptive approach ensures that when the
sending node faces a failed node, it will actively look for means to maintain
the communication and ensure the request is sent up. This systemic routing
of sending requests upward ensures that the proposed algorithm maintains
connectivity and successfully transmits requests, thereby making it efficient
and resilient to failures. An illustrative example of the algorithm’s execution
during a failure is discussed in the subsequent section.

Algorithms 2, 3, 4, and 5 provide the pseudocode for the REQUEST-CS,
ENTER-CS, RELEASE-CS, and message-handling procedures, respectively.
Two distinct functions are used for detecting system failures: (1) CHECK-
ALIVE and (2) FIND-NEXT-AVAILABLE-PARENT. CHECK-ALIVE as-
sesses the vitality of a node’s parent by sending ARE-YOU-ALIVE messages
to the initial node of the set of physical nodes and subsequently awaiting an
acknowledgment. If no I-AM-ALIVE acknowledgment is received within a
specified time interval, T4 ;v g, CHECK-ALIVE assumes that the first node
of the set failed and proceeds to evaluate subsequent nodes. FIND-NEXT-
AVAILABLE-PARENT identifies a new parent node for a given node during
a parent failure. This process entails traversing higher-level nodes until an
alive node is found and assigned as the new parent.

To evaluate and revise the priority of nodes, two functions were employed:
Check-Priority( node) and Update-Priority( node). The former function re-
turns a value of one if the given node possesses the priority to dispatch
messages. The latter updates the node’s priority to allocate priority to the
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succeeding child of the parent node.

Algorithm 2 CS-REQUEST( )

if CHECK — ALIV E(node.Parent) then
send(CS-REQUEST, node ID, Requesting node ID, Parent)
else
NewParent= FIND-NEXT-AVAILABLE-PARENT
send(CS-REQUEST,current node ID, Requesting node ID, NewParent)
end if

Algorithm 3 RELEASE-CS()

if CHECK — ALIV E(node.Parent) then
send(RELEASE-CS, node ID, node ID, RECEIVER-ID)
end if

Algorithm 4 ENTER-CS

if CHECK — ALIV E(node) then
send(ENTER-CS, node ID, Requesting node ID)
end if

4. Example and illustration of the algorithm

Fig. 2 shows an example of the algorithm’s operation for a system of size
8, i.e., n=8, assuming the logical tree parameters are a = 2 and k = 2.
Initially, the two priority bits of all the logical nodes are set to “10”; thus, the
first child has the priority to send traffic. We assume that there is no failure
in this example. Node ng wishes to enter the CS. The algorithm execution

will be as follows:

— Node ng sendd the CS-REQUEST message to vns

— wvng transfers the request to vn; and updates its priority bits to 01 and

its Busy variable to True.

— Upon receiving the request, vn; transfers the request to its parent and
updates its priority bits to 01 and its Busy variable to True.

— Once the request reaches the root vng, it sends an ENTER-CS request
to the requesting node ng and updates its priority and Busy variable.
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Algorithm 5 RECEIVING-MSG

1: if MsgType == CS — REQUEST then

2 if node — root then

3 if (node - busy) and (Queue==[]) then

4 CS-REQUEST()

5: busy :=True

6: if Check-Priority(node)==1 then

7 Update-Priority(node)

8 end if

9: else if (node — busy) and (Queue!=[]) then
10: if Check-Priority(node)==1 then

11: if buffered request in node’s Queue then
12: Retrieve buffered CS-REQUEST and send it to the node’s parent.
13: busy :=True

14: Remove served request, add newly received request to the queue.
15: Update-Priority(node)

16: else

17: forward CS-REQUEST to parent

18: busy :=True

19: Update-Priority(node)

20: end if

21: else

22: Queue CS-REQUEST

23: Find and serve the request from the node with priority
24: busy :=True

25: Dequeue the served request

26: Update-Priority(node)

27: end if

28: else if node is busy then

29: Queue the request

30: end if

31:  else

32: if (node — busy) and (Queue==[]) then

33: send ENTER-CS to the requesting node
34: busy :=True

35: if Check-Priority(node)==1 then

36: Update-Priority(node)

37: end if

38: else if node — busy and Queue!=[] then

39: if Check-Priority(node)==1 then

40: if buffered request in node’s Queue then
41: Retrieve buffered CS-REQUEST

42: Send an ENTER-CS to the requesting node
43: busy :=True

44: Dequeue the served request

45: Queue the newly received request

46: Update-Priority(node)

47: else

48: Send an ENTER-CS to the requesting node
49: busy :=True

50: Update-Priority(node)

51: end if

52: else

53: Queue the request
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Find and serve the request from the node with priority
busy :=True
Dequeue the served request
Update-Priority (node)
end if
else if node is busy then
Queue the request
else if MsgType == ENTER — CS then
Execute-CS
RELEASE-CS()
else if MsgType == RELEASE — CS then
if Queue==][] then
send RELEASE-CS to children and
busy :=False
else
if node has priority and a buffered request exists in Queue then
if node — root then
Retrieve the buffered CS-REQUEST from Queue
Forward it to the node’s parent
busy := True
else
Retrieve the buffered CS-REQUEST from Queue
Send an ENTER-CS to the requesting node
busy := True
end if
else if node has priority and node has not a buffered request in Queue then
if node — root then
Retrieve the first buffered CS-REQUEST from Queue
Forward it to the node’s parent
busy := True
else
Retrieve the first buffered CS-REQUEST from Queue
Send an ENTER-CS to the requesting node
busy := True
end if
end if
end if

While node ng is executing its CS, nodes ng, ny, and ns send a CS-
REQUEST simultaneously.

Node n3 sends this request to vng, while nodes ny and ns send their
requests to vns.

vns forwards the request from node ny4 to its parent as it has the priority
over node nj, while the request from node ns will be buffered at vns.

Upon receiving the requests, node vny sends the request coming from
node n3 up and updates its status. Because vn; is busy, the request is
buffered in its queue. Similarly, vn, sends the request to its parent. As
the parent is busy, the request is buffered at vny.
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— After executing its CS, the node ng sends a RELEASE-CS to vnyg.

vng has a buffered request from the child holding the priority. There-
fore, it will send an ENTER-CS message to node ny.

Node ny4 sends a RELEASE-CS to node vng after finishing its execution.

vng does not have any buffered requests; therefore, it transfers the
RELEASE-CS to its children.

Upon receiving the message, vny sends its buffered request and updates
its priority. vny forwards the request to its children.

When vng receives the request from vnq, it sends an ENTER-CS mes-
sage to node ng; then, it updates its priority and status to Busy. Si-
multaneously, the request queued at vns is sent up, and the priorities
are updated. Node vny sends the request to its parent, which is queued
at the root.

Node ng sends a RELEASE-CS to node vng after finishing its execution.
vng has a buffered request from the child holding the priority. Hence,
it sends an ENTER-CS message to node ns.

In Fig. 3, we consider an example of the algorithm execution in case of
partial and total failures of logical nodes. Let us assume that physical nodes
ny and ny failed. Node ng has a CS-REQUEST to be sent. Node ng begins
sending an ARE-YOU-ALIVE message to the first node in the set of vns,
i.e., node no, and sets the timer Ty pe. Tuiive Tuns out, and node ny does
not receive any I-AM-ALIVE ACK from node ns. It assumes that node no
has failed and sends an ARE-YOU-ALIVE message to the next element in
the set of vng, i.e., n7, and sets Ty.. When node ny does not receive any
ACK, and the timer runs out, it assumes that node n; has failed. Hence,
it assumes that vns has totally failed. In this case, the proposed algorithm
uses the designed approach for the total failure of a logical node in the tree.
It looks for an alive node higher in the hierarchy to forward its request and
avoid the disconnection of node ng and the loss of its CS request. ng start by
looking if the parent of the failed node vng is alive and checks the availability
of node vn; and finds that node n; has failed; however, node ns is up and
working. This is known as a partial failure of a node. Node vn; has an up and
working physical node ns. Therefore, ny transfers its request to vn;. which
then transfers the request to vng that grants the entrance to CS for node
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Figure 2: Illustration of the algorithm in the absence of node failure.

ng. The proposed algorithm avoids the disconnection of nodes ng and nq,
children of the failed node vn;. Moreover, it ensures that the requests from
these nodes would be served and avoid disconnection due to node failure.

4.1. Algorithm complexity

In this section, the performance of the proposed algorithm is discussed
by considering the message complexity in two cases: total node failure and
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Figure 3: Example of execution in case of node failure.

the absence of failure. The occurrence of logical node failures are discussed
along with solutions to avoid them.

We consider the number of messages exchanged for a node to enter a CS.
In case of no failure, every node will send one ARE-YOU-ALIVE message
and receive one [-AM-ALIVE acknowledgment. After receiving the ACK, the
node transfers the CS-REQUEST message to its parent. Hence, we exchange
log, n CS-REQUEST messages, log,(n) +1 ACK message, log,(n) +1 ARE-
YOU-ALIVE messages, and one ENTER-CS message. The total number of
messages required for entering the CS is O(3log, n).
The worst case occurs when all the intermediate logical nodes in the tree have
failed, during which, each node has to send £ ARE-YOU-ALIVE messages to
check if all £ nodes constituting the logical node are alive before considering
the logical node as failed. Therefore, the total number of messages needed to
enter CS will be O(3klog, n). However, the probability for a logical node to
fail is related to the probability that all physical nodes it is made up of are
failed. As such, the cited probabilities decrease when the number of physical
nodes per logical node increases. In particular, as |V,| =k, forg =1,...,vn,,
the probability that the logical node vn, composed by k physical nodes fails
at any time instant can be expressed as:

P(on, Fails) = (py)* (1)

where py is the probability that a node fails; we assume such a probability is
equal for all nodes.
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Consequently, assuming that nodes fail independently from each other, the
probability that a logical node made up of k physical nodes does not fail over
T epochs can be expressed as follows:

P(vy =Fails) = (1 — (ps)")" (2)

As the cardinality (k) increases, the likelihood of node failure decreases ex-
ponentially. Thus, for an acceptable value of node failure probability, the
number of physical nodes can be set such that the failure probability is lower
than the acceptable threshold. This reasoning can be explicitly applied to the
root, substantiating our assumption that the root node remains functional
(or, conversely, that it fails with a negligible probability).

5. Safety properties

The proposed algorithm satisfies two fundamental safety properties: ME—
only one process can be in the CS at a time; and lockout-freedom—any
process requesting access to the CS can access it, eventually [28, 29].

5.1. Mutual exclusion

To achieve ME, it is imperative that only one node can access the CS
at a given time. A node gains entry to the CS on receiving an ENTER-
CS message. To enable other nodes to acquire access to the CS, they must
submit a request via the leaf node of the logical tree. Subsequently, the
request propagates through the tree until it reaches a logical node that has
already sent a CS request (or granted access to the CS if it is the root node).
The request remains unprocessed until the node occupying the CS sends a
CS-RELEASE message to the root node. In this manner, only a single node
can occupy the CS at any given time, thereby enforcing ME.

5.2. Lockout-freedom

The proposed algorithm enjoys lockout freedom as it does not incur either
Deadlock or Starvation.

Deadlock free Deadlock occurs when there is no node in the CS, and one
or more nodes request to enter the CS, but access is denied. In the proposed
algorithm, this can only happen if the CS request message does not reach
the root. A request can be blocked (queued) at level [ and cannot reach the
root only if:
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1. the logical node has already sent up another request, i.e., the variable
Busy holds true, and
2. the logical node has a holding request from the child with priority.

In both cases, the requests will be forwarded to level [ + 1 until reaching
the root. In the first case, when the privileged node exits the CS, it sends
a RELEASE-CS message that will cause all the requests blocked along its
path to advance to at least one level. In the second case, the priority will be
updated after serving the priority request, and the queued request will have
the priority to be sent to the next level.

Starvation free Starvation occurs when a few nodes repeatedly execute
their CS while at least one waits indefinitely for its turn. In the proposed al-
gorithm, a node can execute its CS only if it has received a token. Therefore,
Starvation can only occur if the root makes an unfair decision when assigning
the token to requesting nodes. In the proposed algorithm, a request withheld
at any level of the logical tree can only be bypassed by its descendant if and
only if the request is received from a node holding the priority. Therefore,
when the root receives a request, it will first check its priority; in case it
is received from the nonpriority child, it queues it and checks its buffer for
requests from the priority child. Hence, a request from a nonpriority child
cannot bypass requests from a priority child. Because the priority is alter-
nated equally between a node’s children, which is true for all virtual nodes
in the logical tree, all requests will be served, eventually.

6. Simulation Results and Discussion

The performance of the proposed solution was verified via extensive sim-
ulations and compared with the existing algorithms.

6.1. Performance

Testbed Simulations were performed to verify the performance of the
algorithm. Simulations were performed using Python 3.7; the algorithm was
tested on a desktop equipped with 64 GB RAM, 16 core processor AMD
Ryzen 9, and Nvidia GeForce RTX 2080 Ti GPU, running Windows 11 Pro,
version 21H2.

Metrics A complete logical tree was considered for all experiments. Dif-
ferent metrics were considered for network simulation and comparison, as
follows [30]:
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e Number of messages per CS request: The number of required messages
a node exchanges to obtain the CS.

e Number of disconnected nodes: It represents the total number of un-
reachable nodes in the tree when logical (or physical) nodes fail.

e Load of a node: The maximum number of children sending requests to
that node.

Exchanged messages We first study the performance of the proposed
algorithm in terms of exchanged messages. To this end, we count three
types of messages: Request, Release, and Alive. Request messages refer to
the CS-REQUEST messages and the ENTER-CS exchanged in the network.
Release messages represent the RELEASE-CS messages exchanged in the
network, and Alive messages represent the ARE-YOU-ALIVE messages and
the related ACK messages. In this experiment, we consider a failure-free
network and different probabilities of requests to represent different request
loads—we will relax the failure-free assumption when testing our solution
for exchanged messages. In Fig. 4, we report the results of the average
number of exchanged messages per CS. We observe that the algorithm’s
performance is almost constant under different request loads. In Fig. 4a,
for n = 4096 and a = 2, the algorithm exchange in average 13 Requests
messages, i.e., log, n = 12 REQUEST-CS and 1 ENTER-CS message, and 26
Alive messages, i.e., logy(n) +1 ARE-YOU-ALIVE messages and log,(n) + 1
[-IAM-ALIVE acknowledgment, and 12 Release messages. We observe in
Fig.4b, for n = 4096 and a = 4, the average of exchanged request messages
is 7, i.e., i.e., log,(n)+ 1. In contrast, the average number of exchanged Alive
messages is 14, log,(n) + 1 ARE-You-ALIVE messages and log,(n) + 1 I-
AM-ALIVE acknowledgment messages. The number of exchanged messages
aligns with the analysis provided in the previous section (Section 3.2).

Impact of arity The algorithm’s performance was evaluated in case of
failures by studying the impact of increasing arity and nodes representing
a logical node during failures. We assumed that the algorithm does not
look for the next available parent and does not send the request up in case
of failure. The main objective was to assess the number of disconnected
nodes and how the impact of system parameters, such as a and k on the
nodes. Therefore, the algorithm’s performance was tested under different
node failure probabilities and using different k and a values: k = 1, 2, and
4, and a = 2 and 4 for six combinations. We ran the simulation 125 times,
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Figure 4: Average number of messages per critical section entry.

reporting the average computations over all the simulations. The results are
shown in Fig. 5.

When a logical node contained only one element k£ = 1, i.e., the logical
node was represented by one physical, the number of disconnected nodes was
high even under a low probability of failure p; = 0.0001. For example, at
t = 50 and a node failure rate of 0.0001, more than 12% of the nodes were
disconnected in the tree structure where £ = 1 and a = 2. However, for
the same arity and failure probability, i.e., a = 2 and p; = 0.0001, when k
increased, e.g., k = 4, the number of disconnected nodes decreased consid-
erably, reaching close to 0%. This qualitative behavior was expected as, for
k = 1, the closer a logical node is to the root, the higher is the number of
disconnected nodes resulting from the failure of the single physical node. For
instance, in a binary tree of four levels, if the physical node representing a
logical node of level 2 fails, it would result in more disconnections compared
to a node at level 4. To an extreme, all the nodes can get disconnected if
the node representing the logical root dies. However, if the logical nodes are
composed of more than one node, i.e., kK = 2 and k£ = 4, the number of dis-
connected nodes decreases considerably. The probability for the logical node
to fail is expressed in Eq. 2. The failure of one physical node within a logical
node does not immediately result in the failing of the logical node; hence,
all the nodes in the layers connected to this logical node are disconnected.
For instance, in cases wherein £ = 2 and a logical node is composed of two
physical nodes, if one of the physical nodes fails, the other node within the
same logical node can still maintain the connection, preventing disconnec-

24



k=1, arity=2 k=2, arity=2

4000
3500
g —— pf=0.0001 Q 000 — pf=0.0001
H pF=0.0002 8 pf=0.0002
= —— pf=0.0004 T 300 —— pf=0.0004
g —— pf=0.0008 g — pf=0.0008
£ p=0.0016 £ 2000 PF=0.0016
8 —— pf=0.0032 8 —— pf=0.0032
= pf=0.0064 5 100 P=0.0064
= §=0.0128 5 oo pF=0.0128
500
T T T T T 0 T T ; - :
o 50 100 150 200 250 0 50 100 150 200 250
time time
(a) n=4096, a=2, and k=1 (b) n=4096, a=2, and k=2
k=4, arity=2 k=1, arity=4
4000
3500
W —— pf=00001 ) —— pf=0.0001
g 000 pf=0.0002 K Pf=0.0002
T 2500 — pf=0.0004 < — pf=0.0004
g — p=0.0008 g — pr=0.0008
£ 2000 p=0.0016 H PF=0.0016
g —— pf=0.0032 8 — pi=0.0032
= 1500 pF=D 0064 s P=0.0064
2 o0 pf=0.0128 H Ppf=00128
500 /
0 " " " 7 T
50 100 150 200 50
time
(c) n=4096, a=2, and k=4 (d) n=4096, a=4, and k=1
k=2, arity=4 k=4, arity=4
4000 - — | 4000
3500 3500
W —— pi=0.0001 g — p=0.0001
B w0 £=0.0002 3 w00 pf=0.0002
§ 200 — pi=0.0004 F 2500 —— pi=0.0004
E —— pf=0.0008 E —— pf=0.0008
£ 2000 p=0.0016 £ 2000 PF=0.0016
o —— pf=0.0032 2 — pi=0.0032
s 1500 pf=0.0064 s 1500 Pi=0.0064
= 00 ®=0.0128 5 oo P=0.0128
500 500 —
0 T T T T T o T T T T T
o 50 100 150 200 250 0 50 100 150 200 250
time time
(e) n=4096, a=4, and k=2 (f) n=4096, a=4, and k=4

Figure 5: Number of disconnected nodes under different probability failures.

tion. This implies that the higher the cardinality of the logical node, the
more resilient it is to failure. The network dis-connectivity is particularly
low for node failure probabilities below 0.0032% and it is near zero for node
failure rates below 0.0008% when k=4. These findings are in line with our
theoretical discussion that a logical node with high cardinality is (exponen-
tially) less likely to fail.

Moreover, when the arity of the logical tree increases, the number of dis-
connected nodes slightly decreases. For instance, at ¢ = 256, the number of
disconnected nodes when a = 2,k = 1, and p; = 0.002 is approximately 2000.
However, when a = 4, £k = 1, and py = 0.002, the number of disconnected
nodes is approximately 1250. The phenomenon can be explained as follows:
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the number of disconnected nodes in a tree is proportional to the depth of
the tree. A tree with a large depth, characterized by a greater number of
levels, will be affected more by a node failure. For example, when a = 1, the
tree becomes a chain; when a node fails, all the nodes in the below levels will
be disconnected. However, when the tree becomes flatter, a node failure at
level [ of the tree will impact fewer nodes. Thus, when the arity increases,
the number of disconnected nodes decreases. To avoid the disconnection
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Figure 6: The maximum load of a node in the network over time under different proba-
bilities of failure.

in the logical tree in cases wherein logical node fails, we have proposed the
following solution: when a node wants to send its request up and finds that
its parent has failed, it will look for the next available ancestor and send
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the request to it. This solution will affect the load of the available ancestor.
Initially, a node load will be equal to the number of children. However, in
case of a node failure, the children of the failed node transfer their requests
to the node’s parent, assuming it is alive. Hence, the load for that node will
increase.

Nodes’ load The nodes’ load under different network parameters were
measured when a logical node fails. To analyze the worst case, the maximum
load of a node in the network over time is considered. The experiment is
repeated 125 times; and the results obtained over these runs are averaged.
Results are shown in Fig. 6. When the cardinality of logical nodes increases,
the maximum load of a node decreases. For instance, for a = 4, py = 0.0128,
and k = 1, the maximum load of nodes is around 1000 at ¢ = 150. Thus,
one node will be responsible for transferring requests from 1000 lower nodes
in its sub-tree; however, for the same tree structure, when k = 2, the load
of nodes decreases considerably, reaching 320. This is because when the
cardinality increases, the logical nodes are less likely to fail, i.e., the total
failure of nodes decreases, decreasing the loads as well. A higher cardinality
implies a greater redundancy and resilience within logical nodes. With more
physical nodes within the logical node, the failure of one or a few physical
nodes does not lead to the complete failure of the logical node. The node’s
failure is directly correlated with the node’s loads. When the cardinality of
the logical node increases, it becomes more resilient and is more likely to
experience a partial failure. Hence, in case of partial failure, there will be
no need to transfer the request up to the ancestor as there will likely be at
least one alive physical node from the set representing the logical to serve the
incoming request. Moreover, the load increases with arity a. For example,
for k = 4 and py = 0.0128, at ¢ = 256, the maximum load of a node in the
topology when a = 2 is 500. Meanwhile, for the same network parameters
and at ¢ = 256, the maximum load increases and reaches approximately 900
when k = 4 because when a node fails, the parent will be directly in charge of
all the a children of that node and indirectly in charge, of the corresponding
nodes subsumed by those a children. Therefore, when the arity increases,
the number of nodes the parent takes charge of will also increase, leading to
an overall increase in the node’s load.

The distribution of node loads when ¢ = 256 was observed; the results are
shown in Fig. 7. The number of nodes with high load decreases when the
cardinality of the logical node increases. For example, in Fig. 7b, when a = 2
and k& = 2, most of the nodes’ loads are between 0 and 400, with a few nodes
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Figure 7: The distribution of nodes load of a node in the network at time t=256 under
different failure probabilities.

having loads higher than 400. However, in Fig. 7c, most nodes have a load
between 0 and 100 because the probability of node failure decreases when
a logical node’s cardinality increases. Thus, the load of a node decreases,
reaching a load value similar to that in the failure-free case.

6.2. Comparison with competing solutions

The proposed algorithm uses a cost-effective solution for coping with node
failures. The majority of the previously discussed algorithms proposed an
expensive solution in terms of exchanging messages when a node failed or
did not consider the node failure issue. Raymond [13] and Chang et al.
[31] neither discussed failure detection nor how the algorithm acts in case of
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node failure. Naimi and Trehel [21] proposed a failure detection mechanism
based on broadcasting, requiring O(n) messages to be sent. Sopena et al. [15]
extended the Naimi-Terhel algorithm|[21] to be fault-tolerant. However, their
solution uses broadcast messages, requiring O(n) messages to be exchanged.
Finally, Dhamdhere and Kulkarni [24] proposed a solution for link failure that
needs O(d x m?+e x m) messages. Table 2 compares the proposed algorithm
and state-of-the-art token-based ME algorithms based on tree topology. In
our solution, several key differentiators that contribute to a more efficient
and resilient solution for distributed systems are introduced. The proposed
algorithm exchanges only O(k x logn) messages to enter CS in case of node
failures, outperforming the existing solutions that do not propose a failure-
resilient algorithm or incorporate a costly failure solution. Moreover, the
proposed algorithm is resilient to a single-point failure, i.e., a failure of a node
in a tree does not jeopardize the effectiveness of the ME process; indeed, the
CS request is sent to the next available node in the tree. Thus, the requests
are always transferred to the root and get served. Moreover, the logical tree
structure is built in a totally decentralized manner, requiring no message
exchange, which reduces the message overhead. For a given node of the
logical tree (vn,), its role is assumed by a few physical nodes. The number
of physical nodes that are chosen uniformly at random without repetition
from the set of physical nodes is a tunable parameter (k) of the proposed
algorithm. While node selection is detailed in Algorithm 1, a key observation
is that by increasing the number of physical nodes participating in a logical
node, the probability that a logical node is disrupted is reduced.

In summary, the proposed solution optimizes CS messaging and provides an
efficient, effective, and robust failure detection algorithm—a combination of
features not observed in the reported algorithms. We also propose a novel,
efficient, logical tree construction algorithm that requires zero messages.
The performances of the algorithms shown in Table 2 was analytically verified
and did not include any simulations. Therefore, the proposed algorithm
and state-of-the-art algorithms were analytically compared. However, the
performance of the proposed algorithm is verified via an extensive simulation
study; the results were reported and discussed in this paper.

7. Conclusion

This work proposes a distributed, failure-resilient, token-based ME algo-
rithm that leverages a logical tree topology to arbiter access to the CS. In
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Algorithm # of messages per CS FailuFe node. E‘aﬂure # c;ingis;gges
detection resilience .
Best case [ Worse case logical tree

13 O(logn) O(n) X X mXxXn

21 O(logn) O(n) v v n

15 O(logn) O(n) v v n

22 O(logn) O(logn) X X 0

24 O(d x m) O(dxmZ+e xm) v v mxn
Our Work | O(k x log, n) O(k x log, n) v v 0

Table 2: Comparison between our proposed algorithm and state-of-the-art algorithms.

particular, the logical tree was built using a fully distributed probabilistic
algorithm with two unique features: (i) it required no message exchange to
be built; and, (ii) the parameters (k and a) were tunable. Owing to these fea-
tures, the logical structure of the tree was coherent even during node failures,
with the proposed algorithm maintaining a logarithmic cost also in case of
node failure. Moreover, leveraging such a structure, our algorithmic proposal
for regulating access to the CS provided two key safety properties: ME and
lockout freedom.

The efficiency of the proposed algorithm was verified via extensive simula-
tions. For instance, for 4,096 nodes organized in a logical tree of arity 4
and with 4 physical nodes per logical node, after 250 epochs, just a negligible
number of nodes was disconnected from the tree for a node-failure-probability
pr < 0.0008. Moreover, with a py = 0.0016 (all other parameters being
equal), less than 10% of the nodes are disconnected. The proposed algo-
rithm, while avoiding node disconnection in case of failure, had also minimal
impact on the load of the nodes. For instance, for k=2, a=4, and pf=0.0128,
the maximum load of the alive nodes was 320 at t=150. The maximum load
of the alive nodes further decreased when the cardinality of a logical node
increased. For the same parameters, only a few nodes had a load higher than
200, while the majority of the nodes had a load between 0 and 80.

The experimental results showed a graceful degradation in the algorithm
performance. The number of messages to access the CS was O(k x log, n)
for a wide range of system parameters and a number of epochs, even in the
event of node failures because the logical tree structure was coherent up to
a point.

In the future, the algorithm will be expanded to consider variable cardinality
based on the logical node’s importance. The case of node recovery will also
be studied.
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