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Abstract

Distributed Denial of Service (DDoS) attacks pose a significant and
ever-present threat to the availability and stability of online services.
Existing detection techniques can be broadly classified into direct
and indirect approaches, based on the data sources considered. De-
spite extensive research and development of direct DDoS detection
methods, indirect approaches, particularly those involving Online
Social Networks (OSNs) analysis, remain relatively unexplored.

In this paper, we address the above gap by investigating the fea-
sibility of detecting early stage DDoS attacks from OSN data. With
this aim, we first study how users report availability problems in
OSNs by identifying the most prevalent terms and expressions con-
sistently used to express the initial indicator of a DDoS attack. Then,
we leverage this knowledge to efficiently process OSN messages,
filtering out irrelevant content. Finally, we introduce a sophisticated
detection model based on Bidirectional Encoder Representations
from Transformers (BERT), fine-tuned using a dataset we collected
from Twitter and preprocessed via our innovative filtering tech-
nique. Notably, our proposed approach is platform-independent
and offers a generalizable solution.

We trained and tested our model with over 1.2 million tweets
related to 33 major DDoS attacks from 2012 to 2023. The results
are compelling: our model achieved a 0.979 F1 score, significantly
outperforming existing techniques that do not exceed 0.571. These
results demonstrate the potential of user-generated content as a
viable support to complement existing direct DDoS detection strate-
gies.
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« Security and privacy — Denial-of-service attacks; Social
network security and privacy; - Computing methodologies
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1 Introduction

In our increasingly interconnected world, the availability of digital
services is crucial, as it directly impacts the seamless functioning
of critical infrastructure, businesses, and other essential services
on which society depends. Any service disruption, whether caused

This is a personal copy of the authors. Not for redistribution. The final version of the
paper will be available through the ACM Digital Library, in the proceedings of the
17th ACM Web Science Conference 2025, New Brunswick, New Jersey, USA, May
20-24, 2025.

Maurantonio Caprolu
King Abdullah University of Science
and Technology (KAUST)
Thuwal, Saudi Arabia
maurantonio.caprolu@kaust.edu.sa

Roberto Di Pietro
King Abdullah University of Science
and Technology (KAUST)
Thuwal, Saudi Arabia
roberto.dipietro@kaust.edu.sa

by cyber attacks, system failures, or other factors, can have signifi-
cant consequences, ranging from resource drain to economic losses,
with impacts varying depending on the target, encompassing small
businesses to critical infrastructures [11]. One of the most common
forms of malicious network disruption is Distributed Denial of Ser-
vice (DDoS) [17], which has an immediate and visible impact on
the final users of the service under attack [24]. This type of attack
can occur at any time and within a relatively short lifetime. It relies
on a simple technique: overwhelming the capacity of a service to
manage incoming requests, hence undermining the availability of
the target applications to legitimate users. The attacker’s objectives
are (among others) to weaken the operational and financial stability
of the attacked entity, as well as to cause it reputational damage.
DDoS attacks require a rapid response [17]; thus, ensuring a short
detection time is critical to safeguard digital services.

DDoS detection techniques can be broadly categorized into direct
and indirect approaches, each offering unique strategies to identify
and mitigate attacks. Direct approaches involve real-time moni-
toring of network traffic and server performance metrics to detect
abnormal patterns indicative of a DDoS attack. These techniques
are applied by the owner of the service or network infrastructure
to be protected, and typically include: i) establishing a baseline
behavior and detecting deviations; and, ii) detecting signatures/-
patterns of previous DDoS attacks in network traffics [32]. On the
contrary, indirect approaches leverage external sources of informa-
tion, such as DNS queries or Online Social Networks (OSNs) data,
to infer the presence of DDoS attacks. Despite some limitations,
such as incomplete coverage and noisy data, indirect DDoS detec-
tion techniques, particularly those involving social media analysis,
could be a valuable resource for monitoring critical services. OSNs
have been extensively used in the literature as valuable platforms
for extracting real-world events by exploiting the collective intelli-
gence of users [13]. In fact, user-generated content shared on OSNs
are the most up-to-date and inclusive stream of information on
important real-world events, such as natural disasters, the death
of famous people, conflicts, and any other event of worldwide in-
terest [28]. Cybersecurity incidents, including DDoS attacks, are
among them. In fact, it is easy to observe that users of services
affected by availability issues often express their irritation through
OSNs, complaining about inaccessible systems [18]. These conver-
sations are indirect evidence of a system with availability problems
and, as such, can be seen as the initial signs of a DDoS attack.
Both direct and indirect approaches have pros and cons. However,
combining them in the same detection strategy can effectively im-
prove DDoS countermeasures, helping organizations mitigate the
impact of these disruptive attacks [22]. In fact, the emergence of



evasion strategies, known as slow DoS techniques [27], such as the
Slowloris attack [26], has diminished the effectiveness of traditional
direct detection methods by mimicking legitimate network traffic
patterns. For this reason, integrating an indirect detection tech-
nique in conjunction with conventional direct approaches could
offer a more robust solution. Specifically, leveraging user-generated
content shared in OSNs for DDoS detection makes it more chal-
lenging for attackers to deploy evasion tactics. In addition, indirect
approaches can be used by third parties—without any access to
the network infrastructure hosting the service under analysis—to
conduct independent audits on the availability of digital services
without the need for direct interaction with the target, e.g., actively
pinging a web server.

Motivations. Although direct DDoS detection approaches have
been extensively studied and developed, indirect methods, particu-
larly those involving OSN analysis, remain relatively unexplored.
Previous research has shown that the knowledge extracted from
social networks can be used to detect many types of events, in-
cluding DDoS attacks [13]. However, existing works suffer from a
few limitations. First, the vast majority of them collect information
from OSNs using keywords like “DoS” or “DDoS”. However, the
use of such terms implies that the attack has already been pub-
licly announced and confirmed, decreasing the usefulness of this
methodology for live detection purposes. Furthermore, the mas-
sive amount of data involved makes discriminating relevant data
extremely challenging, sensibly reducing detection performance
and reliability. In addition, recent advances in Natural Language
Processing (NLP) techniques have not yet been fully utilized in this
area of research.

Contributions. In this paper, we present a novel framework for
the early (indirect) detection of DDoS attacks based solely on OSN
data. A thorough understanding of how users describe DDoS attack
symptoms is essential to designing efficient and reliable classifiers
to detect DDoS via OSNs collected data. For this reason, we analyzed
user discussions on Twitter before, during, and after 33 major DDoS
attacks that happened between 2012 and 2023. With this knowledge,
we designed a preprocessing technique able to filter out data not
related to availability problems. Then, we developed an Al-based
model to classify tweets as related or unrelated to a DDoS attack.
The main contributions of this research are as follows.

o We investigate how users describe the first observed symp-
toms of a DDoS attack in OSNs. After collecting tweets
that involve some of the most impactful DDoS attacks in
recent history, we thoroughly analyze the used terminology
and select a set of keywords that have been consistently
used, over the last 12 years, to describe early symptoms,
express frustration, or comment in any way on experienced
disservices during a DDoS attack.

e We present a case study to assess the suitability of our set
of keywords in characterizing user discussions on the early
symptoms of DDoS attacks.

e We propose a novel DDoS early detection framework that in-
cludes a data pre-processing stage and a pre-trained BERT [10]
model, fine-tuned with our dataset.
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e We collected a dataset of 1.2+ million tweets related to 33
of the most famous DDoS attacks between 2012 and 2023
to train and test our model.

e We present, discuss, and compare our results with state-
of-the-art detection techniques, showing a significant im-
provement in detection performance.

o Although we cannot publish our dataset due to Twitter’s
policies!, we will share, upon acceptance of this article,
the full list of tweet IDs used in this study, allowing any
researcher to download and reconstruct exactly our same
dataset using the X Developer Platform?, in line with simi-
lar papers in the literature [8, 15, 19].

Roadmap. The rest of this paper is organized as follows. In
Section 2, we discuss existing contributions to the detection of
DDoS events from OSN data. In Section 3, we present our proposed
approach to detect DDoS attacks in their early stages from user
discussions publicly available in OSNs. In particular, Section 3.1
defines the different stages of discussion about a DDoS attacks
in OSNs, and introduces our detection strategy. Then, Section 3.2
presents a case study to assess the effectiveness of our methodology,
while Sections 3.3 and 3.4 illustrate how we collected and organized
our dataset, respectively. Section 3.5 discusses the rationales behind
our detection strategy, while Section 3.6 describes our experimental
setup. Finally, we show our results in Section 4, and conclude with
final remarks and future works in Section 5.

2 Related Work

During the last decade, OSN data have been used for a wide vari-
ety of applications, such as the detection of cybersecurity-related
events [29], social analysis [3, 4, 20], and the characterization of
pandemics [21], conflicts 5, 25], and other important events.

Previous research on social media data extraction and analysis
has shown that many events can be reliably detected from the infor-
mation shared by users on OSNs [13] [28]. In particular, messages
posted on OSNs can serve as initial indicators to identify ongoing
security attacks, such as DDoS. Several pioneering works demon-
strated the possibility of detecting DDoS attacks by monitoring
the usage of the “DDoS” keyword on Twitter [7, 29]. However, this
approach can detect the attack when it has already been discovered,
since if users mention “DoS” or “DDoS” on their posts, it means
that the attack has already been publicly announced and confirmed.
One of the first studies to explore the possibility of detecting DDoS
attacks at an early stage through OSNs is [23]. The authors moni-
tored on Twitter two specific predicates, “xyz is down” and “xyz
fail”, where xyz is a token consisting of alphanumeric characters
representing the service under analysis. Then, they used a trend
detection formula to identify notable increases in the frequency of
the observed predicates, which would then serve as a trigger for
generating alerts.

Subsequently, [6] proposed an NLP-based approach to detect
early signs of DDoS attacks through Twitter analysis without using
any attack dictionary or seed words. The authors built a dataset
by manually identifying 50 real-world DDoS attacks and collecting
related tweets, i.e., any tweet containing the target entity’s name

!https://developer.x.com/en/developer-terms/agreement-and-policy
Zhttps://developer.x.com/en/products/x-api
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in a 20-day period close to the attack. Then, they proposed two
NLP neural network learning frameworks: a feed-forward neural
network and a partially labeled LDA model. Although both models
outperform the results previously achieved in [23], the detection
performance is sensibly decreased by the out-of-context tweets
collected with this methodology.

Although promising, the achieved results in this area show that
the use of the observed terms, e.g., predicates, keywords, and at-
tacked entity’s name, in contexts different from a DDoS attack
harshly endangers the effectiveness of this methodology. In fact,
the massive amount of unrelated data represents a noise that exist-
ing models are unable to handle. To mitigate this issue, we designed
and implemented a filter mechanism, detailed in the following sec-
tions, able to sensibly reduce the noise collected from OSNs. We use
the state-of-the-art results achieved in [6] as a baseline to compare
our model—the comparison is discussed in Section 4.

3 Methodology

The primary objective of this research is to explore the feasibility
of detecting DDoS attacks at their early stages by using publicly
accessible user-generated content from OSNs.
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Figure 1: Project Methodology Workflow

As discussed in Section 2, the main challenge faced by existing
methodologies is the massive amount of unrelated data collected
from OSNs through automated crawlers. To mitigate this problem,
we designed an early symptoms detection methodology, depicted
in Figure 1, which includes a powerful filtering mechanism. First,
we investigate how users describe availability issues during the
symptom stage of DDoS attacks, and select a set of keywords that
have been consistently used for this purpose. This list of keywords
serves as filtering criteria, which we apply to the data collected from
OSNs while monitoring a specific target. The refined data becomes
the input for a BERT-based model able to classify the context of
hourly-based tweets into either availability related, which may
suggest a DDoS attack, or availability unrelated. The different parts
of our methodology are detailed in the following subsections.

3.1 Investigating DDoS Early Symptoms
Keywords

DoS refers to any form of attack that targets a network infras-
tructure with the aim of deliberately disrupting its services [12].

Public Disclosure

First attack signs Service Restoration

Confirmation stage Resumption stage

Figure 2: DDoS Attack Stages in Online Discussions.

Malicious actors send a large number of fake service requests to
overwhelm the targeted infrastructure, causing the system to be-
come severely congested or leading to a possible crash [14]. As a
result, users may experience a slowdown in the responsiveness of
the targeted service or face a complete inability to access it.

The main goal of our research is to identify the early symptoms
of DDoS attacks in online conversations. To achieve this goal, it
is crucial to understand the evolution of DDoS attacks over time
in user discussions. As introduced in [6], these attacks progress
through specific phases, each of which has different characteristics
and consequences. In particular, a DDoS attack is usually reflected
in OSN discussions in four distinct stages: (i) Symptom; (ii) Infer-
ence; (iii) Confirmation; and, (iv) Resumption. In this investigation,
we opt to merge stages (i) and (ii) into a single combined stage,
called “Symptom Stage”. The three stages that we considered in
our methodology are shown in Figure 2 and can be described as
follows:

(1) The symptom stage begins when the first signs of an
availability issue get noticed by users, and lasts until its
identification and public disclosure as “attack”.

(2) The confirmation stage represents the affirmation that
the service disruption is connected to a malicious event,
either through a public announcement or the use of a DDoS-
related keyword as a descriptor.

(3) The resumption stage refers to the recovery period that
follows the attack, until the service is fully restored.

Since the main focus of this study revolves around identifying
the initial indications of attacks, as discussed by users in OSNs, our
interest lies mainly in the symptom stage. Discussions related to the
early phases of the attack usually involve statements that refer to an
authentication problem, unresponsive websites, and similar issues.
They rarely include comments about malicious attacks, and do not
use any keyword related to DDoS or other attacks. This is because
public disclosure has not yet occurred, and users do not suspect
that what they are experiencing is related to an ongoing attack.
Consequently, user complaints do not tend to reference DDoS-
related keywords (e.g. DDoS, attack, cybersecurity, hacking, botnet,
DNS amplification) [30]. Our research builds upon these insights
to investigate how Twitter users express the initial indicators of a
DDoS attack.

To investigate how typical users express the first observed symp-
toms of an availability problem, we first collected an initial dataset
of tweets related to five famous DDoS attacks?, following the
methodology we use for our main dataset—discussed later in Sec-
tion 3.3. In a nutshell, we query Twitter APIs using the target
entity’s name as a keyword and the day of attack as a time window.
Then, we manually identified tweets related to the availability of
the service, and extract the most common words and expressions

3https://www.al0networks.com/blog/5-most-famous-ddos-attacks



used to complain about the issue. These include terms like down,
broken, not working, and similar. In addition, we automatically iden-
tified possible new terms by feeding the initial list of keywords to
a Python crawler that uses semantic similarity to retrieve similar
words from our dataset. To extract semantically similar words, we
employed word vectors from the Spacy* library, specifically the
“en_core_web_md” model, which is a pre-trained statistical lan-
guage model for the English language. Using the “cosine_similarity”
function from the Scikit-learn® library, we computed the cosine
similarity between pairs of vectors in our dataset. The resulting list
of similar terms was then manually reviewed and validated. List-
ing 1 presents the final set of keywords, comprising both manually
selected terms and similar words automatically extracted from our
tweet dataset.

broken, down, inaccessible, slow, not responding,
not working, not loading, unavailable, out-of-service

Listing 1: The final list of terms consistently employed by
Twitter users to describe availability issues that happened
before a DDoS attack.

The main idea is to use our set of keywords to automatically
preprocess tweets by considering those that include at least one of
our terms as potentially “availability-related”. The intuition is that
this step will greatly improve the quality of the data by sensibly
reducing the noise, i.e., filtering out tweets that include the attacked
entity’s name but are not related to service availability issues. How-
ever, due to the broad semantic range of some keywords, such as
down and broken, part of the noise may remain in the dataset. By
way of illustration, the following tweets®: i) Now you can track your
Amazon package down.; and ii) My earphones are broken. I bought
new ones from Amazon.; include the entity’s name (Amazon) and
one of our keywords; however, these tweets do not describe the
early symptoms of a DDoS attack. Following this consideration, in
the next section, we analyze the use of our set of keywords in the
context of some specific DDoS attacks. The aim is to verify their
effectiveness as an indicator of a possible attack in its early stage.

3.2 Keywords Effectiveness - A Case Study

To assess how well our set of keywords characterizes OSN discus-
sions related to the initial symptoms of DDoS events, we designed
a case study on a selected set of real-world DDoS incidents. The
selection criteria are based on the public availability of the attack
timing, e.g., attack start, public disclosure, and service restoration,
and on how long the attack lasted. The availability of attack timing
allows us to precisely identify the tweets involved in the symptom
stage, creating a robust ground truth. Instead, considering attacks
with different duration—from less than one hour to more than one
day—allow us to test our keywords under different scenarios. Based
on our selection criteria, we selected and investigated DDoS attacks
against Feedly (2014), GitHub (2018), Telegram (2019), and Amazon
(2020). From each attack, we extracted insights on our keywords

“https:/spacy.io

Shttps://scikit-learn.org/stable/

6Some modifications have been carefully executed on the text to comply with Twitter’s
terms and conditions and protect the privacy of the tweet’s authors, while preserving
the informative nature of the content.
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usage from tweets posted between the attack start and the service
restoration.

According to GitHub Blog”, their platform experienced a DDoS
attack on 28 February 2018, starting at 17:21 UTC and lasting until
17:30 UTC. Figure 3a shows the hourly volume of each keyword
on the day of this attack. Notably, there is a spike in the usage
of our set of keywords exactly during the attack time declared by
the victim company, which was between 17:00 and 18:00 UTC. In
particular, the term down alone is enough to detect this attack.

A similar result can be observed for another relatively short
DDoS attack, this time involving the popular instant message app
Telegram. In a Twitter announcementg, dated June 12, 2019, at 14:20
UTC, Telegram informed that its servers were the target of a DDoS
attack. Although in this case the exact timing is not declared, the
attack must have occurred before the disclosure tweet, that is, before
14:20 UTC. According to our data, shown in Figure 3b, the Telegram
attack could have occurred between 10 and 11 am (UTC), as there
was a spike in the number of Tweets containing our keywords. Also
in this case, we can observe a huge increase in the usage of down,
with the appearance of the term not working, never used before
the attack, and a few occurrences of slow, broken, and not loading.
This example shows that the frequency of keywords can also be
used to infer the different stages of an attack and estimating its
duration—when those data are not publicly released by the victim.
Regarding the Telegram attack, we can observe in Figure 3b the
symptom stage running from 10 to 12 am (UTC), and the restoration
phase happening between 12 and 14 UTC, terminating with the
public disclosure at 14:20 UTC.

Figure 3c shows the usage of keywords during the largest re-
ported DDoS attack in history (at the time the attack happened) that
targeted the Amazon infrastructure in 2020. According to a security
report released by Amazon, the attack lasted a long time, causing
“3 days of elevated threat™. In this case study, the data presented
in Figure 3c span a full 24 hour period of the attack. As the tweets
were collected in English, the frequency of keywords is likely influ-
enced by the day/night cycle in the United States. However, we can
observe that the users were more engaged in conversations. The
term down is still the most widely used, followed by broken and
slow, with persistent use of other keywords with a narrow semantic,
such as not working, unavailable, and not responding. This reveals
that user participation in DDoS-related discussions is proportional
to the perceived significance of the attack. This example shows that
it is possible to gain several insights on the attack’s severity and
its impact on user experiences by analyzing the duration of user
engagement in OSN discussion.

The last attack we considered in our case study is the one against
Feedly, a popular RSS reader, that happened in June 2014. The attack
started around 2 am US Pacific time (9 am UCT), and lasted until
3 pm (10 pm UCT) on the same day, when the victim company
declared to have neutralized the attack, as reported by several
analysts'?. The timing of this case study is particularly interesting,
as it allows us to observe user discussions during a 10-hour time

"https://github.blog/2018-03-01-ddos-incident-report/
8https://www.bleepingcomputer.com/news/security/ddos-attack- on-telegram-
messenger-leaves-users-hanging

9https:/ /aws-shield-tlr.s3.amazonaws.com/2020-Q1_AWS_Shield_TLR.pdf
Ohttps://www.zdnet.com/article/feedly-falls-in-ddos-fight/
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Figure 3: Frequency of DDoS related terms on the attack day of four selected case studies. The time on the x axes is reported in

Universal Time Coordinated (UTC).

frame—the actual duration of the attack. The frequency of our DDoS
related terms is reported in Figure 3d. It is interesting to see how the
trend of keyword frequency perfectly mirrors the three different
phases of a DDoS attack, i.e., pre-attack, attack onset, and post-
attack recovery, as described in the general attack stages model
introduced by [6] and discussed in detail in Section 3.1. Indeed, the
observed spike is anticipated by a gradual rise in keyword frequency,
i.e., the pre-attack stage. During this phase, not all users may have
encountered the availability issue, but the system’s performance
has begun to exhibit signs of decline. Instead, the spike is followed
by a slow decline, meaning that the victim’s countermeasures are
starting to work, until the attack is completely neutralized, i.e.,
post-attack recovery (resumption). Although this pattern is present
in all our considered attacks, in the case of Freely is much more
visible, thanks to the long lasting availability issue.

In general, considering the spikes in Figure 3 as the peak of the 4
considered attacks, we can observe that the usage of our keywords
on Twitter began several hours before each attack, with terms like
broken, slow, and down being used to convey the experienced disrup-
tion. This observation suggests that monitoring users’ discussions

on OSNSs can, indeed, help generate an early warning and mitigate
an upcoming attack.

When analyzing the frequency trend of the term “down” across
all three stages of the four attacks illustrated in Figure 3, we no-
ticed how this term serves different purposes in conveying different
phases of a DDoS event. To investigate this phenomenon, we manu-
ally examined tweets before the disclosure of the attack. Our obser-
vations revealed that a substantial number of these pre-disclosure
messages were interrogative sentences. For example, users typically
ask whether the network service is really encountering an issue. For
instance, ‘Is xyz down?” is a common sentence structure employed
by users to express the availability issue, where xyz is the name of
the target organization/service. After public disclosure (confirma-
tion stage), users tend to employ affirmative sentences that confirm
that the organization’s service was indeed not working. At this
stage, we expect technical cyber-security key terms, such as DDoS
and attack, start being mentioned in tweets.

To confirm this hypothesis, we can use the DDoS attack against
GitHub as a toy example. Figure 4 illustrates the number of tweets
over time that contain the terms DDoS or down in the proximity
of the attack. The red vertical line represents the time of public



disclosure. Interestingly, the first tweet mentioning DDoS emerged
after public disclosure. This observation confirms the hypothesis
that DDoS alone may not serve as a reliable indicator of attacks
during their initial stage. Instead, it can be used to confirm an attack
and obtain subsequent information on relevant events. In contrast,
the term down exhibits a different pattern. It appears several hours
before, with a notable surge in usage occurring one hour prior to
the attack onset. This surge overlaps with the most disruptive phase
of the attack, indicating its efficacy as an early indicator of service
disruption.

@ down @ ddos

Figure 4: Number of Tweets Containing down and ddos Key-
words for the GitHub DDoS Attack Case Study. The Vertical
Red Line Represents the Public Disclosure Time of the At-
tack. The x-axis Represents Time Intervals of 1 hour, not
Specific Hours of the Day.

Figure 5 shows the percentage distribution of our restricted set
of keywords throughout our entire dataset. The term down was
heavily employed by users, accounting for more than 50% of all
our keywords occurrences. Despite the broad scope of this term, it
appears to be one of the most frequently used expressions among
typical users to convey service issues. Instead, terms such as “out-of-
service” and “not loading”, although consistently used by security
practitioners, are considered too technical for non-expert users.

Manual annotation and analysis of messages reveal the potential
of applying deep linguistic and lexical analysis as another possible
way to detect DDoS attacks in their early stage. In general, down
can be used as a noun, verb, preposition, adjective, or adverb. Initial
comparative analysis strongly suggests that during attack days,
down tends to be used mainly as an adjective, e.g., “GitHub is down”.
The broad scope of this term adds significant complexity to the
process of applying a part-of-speech tag. Any tagging software,
e.g., Natural Language Toolkit (NLTK), such as Spacy, relies on con-
textual evidence to make a designation. However, by their nature,
tweets are brief and often lack key context information. In addition,
they tend to include abbreviations and exhibit unique syntactical
features as a consequence of their brevity. In particular, tweets
may omit key verbs, e.g., “GitHub down!!”. These issues deserve
further investigation, which we will address in future work, with
the potential of highly improving the classification of tweets.

After investigating the usage of our keywords and how well they
can mirror the different stages of a DDoS attack, we are interested
in evaluating their frequency during attack and non-attack days.
This analysis will give us an idea of the suitability of our keywords
to capture early symptoms of DDoS attacks. As depicted in Figure 6,
the selected terms exhibit a pronounced increase in usage during
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Figure 5: Dataset Dy — Keywords Percentage Distribution.

attack days—the figure reports the sum of such keywords over
all the considered attacks; though, the same behavior has been
observed for each of the listed attacks. In contrast, during non-
attack days, the frequency of our terms remains relatively stable
and consistent throughout the day, indicating the suitability of
these keywords for DDoS detection.

—— Attack Days

20004 Non Attack Days

1500 +

1000 4

Keywords Frequency

8
=]
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Figure 6: Keywords Frequency During Attack and NON-
ATTACK Days Throughout Daytime Hours (time is in
UTC+00:00 format).

3.3 Data Collection

To support this study, we performed a comprehensive survey of
recent DoS incidents. We manually collected a list of eight real-
world attacks that were chosen based on the impact the cyber
attack had on the targeted organizations. Only tweets in English
were included in our dataset. We combined our final list with 25
attacks listed in previous work [6]. The final list of DoS attacks we
considered to collect our dataset is reported in Table 1.

For each attack in the list, we queried Twitter’s API v2 for aca-
demic research, which offers full-archive access, using the name of
an attacked entity as a keyword and English as language. A query
example is shown in Listing 2, where we retrieve the tweets relating
to the “Talk Talk” platform published on the day of the attack suf-
fered by the British company. Unlike previous research on this same
topic [6], for each attack in our list, we collected relevant tweets
on the attack day, i.e., representative of the attack class, and on the
tenth day before, i.e., non-attack class, to keep our dataset balanced.
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Table 1: DDoS Attack Dates List

Targeted Entity =~ Attack Date Targeted Entity =~ Attack Date
Universal Music ~ 19-01-2012  Femsplain 08-03-2015
FBI 19-01-2012  BBC Website 14-03-2015
Hadopi 19-01-2012  Github 27-03-2015
Ustream 09-05-2012  Blizzard 08-03-2016
PNC Bank 19-09-2012  Congress Library  18-07-2016
Chase Bank 19-09-2012  Newsweek 29-09-2016
Wells Fargo 19-09-2012 Dyn DNS 21-10-2016
Bank of America  19-09-2012  TalkTalk 29-11-2016
Spamhaus 18-03-2013  Final Fantasy 21-06-2017
Reddit 19-04-2013  DreamHost 24-08-2017
Bitcoin 11-02-2014  Bitfinex 04-12-2017
GetResponse 26-04-2014  Github 28-02-2018
Evernore 10-06-2014  Telegram 12-06-2019
Feedly 11-06-2014 Amazon 21-02-2020
XBox Live 25-12-2014  Cloudflare 13-02-2023
Tor Network 26-12-2014  Bitcoin 09-05-2023
Komodia 20-02-2015

In total, we collected 1,239,674 tweets. After data collection, we
preprocessed our data to standardize the tweet representation. First,
all characters are converted to lowercase. Then, special characters
and hyperlinks are removed from the text message. For analytical
purposes, users’ mentions are retained. We did not remove hashtag
texts as they can be embedded into the structure of the message.
Moreover, tweets that do not contain the name of the attacked orga-
nization are discarded. Following the elimination of duplicates, the
outlined preprocessing procedures yielded a final count of 543,804
tweets.

start_time = "2016-11-29T700:00:00.000Z"
end_time = "2016-11-30T00:00:00.000Z"
("talktalk" OR "talk_talk" OR "talktalk.co.uk")
lang:en

Listing 2: An example query we used to build our dataset. For
each target organization reported in Table 1, we sent a query
via GET request to the Twitter API v2, “tweets/search/all”
endpoint.

3.4 Datasets

After collecting and cleaning the data, we grouped tweet texts on
an hourly basis. We constructed two different datasets D1 and D,.
In D4, we did not perform any further preprocessing step. Table 2
reports the number of tweets collected for the two classes. We
further divided the considered attacks according to the year, for in-
formative purposes only. In D5, instead, we use our set of keywords
to filter out tweets unrelated to DDoS attacks. This process yielded
a total of 206,963 tweets. The labeling process of both datasets is
performed according to previous state-of-the-art contributions [6].
The attack day data is labeled as ATTACK and the ten days before
data is labeled as NON-ATTACK. Our aim is to use D, to train
and test our model, and D; to evaluate the efficacy of our filtering
technique.

Table 2: D; Dataset Description

Time Span  Non-Attack Day Attack Day
2012-2013 17,675 73,917
2014-2015 76,176 93,807
2016-2023 101,669 180,560
Total 195,520 348,284
Percentage 36% 64%

From Table 2, we can notice a significant increase in tweets’ vol-
ume on the attack day. Recent studies exemplify an invariable spike
in tweet activity during an event and therefore consider it as one of
the key markers of a cyber security-related event [2, 16]. Following
this approach, the initial investigation of the data collected for this
study involved creating a time series to analyzing the frequency of
tweets on attack days. This analysis reveals that a spike in keywords
frequency corresponds to a later stage of the attack and, for this
reason, cannot be considered a reliable indicator for early DDoS
detection. In fact, is it reasonable to think that at the initial phase
of an attack, when the service is starting to slow down, but it is still
accessible for the majority of the users, the tweets volume alone
may not be critical. In light of the discussed considerations, we
decided to follow an alternative approach and investigate how the
users describe early symptoms of a DDoS attack.

3.5 Detection Strategy

Over the years, the methods used in DDoS attacks have become
more sophisticated and diverse, primarily driven by advances in
technology and changes in attacker strategies[17]. Consequently,
DDoS detection solutions have also evolved over time. However, de-
spite the increasing complexity of the involved technologies, there
is no obvious difference in terms of symptoms of a malfunctioning
service during a DDoS attack as perceived by the user [9]. This
does not necessarily entail that the common response expressed
by affected users will remain the same over time, for a number
of reasons: First, over the past decade, internet access and speed
have expanded globally. In addition, the impact of the dynamic and
multifaceted transformation of social media communication has
changed dramatically in the last few years. For these cited reasons,
we carefully consider whether to include tweets related to DDoS
attacks that happened a relatively long time ago, i.e., between 2012
and 2015. To assess whether old data are still useful to detect early
symptoms of DDoS attack, we decided to consider recent attacks’
data (from 2019 to 2023) for testing and past data (from 2012 to
2018) for fine-tuning. In addition, the training dataset was split into
different subset based on the year of the attack. Hence, from D5, we
built 4 datasets: D}*"¢{2012-2018}, D4*"¢{2014-2018}, D5*"¢{2016-
2018}, and Dée”{2019—2023}; where the numbers between brackets
refer to the temporal span. Table 3 gives more details about the
different subset of our dataset. To enable a fair comparison between
the different dataset, we used newest data (2019-2023) for testing
in every experiment we performed.



Table 3: Datasets Descriptions

Dataset Nb Attacks Nb Instances Attack Class

DL#€{2012-2018} 29 987 38.5%

DL#"€{2014-2018} 19 668 39.82%

DA"€{2016-2018} 9 342 38.59%

D1¢°1{2019-2023} 4 169 43.19%
Prediction
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Figure 7: High-Level Overview of the BERT Base Model for
Text Classification.

3.6 Experimental Setup

In our detection methodology, the problem of predicting DDoS
attack-related tweets is treated as a binary classification task, with
“ATTACK” tweets labeled as true (1) and “NON-ATTACK” tweets
labeled as false (0). We initially started our experiments using
Dg“”e{2012—2018} for training, since it is the largest dataset. The
ratio between the training and validation subsets is 80:20. We
built a BERT [10] model for tweets classification by fine-tuning
the pre-trained bert-base-uncased!! model provided by the Hug-
ging Face Transformer Library [31] that has been trained on larger
unlabeled text corpora, including the BooksCorpus and English
Wikipedia [10]. The fine-tuning is performed by initializing the
weights of the pre-trained BERT model. All the 110 million param-
eters are fine-tuned with our labeled data. A dense classification
layer is added to the encoder to obtain a customized BERT classifier,
specifically used for malicious tweet classification [1]. The custom
BERT model consists of 12 encoder layers with 12 self-attention
heads, which are bi-directional'?. Figure 7 depicts our fine-tuned
BERT model. Then, we performed hyper-parameter (e.g. batch size,
learning rate, epochs, optimizer) tuning and experimented with
different settings to find the best configuration.

https://huggingface.co/bert-base-uncased
2https://github.com/google-research/bert
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To evaluate the our results, we used F1-score, Precision, and Re-
call as the common metrics used in previous research that will also
allow a consistent comparison with state-of-the-art results. The
final model (noted as BERTZb“SiC) that gave us the best results with
the validation subset was tuned for 4 epochs with a learning rate of
le-5 for the AdamW optimizer, a maximum sequence length of 512,
and a batch size of 2. For comparison purposes, we fixed all these
hyper-parameter settings for the testing step. All experiments are
executed on Google Colab!3, utilizing the NVIDIA Tesla T4 GPU
equipped with 16GB of memory. In the fine-tuning experiment en-
vironment, we employ Python version 3.10.12, TensorFlow version
2.13.0, and Transformers version 4.28.0.

4 Results Discussion and Future Work

The results of our experiments are reported in Table 4, where we
compared the performance of our different models. In the first
experiment, we fine-tuned the BERT with Di“"e{2012-2018} first,
and then with D;”"e{2012—2018}, ie., essentially the same dataset
without and with the filtering step, respectively. We can notice
that the performance of BERT;1{2012-2018} are in line with state-of-
the-art results, which do not apply any filtering technique either.
The recall is quite high, meaning that the model rarely classifies
an ATTACK as NON-ATTACK. However, the precision is very low,
stating that this model has many false positive. On the contrary, the
BERT,{2012-2018} model, trained with filtered data, achieves much
better performance. The higher quality of training data makes the
model able to better discriminate between the two classes.

Table 4: Machine Learning Models’ Results

Model
BERT;{2012-2018} D'“"¢{2012-2018} 0.48 0.93 0.64
BERT{2012-2018}  D!“"¢{2012-2018} 0.9 0.91 0.95
BERT{2014-2018}  D!¥"¢{2014-2018} 1  0.95 0.97
BERT{2016-2018}  D!“"¢{2016-2018} 1  0.80 0.89

Dataset P R F1

In BERT»{2012-2018}, the chunk of the dataset Dé“”e{2012-2018}

used before for validation in the BERTZI’“S’Ac model is added to the
training set. The performance of this new classifier has slightly
increased compared to the original model, BERTZb“S i¢ that we used
to fix the hyper-parameters—as discussed in Section 3.6. The F1
score, indeed, increased from 0.94 to 0.95. However, the recall has
decreased from 0.97 to 0.91.

To check how older data affects detection performance, we built
the model BERT,{2014-2018} by removing from the training set
tweets related to attacks that happened before 2014. Results show
a performance improvement of 0.29 and 0.4 for F1 score and Recall,
respectively. Moreover, this model achieved a perfect precision,
meaning that there are no false positives. Old data, particularly in
the context of social media, can introduce noise and potentially
lead to a decrease in model performance. As time progresses, the
language, trends, and user behavior on social media platforms can

Bhttps://colab.research.google.com
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evolve. This means that older data may not accurately represent cur-
rent linguistic patterns and user interactions, justifying the better
performance of BERT,{2014-2018}.

Besides, our model suffered from a performance drop when fine-
tuned with D}""¢{2016-2018}. This is possibly due to the reduced
number of instances.Our experimental phase showed that BERT’s
fine-tuning performance results may vary depending on the size as
well as the quality of the used data. In our experiments, the best
performance was given by BERT»{2014-2018}.

BERT models showed promising results in classifying DDoS-
related tweets across our three datasets. Performance depends not
only on the algorithm, but also on the quality and size of the training
data. A larger dataset helps capture linguistic patterns associated
with DDoS-related tweets, but more data does not always improve
performance due to noise and redundancy. Our filtering mecha-
nism, which removed unrelated tweets, was crucial in enhancing
detection accuracy.

In our future work, we will conduct a more in-depth investiga-
tion into the broad semantics of the identified keywords to further
reduce noise in the classification process. The aim is to refine the
semantic scope to improve the quality of our dataset and, conse-
quently, the accuracy of the detection model. In addition, the lack
of publicly available datasets is a significant problem in this area
of research. Expanding data sources behind Twitter, possibly in-
cluding platforms with less restrictive sharing policies, is another
priority. This will allow us to increase the size and diversity of the
dataset, and share the entire dataset—rather than just Tweet IDs—
with the research community to enable collaboration and broader
testing and validation of our approach across different platforms
and contexts.

Table 5: First Comparison

Model Precision Recall F1
Chambers et al. [6] 0.628 0.543  0.571
BERT,{2014-2018} 1 0.95 0.979

4.1 Performance Comparison

To the best of our knowledge, the only existing Al-based model for
the early detection of DDoS attacks through OSN is [6], which we
used as a baseline to evaluate our model. The result of this compari-
son is listed in Table 5. It is important to note that in [6], results are
presented separately for the ATTACK and NON-ATTACK classes.
For this reason, to ensure a meaningful comparison between our
findings and the state of the art, we calculated the weighted pre-
cision, recall, and F1 score from the results data reported in [6].
In particular, we used equation 1 to calculate the Weighted Score
(WS), where S refers to the evaluation metric score (one of precision,
recall and F1) and W is the weight of the class:

B (Class;® x Class;") + (Classz® x Classy") )
B Total_Weight
Table 5 shows that our methodology largely outperforms the base-

line solution. In particular, the methodology presented in [6], achieved
good results in classifying the NON-ATTACK class only, with 0.96,

ws

0.97, 0.96 for Precision, Recall, and F1 score, respectively. However,
their performance drops for the ATTACK class to 0.61, 0.52, 0.55 for
Precision, Recall, and F1 score, respectively. This can be explained
by their largely unbalanced dataset, where NON-ATTACK tweets
constitute 95% of their data, and the lack of filtering mechanisms
that make the dataset extremely noisy.

To showcase the effectiveness of our filtering method and provide
a more fair comparison, we applied the model from [6] to our
datasets. Specifically, we implemented Neural-2, the model that
achieved better results in [6], and we compare it with our best
model, BERT>{2014-2018}, using both unfiltered D{”"e{2012-2018}
and filtered Dg“”e{2014-2018} datasets.

Table 6: Comparison (same dataset)

Model

Neural-2 ([6])
BERT;{2012-2018}

Neural-2 ([6])
BERT{2014-2018}

Dataset P R F1

DI¥"€{2012-2018} 0.39 0.42 0.40
Di¥"€{2012-2018} 048 0.93 0.64

Di¥"€{2014-2018} 0.79 0.72 0.78
Di¥"€{2014-2018} 1 0.95 0.97

The outcome of this comparative analysis is presented in Table 6.
Our model consistently outperforms the baseline, due to the most
advanced Al-based methodologies integrated within our approach.
Notably, the Neural-2 model exhibits substantially enhanced per-
formance with the filtered dataset, demonstrating the significant
improvement in data quality achieved through our filtering mecha-
nism.

5 Conclusion

In the ever-evolving DDoS threat landscape, a distinct pattern
emerges: users, frustrated by slow or inaccessible services, turn
to OSNs to voice their complaints. These conversations, although
indirectly, mirror the early signs of a DDoS attack. To take advan-
tage of this peculiar phenomenon, in this paper we investigated
the linguistic cues and expressions users employ when describing
the initial symptoms of DDoS attacks.

After a first study of OSN discussions on the topic, we identified a
set of keywords that have been consistently used in OSN discussions
over the past 12 years to describe the early symptoms of DDoS
attacks. To validate the relevance of these keywords, we conducted
a case study assessing their effectiveness in indicating availability
issues. Based on these findings, we developed a comprehensive
DDoS detection methodology designed to collect, clean, and classify
user messages in OSNs as either related or unrelated to DDoS
attacks.

The resulting framework, which is exclusively based on OSN
data, employs a two-stage approach: a first preprocessing step to
filter out irrelevant content, followed by a pre-trained BERT model
fine-tuned with OSN data specifically related to DDoS incidents.
The outcome is a robust classification of OSN messages as indicative
of either an ATTACK or a NON-ATTACK scenario. This method can
complement existing direct DDoS detection solutions and serve as
an indirect detection strategy for live monitoring or post-incident
analysis. Our results, rooted on an extensive experimental campaign



that collected and analyzed 1.2+ million DDoS-related tweets, sig-
nificantly outperformed existing models, achieving an impressive
0.979 F1 score compared to the 0.571 of competing solutions.

In conclusion, the proposed approach sheds light on the general
question of whether OSNs can be leveraged to help security by
complementing standard direct DDoS detection methods; as it is
shown in this paper, the answer is a fully-rounded yes. Although
our results are obtained in relation to the Twitter platform—now
running under the name X—, it is worth noting that the proposed
methodology can also be applied to other OSNs. In fact, our method-
ology represents a viable, general, and easy-to-implement detection
strategy against DDoS attacks, which can be applied independently
of the data source. Finally, it paves the way for further contribu-
tions in the field, possibly applying the same methodology to other
classes of attacks.
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