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Abstract—Radio Frequency Fingerprinting (RFF) enables pas-
sive device identification by leveraging hardware-induced signal
distortions such as phase noise and frequency offset. This tech-
nique introduces relevant privacy risks, as passive observers can
re-identify and track devices over time. To address these concerns,
recent defenses have proposed injecting random noise to obscure
fingerprint features and hinder classification. In this paper, we
revisit the threat model from an adversarial standpoint and
demonstrate that such noise-based obfuscation is fundamentally
vulnerable. We introduce Echo, a lightweight signal-level attack
that exploits the statistical independence of additive noise across
repeated transmissions; by applying a combination of ensemble
averaging with autoencoder-based reconstruction error analysis,
Echo systematically suppresses obfuscating noise and restores
persistent hardware signatures. We evaluate this approach on
a public dataset of ten USRP transmitters under varying noise
conditions and three adversarial training scenarios. OQur results
show that Echo achieves fingerprint recovery across 22 different
test scenarios, obtaining a minimum Area Under the Curve
(AUC) of 0.80. These findings expose a critical weakness in
current obfuscation strategies and call for further research in
the area.

Index Terms—Radio Frequency Fingerprinting (RFF), Finger-
print Obfuscation, Transmitter Identification, Wireless Privacy,
Signal Denoising.

I. INTRODUCTION

Radio Frequency Fingerprinting (RFF) (Radio Frequency
Fingerprinting) has emerged as a promising paradigm for iden-
tifying and authenticating wireless devices based on inherent
hardware imperfections introduced during the manufacturing
process [1]. By analyzing subtle deviations in physical-layer
signal characteristics—such as phase noise, frequency offset,
or I/Q imbalance—RFF offers a unique, passive method of
device identification that requires no additional cryptographic
keys or protocol support. Its compatibility with low-cost,
resource-constrained devices makes RFF an attractive option
for security-critical applications in wireless sensor networks,
industrial control systems, and IoT deployments.

Yet, the same physical layer uniqueness that enables RFF
also raises significant privacy concerns. Passive adversaries
can exploit RF emissions to persistently track devices, infer
behavioral patterns, or correlate signals with user identi-
ties [2], [3]. These threats are especially pronounced in smart
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home, automotive, and healthcare settings where wireless de-
vices continuously emit signals. Consequently, recent research
has focused on developing fingerprint obfuscation techniques
aimed at defeating unauthorized identification attempts. Recent
efforts to counter unauthorized fingerprinting have explored
a variety of obfuscation strategies. These include Adver-
sarial Machine Learning (AML)-based techniques [3], [4],
[5], [6], which generate perturbations tailored to mislead RF
fingerprinting classifiers. Such approaches typically rely on
synthesizing structured signal distortions based on a model’s
decision boundaries. In contrast, simpler signal-level noise
injection methods attempt to obscure device-specific features
by adding unstructured randomness directly to the transmitted
waveform.

One of the recent proposals in this space is HidePrint [7],
which injects additive Gaussian noise into the signal to blur
hardware-specific features. The premise is straightforward: by
masking device-specific artifacts with random perturbations,
the resulting signal should become indistinguishable from that
of other devices, thereby preserving transmitter anonymity.
Empirical results from HidePrint suggest a dramatic drop
in fingerprint separability under noise, reducing classification
performance to near-random levels (e.g., 10% accuracy for a
10-class setting).

However, such obfuscation strategies often overlook a crit-
ical vulnerability: their statistical weakness over multiple
observations. Since additive noise is inherently uncorrelated
and zero-mean across transmissions, its effect can be sup-
pressed through ensemble averaging. This well-known tech-
nique, widely used in signal processing and imaging do-
mains [8], [9], enhances signal quality by aligning and aver-
aging multiple noisy observations, allowing persistent signal
components—such as hardware fingerprints—to re-emerge.

In this work, we re-examine the fingerprint obfuscation
threat model from an adversarial perspective. Specifically, we
investigate whether an attacker, armed with access to clean
and obfuscated signals from wireless transmitter devices (as
assumed by HidePrint’s own adversary model), can recover
device identities even in the presence of noise-based obfusca-
tion. To this end, we introduce Echo, a lightweight yet effective
defense-breaking method based on signal ensemble averag-
ing and autoencoder reconstruction-error-based classification.
Echo averages repeated transmissions from the same source
and determines whether a given new signal originates from



a specific transmitter by comparing its reconstruction error
against a threshold derived from reference samples of that
transmitter.

We rigorously evaluate Echo on the HidePrint dataset
[7], which includes IQ traces from ten USRP B200-mini-i
transmitters operating under varying levels of Gaussian noise
(c € {0.01,0.02,0.03,0.04,0.05}). Our evaluation spans
three comprehensive experimental scenarios and 22 different
test cases designed to reflect varying adversarial capabilities:

e Scenario A (Clean Training): Training on clean signals
and testing on clean and averaged inputs yields perfect
separability (AUC = 1.00), confirming that additive noise
does not erase fingerprint features and that averaging
successfully restores them.

o Scenario B (Noisy Training): Training on noisy signals
and testing on noisy and averaged inputs achieves strong
results (AUCs up to 1.00, minimum 0.89). Degradation
occurs mainly when rejecting averaged signals from other
devices, as averaging can reduce inter-device variability.

o Scenario C (Averaged Training): Training on averaged
signals and testing on both averaged and noisy inputs
results in lower performance (AUCs from 0.80 to 1.00),
especially when rejecting noisy samples. This indicates
that over-smoothing may hinder discrimination. Scenario
C is unnecessary under HidePrint’s model—training on
clean or noisy signals is more effective.

These findings challenge the core assumption behind noise-
based obfuscation—that additive randomness can effectively
erase device identity. Instead, we show that hardware fin-
gerprints persist and are statistically recoverable through en-
semble averaging. This exposes a key limitation of current
obfuscation strategies and highlights the need for stronger,
more resilient anonymization methods at the physical layer.
Roadmap. The remainder of the paper is organized as follows:
Section II reviews relevant literature on RFF fingerprinting
and obfuscation defenses. Section III presents the scenario
and adversary model. Section IV provides the theoretical
rationale behind the feasibility of restoring fingerprints under
noise-based obfuscation. Section V introduces our proposed
framework, Echo. Section VI presents preliminary insights
through visualization and MSE distribution analysis. Sec-
tion VII details our structured evaluation across three training
scenarios. Section VIII discusses some aspects related to our
solution. Finally, Section IX concludes the paper.

II. BACKGROUND AND RELATED WORK

Radio Frequency Fingerprinting (RFF) leverages device-
specific hardware imperfections—such as oscillator frequency
offset, modulation inconsistencies, and power amplifier non-
linearities—introduced during the manufacturing process of
wireless devices [10], [11], [12]. These imperfections manifest
as subtle and unique distortions in the emitted RF signals,
enabling device identification for authentication, access con-
trol, and anomaly detection [13], [14], [15]. Traditional RFF
systems rely on manually engineered signal features [16], [17],

[18], while more recent work adopts deep learning (DL) tech-
niques to automatically extract device-specific characteristics
directly from raw IQ data [19].

Despite its benefits, RFF introduces privacy risks. The
ability to uniquely identify a wireless device exposes users
to passive tracking and profiling without consent. Only a few
studies have treated RFF as an attack vector and explored how
to prevent involuntary disclosure of a device’s fingerprint. One
early attempt by [20] introduced random phase corrections at
the transmitter to reduce the success of RFF systems based on
channel state information (CSI). Similarly, another contribu-
tion explored impersonation attacks using high-fidelity signal
generators against CSI-based RFF methods [2]. In addition,
[21] develops a technique to obfuscate Carrier Frequency
Offset (CFO) imperfections.

Other recent contributions [3], [4], [5] have investigated how
adversarial machine learning (AML) can be used to degrade
RFF accuracy. A notable example is the preliminary study [6]
that represents one of the first efforts to anonymize device
emissions through adversarial perturbations. Their approach
synthesizes perturbation signals tailored to deceive the classi-
fier based on its decision boundary. However, unlike carefully
designed adversarial signals, random noise lacks intentional
structure and is inherently more vulnerable to statistical
suppression. Consequently, repeated noisy transmissions can
be averaged to cancel injected perturbations, revealing the
persistent fingerprint features that obfuscation methods aim
to conceal.

Finally, Noise-based techniques such as HidePrint [7] and
FingerJam [22] fall under the signal obfuscation category.
HidePrint injects additive Gaussian or uniform noise directly
at the transmitter to mask persistent device features while
preserving communication quality. FingerJam, on the other
hand, introduces low-power external jamming using coop-
erative transmitters to distort the RF environment without
degrading protocol-level performance.

Both HidePrint and FingerJam share a fundamental assump-
tion: random noise is sufficient to obscure stable hardware-
induced fingerprints. However, this assumption is flawed
due to the statistical properties of additive noise processes.
Gaussian and uniform noise are essentially zero-mean and
independently distributed across transmissions. As such, their
effects diminish under repeated observations. Specifically, en-
semble averaging—a well-established signal processing tech-
nique—can significantly reduce additive noise while preserv-
ing deterministic components [8]. Similar principles have been
applied in fields such as medical imaging, where averaging
repeated acquisitions enhances clarity in noisy settings using
deep learning [9].

In this context, our work critically evaluates the limitations
of noise-based obfuscation approaches. We demonstrate that
ensemble averaging can effectively suppress injected noise
and restore device fingerprints, exposing a key vulnerability
in current RFF anonymization defenses.
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Fig. 1: Effect of ensemble averaging on AWGN and noisy waveforms.

III. SCENARIO AND ADVERSARY MODEL

We consider a scenario inspired by the threat model in-
troduced in HidePrint [7], but from an adversarial perspec-
tive. Specifically, we examine whether an attacker can defeat
noise-based fingerprint obfuscation mechanisms designed to
anonymize wireless transmitters at the physical layer.

The setting involves a pool of ten wireless devices trans-
mitting identical payloads over the air; each modulated using
Binary Phase Shift Keying (BPSK). Due to its simplicity and
robustness to channel noise, BPSK is widely used in real-
world systems and serves as a practical choice for evaluating
fingerprint recoverability under signal distortion.

We focus on physical-layer identification using Radio Fre-
quency Fingerprinting (RFF), where device-specific hardware
imperfections—such as oscillator offsets and power amplifier
nonlinearities—Ileave measurable traces in transmitted signals.
To defend against RFF-based tracking, recent techniques like
HidePrint injects additive Gaussian noise into outgoing signals
to obscure these persistent features. However, we challenge the
efficacy of such defenses by assuming a passive adversary.

The adversary is assumed to have access to labeled IQ
samples from all ten transmitters across all noise levels.
Their objective is to re-identify a specific device—even when
obfuscation is applied—by exploiting the statistical properties
of the received signals. The attacker formulates the task as
a one-class classification problem: they train an unsupervised
model, such as an autoencoder, on clean or noisy transmissions
from the target device. At inference time, signals are evaluated
based on reconstruction error; low-error inputs are attributed
to the target, while others are rejected.

Crucially, the attacker is assumed to have no access to
internal obfuscation parameters or precise transmission tim-
ings. However, they can collect multiple repeated transmis-
sions of the same payload—enabled by beaconing, control

packets, or protocol-level redundancy. The attacker leverages
this redundancy to perform ensemble averaging, exploiting the
statistical independence and zero-mean nature of additive noise
to suppress it and recover the underlying fingerprint.

Our objective is to evaluate the resilience of noise-based
obfuscation strategies under such repetition-based attacks. We
show that even under aggressive noise injection, device finger-
prints remain recoverable through principled signal processing,
thereby exposing a fundamental weakness in current physical-
layer anonymization approaches.

IV. THEORETICAL RATIONALE FOR FINGERPRINT
RESTORATION

Noise-based fingerprint obfuscation methods like Hide-
Print and FingerJam rely on injecting additive random
noise—typically Gaussian or uniform—to obscure determin-
istic, hardware-induced signal features. The core assumption
is that such noise, being zero-mean and uncorrelated across
transmissions, sufficiently masks device-specific patterns to
prevent reliable identification. However, this overlooks a fun-
damental statistical property: independent, zero-mean noise
diminishes under repeated averaging, while persistent signal
structures remain. This principle—widely used in fields like
medical imaging [8], [9]—suggests that ensemble averaging
can suppress obfuscating noise and restore device fingerprints.

Let s(¢) be the deterministic transmitted signal and n;(t) ~
N(0,0?) the additive noise in the i-th instance. The received
signal is:

ri(t) = s(t) +mi(t) (1)

Averaging N independent transmissions yields:

1 1
rag(t) = & Zm(t) =s(t)+ 5 Z ni(t) )



By the Law of Large Numbers,

T
Jim ;m(t) =0 3)

Thus, as N increases, ray,(t) — s(t), effectively recovering
the original fingerprint-bearing signal.

This property is visualized in Figure la, which shows how
averaging 5 or 20 repetitions of zero-mean AWGN reduces its
amplitude. Figure 1b extends this to structured signals (e.g.,
sine, square waves), where averaging similarly restores the
original waveform despite heavy noise injection.

Even in cases where noise has a non-zero mean—whether
due to implementation bias or deliberate manipulation, i.e.,
n;i(t) ~ N(u, 0?)—ensemble averaging results in:

Tavg(t) = s(t) + p

While this introduces a constant offset, it can be removed via
mean normalization:

1 N
ri(t) = ri(t) - & > i)
=1

Moreover, most RFF systems rely on relative or spectral fea-
tures, which are shift-invariant. Thus, even biased noise fails to
eliminate the underlying device-specific features. This statisti-
cal foundation underpins Echo’s design: by averaging repeated
transmissions, Echo cancels unstructured noise—regardless of
its mean—and recovers the deterministic signature embedded
in the signal. This directly challenges the assumption that
additive noise is sufficient for fingerprint obfuscation. We
validate this theoretical insight experimentally, showing that
fingerprints can be reliably restored even under strong noise
injection.

V. Echo: REMOVING NOISE-BASED FINGERPRINT
OBFUSCATION

This section details the design of Echo. We first define the
evaluation nomenclature, then describe the pipeline structure,
dataset preparation, and the autoencoder-based classification
approach used for fingerprint recovery. To clearly represent
the various combinations of training and testing data used in
our evaluation (see Section VII), we adopt the standardized
labels shown in Table I.

TABLE I: Standardized Nomenclature for Evaluation Data.

[ Label [ Set Description |
Self-Clean Same device, raw clean signal
Self-Noisy Same device, noisy signal
Self-Avg_n Same device, noisy averaged (n) signals

Other-Clean
Other-Noisy
Other-Avg_n

Other devices, raw clean signal
Other devices, noisy signal
Other devices, noisy averaged (n) signals

A. Echo Pipeline Overview

Echo is designed to break noise-based fingerprint obfus-
cation by statistically recovering hardware-induced features
that persist across repeated obfuscated transmissions. In line
with the adversarial model defined in Section III, we assume
that the adversary has access to labeled clean and obfuscated
signals from all devices during a setup phase. For each target
transmitter, a dedicated autoencoder is trained using only
samples from that device—either clean, noisy, or averaged
traces (corresponding to scenarios A, B, and C in Section VII).

Figure 2a illustrates the training stage of the Echo pipeline.
In-phase and Quadrature (I/Q) traces are first collected under
clean and obfuscated conditions. The adversary selects one
transmitter (e.g., Tx-1) and trains a one-class autoencoder
to model its characteristic signal structure. This process is
repeated independently for each transmitter, resulting in a
collection of stored models—each paired with a dynamic
threshold 7 used for future recognition.

At inference time (Figure 2b), the adversary captures re-
peated transmissions from unknown devices operating in the
wild. Ensemble averaging is applied to segments correspond-
ing to identical payloads (e.g., Periodic beacons, preambles,
control messages, or acknowledgment frames), leveraging
the fact that injected noise (e.g., Gaussian or uniform) is
zero-mean and independent across repetitions. This denoising
step enhances device-specific features by suppressing non-
deterministic perturbations.

The averaged signal is then passed through the stored
autoencoder associated with a candidate transmitter. Echo
computes the reconstruction Mean Squared Error (MSE) be-
tween the input and output. If the error falls below the learned
threshold 7, the signal is accepted as originating from that spe-
cific transmitter; otherwise, it is rejected. This enables robust
transmitter identification even under noise-based obfuscation.

B. Dataset and Preprocessing

We evaluate Echo on the publicly available HidePrint
dataset [23], which contains 1Q samples collected from ten
USRP B200-mini-i devices. Each device transmits identical
payloads repeatedly over a static indoor wireless channel.
To simulate fingerprint obfuscation, Gaussian noise is in-
jected at the transmitter side with standard deviations o €
{0.01,0.02,0.03,0.04,0.05}. Each measurement spans 300
seconds, resulting in 750 million IQ samples, given the sample
rate of 250k symbols per second.

Following the original HidePrint methodology, each trans-
mission is divided into non-overlapping segments of 10° IQ
samples, which serve as the fundamental units of analysis.
We apply element-wise ensemble averaging to groups of these
segments to suppress noise and retain stable hardware-induced
features. To assess the impact of averaging, we compare
fingerprint recoverability before and after denoising.

C. Autoencoder-Based Classification

The reconstruction model in Echo is a fully connected
Multi-Layer Perceptron (MLP) autoencoder implemented us-
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ing scikit-learn. The network consists of three hidden layers
with 128, 64, and 32 neurons, respectively. Each layer uses the
ReLU activation function, and the model is optimized using
Adam with a learning rate of 0.001 and L2 regularization set
to 0.001.

Classification is based on the reconstruction MSE between
input and output. The threshold 7 for a given device is
dynamically computed from training data as:

7 = E(MSEain) + 3.5 - 0(MSEain) “)

where E and o represent the mean and standard deviation
of the training reconstruction errors [24]. Samples with errors
below T are accepted; those exceeding it are considered foreign
or obfuscated.

VI. PRELIMINARY ANALYSIS

In this section, we present qualitative and quantitative results
demonstrating the feasibility of fingerprint recovery under
noise-based obfuscation. We use t-SNE visualizations and
reconstruction error metrics to assess the impact of ensemble
averaging on device separability and classification perfor-
mance.

A. t-SNE Visualization

To qualitatively assess the impact of noise on device
fingerprinting, we employ t-distributed Stochastic Neighbor
Embedding (t-SNE), a widely used non-linear dimensionality
reduction technique. t-SNE projects high-dimensional feature
vectors into a two-dimensional space while preserving the
relative distances between nearby points, making it suitable for
visualizing cluster structures and separability among different
devices.

“t-SNE Dimension 1

(b) Noisy Signals.

0.5 1.0 -1.0 -0.5 0.0 0.5 1.0

"t-SNE Dimension 1

(c) Averaged Signals (20 repetitions).

t-SNE visualizations under different conditions.

Figure 3 presents the t-SNE visualizations under three
conditions: clean signals (Figure 3a), noisy signals (with o €
{0.01,0.02,0.03,0.04,0.05}) without averaging (Figure 3b),
and averaged noisy signals (Figure 3c). In the clean case,
clear and distinct clusters emerge, indicating strong device-
specific separation. However, in the presence of Gaussian
noise (Figure 3b), the clusters are significantly disrupted, with
overlapping samples making device identification difficult.

After applying ensemble averaging over 20 noisy transmis-
sions, the separability is largely restored (Figure 3c). Clusters
re-emerge with improved compactness and distinction, closely
resembling the clean case. These observations demonstrate that
Echo effectively recovers the underlying device-specific struc-
ture lost due to noise. The trend holds across different feature
representations, including both raw IQ data and autoencoder-
derived embeddings, validating the robustness of the method.

B. Quantitative Evaluation via MSE and Threshold-Based
Classification

We quantitatively evaluate the effectiveness of Echo using
two complementary analyses: the distribution of reconstruction
errors MSE across test cases and the classification performance
based on a dynamic threshold computed from training data.

a) MSE Distribution Analysis: Figure 4 presents
the MSE distributions for various evaluation scenarios.
The autoencoder 1is trained on the Self-Clean
set for each of the ten transmitters and tested
across six conditions: Self-Clean, Self-Avg_20,
Other-Clean, Self-Noisy, Other-Avg_20, and
Other—-Noisy. Noisy signals are considered with
o € {0.01,0.02,0.03,0.04,0.05}. Each point corresponds
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to one transmitter ID, with error bars representing standard
deviation across segments.
The results reveal several key trends:

o« Lowest MSE wvalues are consistently obtained for
Self-Clean and Self-Avg_20, confirming that en-
semble averaging recovers clean-like representations even
under noise injection.

e Other—Clean samples also yield relatively low MSEs,
revealing that differences between identical USRP de-
vices are small but measurable.

e Self-Noisy samples remain closer to the clean base-
line than any of the Other sets (except Other—Clean),
suggesting that noise does not fully obscure device-
specific features.

e Other—-Noisy and Other-Avg_20 yield the highest
MSE values and variability, indicating reduced similarity
to the reference model.

o Error bars for Sel1f-Clean and Self-Avg_20 are no-
ticeably tighter, suggesting more consistent reconstruction
for legitimate signals.

b) MSE threshold-based classification:  Figure 5
presents a complementary analysis of average reconstruction
error (MSE) across clean, noisy, and ensemble-averaged
transmissions for both the target device (Self) and foreign
devices (Other). The autoencoder is trained on clean signals,
and the test inputs include Self-Clean, Self-Noisy,
Self-Avg_n, Other-Clean, Other-Noisy, and
Other-Avg_n. Averaging is computed over 5, 10, and 20
repetitions, corresponding to time spans of approximately
0.5s, 1s, and 2s at a rate of 1 Msps. A red dashed line at
7 = 0.9 marks a heuristic threshold visually selected to
distinguish target from non-target classes. A more principled
definition, based on Eq. 4, will be introduced in Section VII.

As expected, Self-Clean and all averaged target sam-

ples Self-Avg_n fall well below the threshold, confirm-
ing that ensemble averaging effectively suppresses obfus-
cating noise and enables accurate reconstruction. Although

—=— Threshold = 0.9

- g N
o o 2

Mean Squared Error

o

0.5

Fig. 5: Preliminary reconstruction error (MSE) across different
transmission conditions.

the Self-Noisy case exceeds the threshold, its MSE re-
mains lower than that of any Other class, indicating that
noise partially disrupts—but does not eliminate—fingerprint
information. All foreign samples, including Other-Clean,
Other-Noisy, and Other-Avg_n, produce higher recon-
struction errors that remain above the threshold, highlighting
their separability from the reference transmitter.

An additional observation is the diminishing return of in-
creasing the number of averaged repetitions. The MSE values
for Self-Avg_5, Self-Avg_10, and Self-Avg_20 are
tightly clustered, suggesting that as few as 5-10 transmissions
may suffice in moderate noise settings. In the remainder of
our analysis, we adopt Avg_20 as a conservative default to
ensure robustness under higher noise conditions.

Moreover, using the considered threshold (7 = 0.9), the
F1-Score for correctly accepting both Self-Clean and
Self-Avg_20 samples is approximately 0.97—underscoring
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the effectiveness of ensemble averaging in recovering authentic
transmitter identity, even under noise injection.

VII. DETAILED EVALUATION

To rigorously assess the resilience of Echo under noise-
based fingerprint obfuscation, we organize our evaluation into
three controlled scenarios, each reflecting distinct training and
testing cases (as detailed in Table II):

e Scenario A (Clean Training): Models are trained on
80% of the Self-Clean data. Testing is performed on
the remaining 20% of the same device’s clean samples
and on the clean samples of the other nine devices. The
threshold 7 is computed using the MSE distribution of the
Self-Avg_20 samples from the same device, allowing
both Self-Clean and Self-Avg_20 to be accepted
while rejecting Other—Clean and Other-Avg_20.

« Scenario B (Noisy Training): Models are trained on 80%
of Self-Noisy samples at a specific noise level (o),
with thresholds computed using Self-Avg_20 from the
same noisy level. The system accepts both Sel f-Noisy
and Self-Avg_20, and rejects Other-Noisy and
Other-Avg_20.

o Scenario C (Averaged Training): Models are trained on
80% of Self-Avg_20, while the threshold is computed
from Self-Noisy. In this case, Self-Avg_20 and
Self-Noisy are accepted, while Other—Noisy and
Other—-Avg_20 are rejected.

For each scenario, the evaluation is repeated independently
for all ten transmitters. Each model is trained using one trans-
mitter’s data and tested against the remaining nine, ensuring
that the results reflect a comprehensive average across all
devices. This protocol aligns with the adversary model adopted
from HidePrint [7], which assumes that the attacker can collect
and label samples from all devices under all noise levels.

Classification is performed by comparing each test sample’s
reconstruction error against a dynamic threshold calculated by
Eq. 4. Each test sample is accepted if MSE < 7 and rejected
otherwise. We report standard metrics, including TPR, FPR,
and ROC curves with Area Under the Curve (AUC).

A. ROC-Based Performance Evaluation

To further quantify separability under different obfusca-
tion scenarios, we compute Receiver Operating Characteristic
(ROC) curves across all test scenarios by sweeping the dy-
namic threshold 7 and plotting the True Positive Rate (TPR)
against the False Positive Rate (FPR). The evaluation scenarios
and corresponding AUC scores are presented in Table II. The
results are as follows:

a) Scenario A (Clean Training): In this scenario (Case
IDs 1-2), Echo is trained on Self-Clean signals, and the
threshold is derived from the corresponding Self-Avg_20
samples. The system is expected to accept both Self-Clean
and Self-Avg_20 inputs, while rejecting Other—Clean
and Other-Avg_20. Figure 6a shows the ROC curves asso-
ciated with scenario A experiments. Both evaluation scenarios
achieve an AUC of 1.00, indicating perfect separability. No-
tably, the flawless classification of Self-Avg_20—despite
its construction from noisy signals—demonstrates that ensem-
ble averaging successfully restores the obfuscated fingerprint,
directly refuting HidePrint’s claim that additive noise renders
devices indistinguishable.

b) Scenario B (Noisy Training): In scenario B (Case IDs
3-12), Echo is trained on Self-Noisy signals, and thresh-
olds are again computed from the associated Self-Avg_20
samples. The goal is to accept both Self-Noisy
and Self-Avg_20, while rejecting Other-Noisy and
Other—-Avg_20. This setting reflects a challenging yet re-
alistic adversarial scenario where only obfuscated signals are
available for training. Figure 6b shows the ROC curves for
scenario B experiments. Despite the difficulty, most test cases
still achieve AUCs between 0.89 and 1.00. A key insight is
that AUC = 1.00 is consistently achieved for the rejection of
Other-Noisy signals (IDs 3, 5, 7, 9), even as the noise
level increases (¢ = 0.01 to 0.05). This result underscores
that noise-based obfuscation fails to erase enough structure to
prevent accurate discrimination. In contrast, AUCs are slightly
lower when rejecting Other—Avg_20 (e.g., ID 4 with AUC
= 0.93, ID 6 with AUC = 0.89), highlighting a subtle effect:
while averaging removes transient noise, it may also reduce
inter-device variability. This makes Other-Avg_20 samples



resemble the target more closely, weakening the rejection
margin.

c) Scenario C (Averaged Training): In scenario C
(Case IDs 13-22), training is performed on Self-Avg_20,
and the decision threshold is derived from Self-Noisy.
The classifier is intended to accept both Self-Noisy
and Self-Avg_20, and reject Other-Noisy and
Other—-Avg_20. Although scenario C is not required under
HidePrint’s adversary model, we include it to broaden the
attack surface and demonstrate that even models trained on
averaged signals can perform well. Figure 6c shows that
although overall performance is slightly reduced, AUCs
remain between 0.80 and 1.00. The lowest AUC (0.80)
appears in ID 19, where Other-Noisy at ¢ = 0.04 is
incorrectly accepted more often. This decline suggests that
training solely on smoothed signals may over-regularize
the model, masking discriminative details needed for robust
rejection. Nonetheless, rejection of Other—-Avg_20 remains
strong (e.g., AUC = 1.00 in IDs 14, 18, 20), affirming that
the ensemble averaging pipeline is effective even when used
across both training and inference stages.

VIII. DISCUSSION

This section outlines key discussions regarding adversar-
ial capabilities, fingerprint resilience, and the practicality of
ensemble-based attacks.

A. Adversarial Flexibility and Multi-Trace Attack Vectors

Our extensive evaluation reveals that while training and
testing alignment plays a crucial role in classification accuracy,
the attacker still retains substantial flexibility within realistic
boundaries. Specifically, each of the three scenarios we define
maps to plausible attacker strategies depending on the type of
trace they manage to collect. This means the adversary can
adapt their model to the trace type available during training
and still maintain strong identification performance during
inference, regardless of whether the live test signal is clean,
noisy, or averaged. This flexibility extends the adversary’s
reach across diverse signal conditions, increasing the attack
surface.

Additionally, under HidePrint’s adversary model—which
grants access to labeled data from all devices—the attacker
can employ a multi-trace strategy. By training separate models
on two or all three types of signal representations (e.g.,
clean, noisy, averaged), the adversary can compare how a
newly captured signal aligns across these different models.
Agreement between multiple models can serve as a confidence
amplifier, enabling more robust transmitter attribution even
under varying environmental or obfuscation conditions.

B. Gaussian Noise Is Not Sufficient for Persistent Obfuscation

Our results show that while additive Gaussian noise can
mask a single transmission, it fails to eliminate device finger-
printing when repeated transmissions are available. The en-
semble averaging mechanism in Echo successfully cancels the
injected noise and recovers stable hardware-induced features.

TABLE II: Grouped ROC Curve Evaluation Scenarios with
AUCs. Each model is trained on a fixed subset depending
on the scenario: Scenario A uses Self-Clean, Scenario B
uses Self-Noisy, and Scenario C uses Self-Avg_20. In
the Evaluation Scenario column, v indicates accepted classes
[True Positive (TP)], and X indicates rejected ones [True
Negative (TN)].
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This finding directly challenges the assumptions of defenses
such as HidePrint [7], which evaluate fingerprint robustness
at the level of individual transmissions without considering
adversarial aggregation across repetitions.

C. Feasibility of Repetition-Based Attacks

Effective averaging requires access to repeated transmis-
sions with identical payloads—a condition naturally met by
many real-world wireless protocols. Periodic beacons, pream-
bles, control messages, and acknowledgment frames are often
transmitted with fixed structures and regular timing. These
inherent protocol behaviors provide adversaries with consistent
opportunities to collect repeated instances, making repetition-
based attacks both practical and broadly applicable.

D. Increasing Noise Strength Has Limited Effectiveness

One might expect that higher noise levels would weaken
fingerprint recovery. However, our evaluation across o €
{0.01,0.02,0.03,0.04, 0.05} reveals no consistent degradation
trend. For example, in Scenario B, the AUC at ¢ = 0.05
is sometimes higher than that at ¢ = 0.01 (see Table II).
This suggests that within practical limits, Gaussian noise alone
cannot disrupt fingerprinting reliability. Moreover, injecting
stronger noise to counter Echo would likely degrade the
signal’s decodability for legitimate parties as well, threatening
communication reliability itself. This reveals a core tradeoff:
any defense that relies purely on increasing noise must balance
privacy with signal integrity.

IX. CONCLUSION

In this paper, we revisited the challenge of physical-layer
device fingerprinting under obfuscation via additive Gaussian
noise. While prior work, such as HidePrint, argues that such
noise renders devices indistinguishable, our findings contradict
this claim. We introduced Echo, a lightweight fingerprint
recovery framework that combines ensemble averaging with
autoencoder-based reconstruction error analysis. By averaging
repeated transmissions of the same payload, Echo suppresses
noise and amplifies persistent, hardware-specific features. The
framework operates under a one-class classification setting and
is evaluated across three realistic attacker training scenarios:
clean, noisy, and averaged. Experimental results on the public
HidePrint dataset demonstrate that Echo maintains strong
classification performance across 22 different test cases. Even
under the highest noise level tested in HidePrint (¢ = 0.05), it
achieves a minimum AUC of 0.80. ROC curve analysis further
confirms that Gaussian perturbations fail to fully obscure
device-specific features, which remain statistically recoverable
when using our solution.
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