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Abstract

Harmonic radar leverages the non-linear electromagnetic response of materials to
detect and monitor specific phenomena, offering a unique perspective on corrosion
monitoring in metals. Although harmonic radar has been explored for detecting elec-
tronics and batteries, its application to steel corrosion monitoring has been limited,
despite the semiconducting behavior of rust oxides. To address this gap, we propose
OxiMoRa, a novel methodology for wireless short-range steel oxidation monitoring
that combines harmonic radar with machine learning. Our methodology is validated
on steel corrosion scenarios using a low-cost custom-built harmonic radar testbed
and software-defined radios, demonstrating its capability to detect corrosion. Exten-
sive experimental results show robust performance, achieving a minimum F1-score
of 0.96 in line-of-sight detection and of 0.86 in challenging classification scenarios.
These excellent results demonstrate OxiMoRa’s potential for practical applications
in corrosion monitoring and also pave the way for further research on the usage of
harmonic radar for material science and structural integrity checks.

Keywords: Harmonic Radar, Oxidation, Steel Corrosion, Corrosion Monitoring,
Machine Learning, Structural Health Monitoring

1. Introduction

Corrosion is the deterioration process of a material due to reactions with its
surroundings, including oxidation of metals by chemical or electrochemical processes.
A prevalent example is steel corrosion, in which the metal reacts with water or
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oxygen and forms iron oxides, eventually damaging the steel [1]. Corrosion is a
major global issue, with related costs accounting for US$ 2.5 trillion in 2013, or 3.4%
of the global domestic gross product (GDP) according to the National Association
of Corrosion Engineers (NACE) [2]. For some particularly exposed countries such as
Kuwait, this cost can represent a tremendous 5.2% of the GDP [3]. Corrosion grows
unpredictably, usually hidden inside components such as pipes, and therefore requires
a specific monitoring strategy. Steel corrosion has different causes and can manifest in
various forms, such as uniform corrosion, pitting corrosion, crevice corrosion, galvanic
corrosion, stress corrosion cracking, and microbial corrosion, each one presenting its
own challenges in detection and mitigation [4].

Corrosion monitoring involves tracking the progression of corrosion damage or
assessing how corrosive the environment is around a material. Unlike corrosion in-
spection, which provides a snapshot of material condition at a specific moment,
corrosion monitoring gathers data over time. Corrosion monitoring is currently one
of the most important components of corrosion mitigation technology [1]. A wide
range of non-destructive evaluation (NDE) methods have been designed to monitor
corrosion, including internal corrosion, e.g., inside pipes or oil tanks [5]. The exist-
ing monitoring methods are very diverse and include ultrasonics, acoustic emissions,
guided waves, and infrared thermography [6]. Radar-based approaches have been
proposed in the literature for corrosion monitoring, with ground-penetrating radar
(GPR) being commonly used for specific use cases, such as monitoring of reinforce-
ment in concrete [7].

Harmonic radar is a reemerging concept that relies on return signals at harmonic
frequencies, i.e., multiples of the fundamental frequency [8]. Harmonic radar en-
ables the detection of components that produce signal returns at harmonics and
exhibit non-linear behavior. Most of the targets exhibiting non-linear behavior are
man-made [9], recently justifying the use of harmonic radar for electronics [10] and
batteries [11] detection. Electronics and batteries exhibit non-linear behavior and re-
radiate at harmonic frequencies, respectively, due to the presence of semiconductor
metal junctions [10], and oxides [11]. The observation of these interesting phenomena
was made possible by exploring the 2-2.8 GHz frequency band, which enables short-
range detection. Until recently, harmonic radar use cases usually involved long-range
higher-frequency use cases, such as RFID detection, e.g., insect tracking up to 500m
in the X-band (9.4 GHz) [12].

The possibility of using harmonic radar to monitor corrosion is made possible by
the observation that the corrosion products resulting from steel oxidation behave like
semiconductors [13]. While this property can be leveraged by the harmonic radar for
corrosion detection, it also interferes with the radar when trying to detect electronics



[14]. Despite this possibility, there is little to no documented research specifically
showing that harmonic radar has been successfully used to monitor corrosion prod-
ucts in a wireless setting. Theoretical principles of long-range detection of rust have
been set by Bereka et al. [15] using 30-51 GHz fundamental frequency, while the short
range (2-2.8GHz) has been suggested by Perez et al. [10]. Some patents have been
published where harmonic radar is leveraged for non-linear metal junction detection
[16, 17].

Contributions. In this article, we position harmonic radar class and spec-
trograms classification as a new system for oxidation monitoring, and provide the
following contributions:

e We show that the non-linear behavior of rust oxides can be leveraged for
harmonic radar wireless corrosion monitoring, using general-purpose software-
defined radios instead of specific and expensive radar hardware.

* The proposed OxiMoRa methodology can classify the level of oxidation in the
investigated area using machine learning.

e The proposed frequency (2 GHz) enables short-range detection of rust oxides
in a specific area, fitting a variety of use cases.

* The steel corrosion products can be detected even when residing behind thin
solid layers, such as steel pipes, opening promising applications.

e Qur classifier achieved a minimum F1-score of 0.9776 when used to detect a
rusty target against the background. The classifier can differentiate between
rusty and rustless screws, even behind a thin layer of steel, with an average
F1-score of 0.86.

Outline. The paper is organized as follows. Section 2 introduces the neces-
sary background, covering the semiconducting behavior of oxides, harmonic radar
principles, signal-to-image conversion, and convolutional neural networks. Section 3
details the testbed and the proposed OxiMoRa methodology, including image gen-
eration and classifier training. Section 4 presents rust detection and classification
with performance metrics and confusion matrices. We further discuss performance
considerations and optimizations in Section 5. Section 6 presents our methodology
for Out-of-Distribution evaluation and high electromagnetic interference testing, de-
scribing dataset partitioning, augmentation strategies, and robustness assessment
under electromagnetic noise and high humidity. The related work is introduced in



Section 7, positioning our contribution with respect to the existing literature. Sec-
tion 8 discusses challenges and directions for further research. Concluding remarks
are provided in Section 9.

2. Background

This section reviews the technical background, presenting the necessary informa-
tion about the semiconductor behavior of oxides, harmonic radar, the pre-processing
of radar signals for machine learning, and considerations about convolutional neural
networks. Finally, the different types of steel corrosion are introduced.

2.1. Oxides and non-linear behavior

Among steel corrosion products, iron oxides—commonly referred to as rust—
became a subject of scientific inquiry due to their impact on infrastructure. Early
studies identified rust as a complex composition of iron oxides and hydroxides, pri-
marily hematite (FeoO3), magnetite (Fe3Oy), and goethite (FeOOH). The structural
properties of these compounds gave rise to their unique electronic behaviors, such as
semiconductivity and non-linearity, making them notable in materials science [13].
Iron oxides, including hematite -Fe;O3 and magnetite FesOy4, are recognized for
their semiconducting properties, which significantly influence their electrical behav-
iors under electromagnetic excitation. These materials exhibit non-linear electrical
responses due to their semiconducting nature [18]. In addition to non-linear electrical
responses, iron oxides also exhibit non-linear electromagnetic responses. These re-
sponses arise from the interaction of the material’s heterogeneous structure, including
grain boundaries and crystalline defects, with incident electromagnetic waves [11].

2.2. Harmonic radar

Radars are remote detection systems composed of two main parts. A transmitter
(TX) propagates a radio frequency wave at a chosen frequency fy and phase . The
receiver (RX) is commonly co-located along with the transmitter and measures the
electromagnetic spectrum at the transmitter’s chosen frequency. A portion of the
transmitted energy then reflects off objects in the radar’s line of sight and returns
to the receiver. The presence of a signal detected by the receiver at the transmitted
frequency indicates a reflection, and therefore, the presence of an object. In this
context, the response is called linear, and the return signal is at the same frequency
as the transmitted signal [11].



2.2.1. Non-linear detection

As opposed to the typical radar linear detection, non-linear radars do not lever-
age the fundamental frequency Ty, but harmonic frequencies that are multiples of the
fundamental frequency, e.g., 2f,. If the transmitted signal encounters a non-linear
junction, such as oxidized metal, the transmission is reflected at harmonic frequen-
cies. Conversely, if the signal encounters obstacles without any non-linear junctions,
the reflection does not occur. Objects that exhibit non-linear behavior are rare and
mostly man-made, except for corroded metals. Some biological tissues, e.g., collagen,
exhibit optical non-linear behavior [19]. This makes the harmonic radar convenient
for oxide detection.

2.2.2. Frequency range and use cases

The non-linear radar concept was first introduced in the 1970s. Since then, it
has been used for detection or tracking in a variety of use cases, including self-
driving vehicles for detecting vulnerable road users [20], insect tracking with RFID
tags [12, 21], and more recently, electronics and batteries detection [10, 11]. Several
patents also introduce harmonic radar to leverage the non-linear behavior of several
targets. Corrosion monitoring of metal junctions inside concrete has been patented
[16, 17], while other inventors explored the possibility of using harmonic radar for
landmines and explosives detection [22, 23]. The choice of operating frequencies
depends on the target size resolution and the detection distance [14]. Maggiora et
al. use 9.4 GHz at the transmitter — 18.8 GHz at the receiver — to track Asian
hornets [12], while Perez et al. used the range 2-2.8 GHz for the transmitter to detect
batteries.

2.2.3. Detection range

Harmonic radar detection range is strongly influenced by the target’s non-linear
radar cross section (HRCS), the transmitted power, antenna gains, and system sen-
sitivity. The received power diminishes with the fourth power of distance, making
small non-linear targets challenging to detect at long ranges. The harmonic radar
equation can be expressed as [24]:

4
Py = PiGGy <ﬁ) nis (1)

where Py is the received power at the harmonic frequency, Py is the transmitted power,
Gt and G, are the transmitter and receiver antenna gains, is the wavelength at
the fundamental frequency, R is the distance to the target, and p is the non-linear
radar cross section. Amplification at the transmitter and receiver can substantially



improve detection range; for instance, a 40 dB gain at both ends effectively increases
the received signal by a factor of 10%. However, even with high amplification, the
detection distance remains limited by the typically small HRCS of non-linear objects
such as diodes or corroded metal junctions. In practice, ranges of tens of meters are
achievable under laboratory or controlled conditions [12, 25], while longer distances
require either larger non-linear targets or more directive antennas. This highlights
the trade-off between system complexity, target properties, and achievable detection
distance in harmonic radar design.

2.2.4. Software-defined radio

Software-defined radios (SDRs) are devices that digitize signals, offloading the
bulk of analog signal processing to a computer. SDRs use [ demodulation to
downconvert the signal and split it into in-phase (I) and quadrature components (Q).
The T and Q signals, together with the carrier frequency, can be used to reconstruct
the received signal. A common way to represent I(Q signals is to use complex numbers,
where the real part corresponds to the in-phase component.

Software-defined radios are flexible and can be reprogrammed on the fly. This
flexibility allows for quick adjustments without the need for hardware changes. In
the context of radar technology, this means that SDRs can adapt to different radar
modes, frequencies, and waveforms [26]. Harmonic radar can be used jointly with
other radar techniques, provided they are also implemented with SDR. Additionally,
software-defined radio is cost-effective. A setup similar to the one shown in Figure 1
can be used for lab testing, with an estimated cost of around 10,000 USD. Alterna-
tively, using a cheaper SDR and amplifier, the cost could be significantly reduced to
as low as 500 USD [27].

2.3. Electromagnetic penetration through materials

Harmonic radar signals can penetrate through materials to some extent [28],
with varying attenuation depending on: 1) the fundamental frequency used; and 2)
the material considered. Higher frequencies, i.e., shorter wavelengths, are attenuated
faster [14]. At 2 GHz, the attenuation through 30 cm of air is similar to that through
15 cm of concrete, opening the door to harmonic detection through thin layers of
materials [14]. For non-linear radar detection, both the signal at the fundamental
frequency and the resulting harmonics emitted by the radar target must go through
the material without critical attenuation. Table 1 provides the different path loss
measurements through air and concrete, for 15 and 30 cm [14]. Although radar
signals can penetrate deeply through concrete, they are subject to the skin effect
when interacting with conductors such as steel, limiting penetration in particular
with higher frequencies [29].



Frequency Air (30 cm) | Air (15 cm) | Concrete (30 cm) | Concrete (15 cm)
2 GHz 29.2 1dB | 225 1dB 55.8 1dB 31.8 1dB
4 GHz 338 1dB | 278 1dB 91.7 1dB 46.9 1dB
6 GHz 369 1dB | 311 1dB 1170 1dB 63.7 1dB
Path Loss Difference 3.1dB 3.3dB 25.3 dB 16.8 dB

Table 1: Path loss measurements for air and concrete [14]

2.4. From raw signals to images

Fourier transforms and linear filtering are among the most fundamental opera-
tions in digital signal processing, playing a key role in a variety of scenarios, including
radar [30]. Fourier analysis converts a signal from its original domain to a represen-
tation in the frequency domain. It can also be used for the reverse process, e.g.,
converting to a representation in the time domain. Its discrete version, known as
the Fast Fourier Transform (FFT), is commonly used due to its computational ef-
ficiency. This work applies the FFT to samples collected using the radar receiver.
We derive images representing the signal power spectrum by converting these time-
domain samples into their frequency-domain representation. The resulting images
are used as input for machine learning (ML) classifiers, extracting frequency-based
features of the harmonic signals. Figure 3 provides examples of images generated
from the FFT applied to harmonic signals.

2.5. Image classification with CNNs

Convolutional Neural Networks (CNNs) are among the most powerful deep learn-
ing architectures for image classification, excelling in tasks involving structured data
patterns [31]. Their strength lies in their ability to extract spatial hierarchies of
features from image data by leveraging convolutional filters, which effectively cap-
ture local dependencies and learn invariant features. This capability makes CNNs
particularly suitable for detecting subtle variations in the frequency spectrum of ra-
dio signals. CNNs can vary in depth, with deeper networks generally improving
feature representation and providing a better approximation of the target function.
However, increasing depth also raises network complexity, computational cost, and
optimization difficulty, and increases overfitting [32]. CNNs have been used for cor-
rosion detection directly on pictures with visible oxidation [33, 34], but this approach
limits the detection of internal oxidation.

2.6. Machine learning for structural health monitoring

Structural health monitoring (SHM) is the process of implementing a damage
identification strategy for aerospace, civil, and mechanical engineering infrastructure



[35]. Machine learning has been extensively studied as an automation tool for damage
assessment, not limited to corrosion [36]. In particular, computer vision algorithms
have gained significant interest because they offer explicit, clear visual evidence of
damage within images [36]. As a consequence, several image processing techniques
have been utilized for crack detection in red, green, and blue (RGB) images [37, 38,
33]. However, the use of images is limited to surfaces such as rust and cracks. For
this reason, deep learning has also been applied to extend the evaluation of internal
damage, for instance, by inferring internal damage based on surface pictures [39].
Machine learning for SHM is now increasingly deployed along with other technologies,
to connect the ubiquitous sensing and process big data [40]. In particular, deployment
on unmanned aerial vehicles [41, 42], and edge devices [43, 44] is widely investigated
for real-time, on-site data processing and analysis.

SHM has seen a growing focus on using machine learning (ML) to improve corro-
sion monitoring and detection. ML can perform diverse tasks, such as analyzing the
impact of humidity, temperature, and rainfall on galvanic sensors [45] or predicting
corrosion resistance [46, 47]. Predicting corrosion failures is also a critical application,
especially for industries like oil and gas, where interruptions can be highly costly. In
this context, ML models have been used to predict pipeline failure risks and have
even been shown to outperform physics-based methods [48]. Machine learning has
also been applied to predict failure modes in reinforced concrete columns, which has
important implications for seismic evaluation and rehabilitation [49]

2.7. Radar for corrosion monitoring

Several radar-based technologies have been proposed for structural health moni-
toring, with varying degrees of success in corrosion detection. However, these tech-
niques are largely based on linear radar principles, relying on reflections at the fun-
damental frequency. As such, they are typically sensitive to geometric discontinuities
— such as cracks, voids, or material boundaries — but do not provide any chemical
specificity to distinguish corrosion products such as rust.

Pulse radar transmits short bursts of radiofrequency energy and measures the
time delay of the reflected signals. It is one of the earliest forms of radar modalities.
It is well-suited for identifying large-scale structural changes, but lacks the resolu-
tion and sensitivity required to detect fine-scale corrosion features. Some hybrid
approaches incorporating pulse radar have been proposed in the literature, such as
vibro-radar based on pulse Doppler imaging for concrete [50].

Ultra-wideband (UWB) radar improves upon pulse radar by transmitting very
short pulses across a wide frequency spectrum, allowing for finer spatial resolution.
UWB radar has been employed in applications such as through-wall imaging and



structural health monitoring, where it can detect subsurface voids or delaminations
[51]. Notably, UWB radar has been used to detect corroded areas in a metal pipe
[52, 53| and concrete structures [54]. However, despite its resolution, UWB radar
remains a linear sensing modality and does not differentiate well between corrosion-
related signals and those from other anomalies, such as water ingress or cracks.

Frequency-Modulated Continuous-Wave (FMCW) radar transmits a continuous
wave whose frequency is modulated over a fixed period. By analyzing the frequency
difference between the transmitted and received signals, FMCW radar can determine
the range and velocity of objects with high precision [55]. This continuous and non-
contact measurement capability allows for high sensitivity, making it particularly
relevant for detecting subtle movements, vibrations, and small displacements. It is
commonly used in applications requiring high-resolution detection, such as automo-
tive radar and structural health monitoring [56, 57]. FMCW radar has been recently
investigated for corrosion monitoring in different scenarios, including corrosion map-
ping on the surface of metal plates [58], and non-destructive corrosion detection in
building structures [59]. However, like other linear radar techniques, FMCW radar
does not inherently distinguish between different materials or chemical compositions,
limiting its ability to specifically identify corrosion products.

Ground Penetrating Radar (GPR) is one of the most widely used radar technolo-
gies in infrastructure monitoring, valued for its non-destructive nature and ability
to provide a subsurface visualization [60, 61]. GPR systems transmit high-frequency
radio waves into the ground or structure and analyze the reflected signals from buried
objects or interfaces with different dielectric properties. This allows for the creation
of detailed cross-sectional images of the subsurface, known as radargrams. They are
commonly used to locate buried pipes [62], identify subsurface voids and delamina-
tions [63], and assess the integrity of concrete elements by locating rebar corrosion
and cracks [64, 65]. In the context of infrastructure, GPR is particularly effective
for bridge deck inspection [66, 64] and road pavement evaluation [67, 60]. While
GPR can effectively reveal structural changes caused by corrosion, it does not detect
corrosion products directly. Instead, it identifies physical changes that may be cor-
related with corrosion, such as loss of material or changes in the dielectric constant
of the surrounding medium, e.g., due to moisture accumulation or concrete deteri-
oration caused by rust [68]. Therefore, GPR often requires integration with other
non-destructive testing (NDT) methods for a more direct assessment of corrosion
activity and to differentiate corrosion-related signals from other anomalies [69].

Synthetic-aperture radar (SAR) is an advanced form of radar that creates high-
resolution images by synthesizing a large antenna aperture from a series of smaller
antenna positions as the radar moves [70]. This allows SAR systems, often mounted



Radar Type Oxide Selectivity Typical Frequency Range Common Applications

Pulse Radar (Generic) 7 100 MHz - 10 GHz Reinforcement in concrete [50]
UWB Radar 7 1.5 - 11.5 GHz [52] Pipe inspection in industrial settings [52]
FMCW Radar 7 2.45 - 2.6 GHz [58] Structural health monitoring [58]
GPR 7 2.6 GHz [7] Reinforcement detection in concrete [7]
L-band: 1-2 GHz
Synthetic Aperture Radar (SAR) 7 C-band: 4-8 GHz Large-scale deformation monitoring, structural stability [76]

X-band: 8-12 GHz

Harmonic Radar Fundamental: 2-3 GHz . . . .
(OxiMoRa) 3 Harmonic: 46 GHz Rust layer detection, internal oxidation

Table 2: Comparison of radar technologies for corrosion-related applications. OxiMoRa is uniquely
designed to detect oxide layers via their non-linear harmonic response, operating across fundamental
and harmonic GHz bands.

on satellites or aircraft, to achieve fine spatial resolution over large areas, day or
night, and through adverse weather conditions like clouds or rain [70]. SAR has
been widely utilized in Earth observation [71], disaster monitoring [72], and urban
deformation [73]. For structural health monitoring, particularly its derivative Inter-
ferometric Synthetic Aperture Radar (InSAR), it can detect subtle ground deforma-
tion and structural displacement with millimeter-level accuracy, making it valuable
for assessing the stability of bridges, buildings, and other large infrastructure over
time [74, 75, 76]. While SAR has shown potential in detecting corrosion in steel-
reinforced concrete by observing changes in signal intensity and electrical properties
correlated with rust formation [77], its primary strength lies in geometric change
detection rather than direct chemical identification of corrosion products. Similar
to other linear radar techniques, SAR’s interpretation of corrosion is often indirect,
inferring its presence from structural changes or alterations in dielectric properties,
rather than providing specific material-level information.

In contrast to these linear techniques, OxiMoRa leverages the principles of har-
monic radar to target corrosion products themselves. Rust oxides exhibit non-linear
electromagnetic behavior due to their semiconducting properties, and re-radiate en-
ergy at harmonic frequencies when illuminated by a fundamental tone. This allows
for selective detection of oxides, offering material-level specificity that is not achieved
with conventional radar methods. While harmonic radar has been used for appli-
cations such as electronic device detection and insect tracking, its application to
natural corrosion monitoring remains poorly explored.
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3. Testbed and methodology

In this section, we first introduce the testbed (Section 3.1) used for the experi-
mental data collection. The physical properties enabling classification of oxidation
are provided in Section 3.2. The OxiMoRa methodology is detailed in Section 3.3,
while its complete process flow is provided in Figure 2.

3.1. Testbed

The harmonic radar (cf. Figure 1) is made of two radar blocks, respectively the
transmitter (TX) and the receiver (RX). The transmitter block (TX) is made of a
HackRFE One software-defined radio, used as a signal source emitting a sinusoidal
signal at the fundamental frequency fy. The signal is then amplified using an Aa-
ronia UBBV Pre-Amp 30 dB. An additional amplification of 10 dB is performed by
the HackRF at the radio frequency stage, e.g., RF Gain. The amplifier is needed
to trigger the non-linear reaction of the rust oxides. Two low-pass filters apply a
threshold to remove the harmonics generated by the HackRF and the amplifier. In-
deed, electronics also generate harmonics when receiving an amplified signal, which
must be filtered out to reduce the noise in the system. The antenna log antenna
LP0965 (TX) operates within the 850 MHz to 6.5 GHz frequency range and sends
a signal at the fundamental frequency fy. The signal is sent towards a target for
corrosion monitoring. The receiver block (RX) receives the harmonics generated by
the rust oxides, if any. The RX block begins with a second log antenna LP0965 (RX),
which listens to 2f,. Both antennas are positioned at a 5 cm fixed distance, with
the antenna aiming towards the center of the target, e.g., the center of the screw. A
high-pass filter then removes the fundamental frequency fy from the collection and
retains only the received harmonic components. The Ettus X310 USRP software-
defined radio amplifies (40 dB) and processes the harmonic signals. We used the
open-source GNU Radio software radio ecosystem to process the harmonic signals
sent from the USRP to the computer. The USRP X310 is then connected to a Dell
XPS 16 9640 with 64 GB of RAM and a 16-core Intel Core Ultra 7 155H 3800 MHz
processor, running Windows 11. The USRP has a sampling rate of 2 million samples
per second (2 Msps). To process the harmonic signals emitted by rust oxides, we
used the open-source GNU Radio software radio ecosystem. Aluminum foil is placed
between the radar — excluding the antennas — and the target, to attenuate the
harmonics emitted, particularly from the USRP X310. All experiments were con-
ducted in an air-conditioned laboratory maintained at a nominal temperature of 22
°C. The actual temperature and humidity were measured using a ThermoPro TP50

Digital Hygrometer. During the experiments, the temperature fluctuated between
23.4 °C and 24.1 °C, while the relative humidity ranged from 44% to 52%. The
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Figure 1: Block description of the radar system designed to detect rust oxides inside a steel pipe.

Convolutional Neural Network (CNN) was implemented using Python 3.12.3 and
Pytorch 2.3.0+cull8 open-source machine learning frameworks. The training, vali-
dation, and testing were performed on a GPU node belonging to a high-performance
cluster. The GPU node used for the experiments featured 4 Nvidia V100 GPUs (32
GB each) and 256GB of RAM.

3.2. Classifying rust with harmonic signatures

The received harmonic signals are altered by several phenomena that create a
unique signature for each category of monitored items.

e Material: if the oxidation occurs under a layer, which is usually the case in
corrosion monitoring, the item material— metal or plastic — modifies both the
transmitter signal at the fundamental frequency and the harmonic response,
as both must go through the layer. Metals are usually more conductive than
plastic, changing signal propagation.

e Item orientation and distance: even small changes in angle or distance
modify the radar wave interactions with the oxides, which impact the collected
harmonic signals. In the experiments, we kept the distance and the orientation
identical when collecting the data.

e Oxide layer properties: The thickness, conductivity, and composition of the
oxide layer created during corrosion can directly impact the harmonic response.
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Figure 2: Complete process flow from transmission (TX), reception (RX), and processing on the
workstation to the training and testing on the GPU cluster.

Different oxides are formed during oxidation, resulting in specific harmonic
signals.

3.3. Methodology

The proposed methodology aims to identify the signature derived from the har-
monic signals produced by corrosion oxides when exposed to amplified sinusoidal sig-
nals. We convert the 1Q) samples collected by the software-defined radio to grayscale
images, as classification algorithms have been proven to perform better when working
with images [78]. To this end, we compute the frequency spectrum of the samples
using the Fast Fourier Transform. The Fast Fourier Transform has different sizes;
the higher the size, the higher the sampling rate. Additionally, we stack several
FFT samples to enrich the information inside the image and facilitate the classifier
training.

3.3.1. Training

We train the convolutional neural network using images derived from collected
IQ samples. The resulting images are split into three datasets: the training dataset
Dyr, the validation dataset Dyq, and the testing dataset Dgst. The training dataset
Dy is composed of randomly shuffled images derived from the data collection and

13



makes up 60% of the total dataset. The training is calibrated using the validation
dataset Dyq, also generated with randomly shuffled images. Dya accounts for 20%
of the total data. The training phase is run 10 times to ensure the consistency of
the results. The metrics provided are the average of the 10 training rounds, the
maximum, and the minimum. This reflects both the performance of the model and
its consistency.

3.3.2. Testing

The testing dataset Diest is also generated from randomly shuffled images from
the original dataset and comprises 20% of the total data generated. We define our
primary evaluation metrics—accuracy, precision, recall, and F1-score— as follows:

True Positives 4+ True Negatives

A =
cenracy Total Samples

Precisi True Positives (3)
recision =
True Positives + False Positives

True Positives
Recall = 4
eea True Positives + False Negatives (4)

Precision Recall
F1- =2
seore Precision + Recall (5)

Accuracy measures the proportion of correctly classified instances among all sam-
ples, providing an overall effectiveness rate. Precision highlights the reliability of pos-
itive predictions by focusing on the ratio of true positives to all predicted positives
[79], making it crucial in scenarios with imbalanced datasets. Recall emphasizes sen-
sitivity by calculating the proportion of true positives among all actual positives [79],
which is critical in applications where detecting all positive cases is vital. Finally, the
F1-score balances precision and recall, serving as a comprehensive metric when false
positives and negatives carry significant consequences [79]. Given the diverse clas-
sification requirements across corrosion applications, all metrics are relevant during
testing.

After the training phase, we compute these metrics on the entire Dygt dataset,
which is completely separated from the one used during training. Here, the trained
classifier attempts to attribute samples — converted into images — to the corre-
sponding situation, e.g., a pipe with corrosion inside. The above-defined metrics
(Eq. 2,..., Eq. 5) provide insights into the classifier’s performance and its robustness
in managing class imbalances, if any. We also visualize the model’s performance
using a confusion matrix, showing the actual classes in rows against the predicted
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(a) FFT image generated from rustless (b) FFT image generated from sampling
pipe samples a pipe containing rusty screws

Figure 3: Grayscale images obtained by stacking 128 FFT. a) is a resulting spectrogram for a pipe
without any oxidation; and, b) is a spectrogram associated with a pipe containing rusty screws.

classes in columns. The matrix describes how well the classifier performs across
all classes, highlighting the classes whose harmonic signals lack distinctive features
necessary for reliable classification.

4. OxiMoRa for Steel Corrosion Monitoring

In this section, we apply the OxiMoRa methodology to detect corrosion products
when rust is in the radar line of sight. A second experiment demonstrates the capacity
of the classifier to differentiate levels of corrosion. Finally, the methodology is applied
to detect oxidation behind thin steel layers, using a steel pipe as a sample. The F1-
score for each round of testing, for every experiment, is provided in Figure 6.

4.1. Parameters

For the experiments presented in this section, the architecture employed is ResNet-
34, a convolutional neural network known for its residual learning framework, which
facilitates the training of deeper networks. The model was trained over 150 epochs.
The input images were preprocessed to a standardized size of 224x224 pixels and
normalized using mean values of [0.485, 0.456, 0.406] and standard deviations of
[0.229, 0.224, 0.225]. Each batch comprised 32 samples using the Adam optimizer
set with a learning rate of 0.001 to minimize the CrossEntropyLoss function. The
images used in this study were generated with 128 stacks and an FFT size of 4096,
ensuring high-resolution input data for the model. We further discuss the impact of
the ResNet architecture in Section 5.
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4.2. Dataset

Every class created for the experiment is based on a 15-minute data collection.
For the first experiment (Section 4.3), two I1Q files are created, one with the noise
floor, another with the bag of screws, for a total of 7 GB of IQ data. The second
experiment 4.4 features 4 classes, from 1 screw to 4 screws, for a total of 10.5GB
of 1Q data. The last experiment (Section 4.5) features three classes for a total of
12 GB of IQ data. The whole raw dataset is approximately 30 GB of IQ samples.
The process used to create the datasets prevents class imbalances by design, but
we further prevent imbalances algorithmically by downsampling, after creating the
images from 1(Q) data.

4.3. Detection of rust ozides

Metric Max | Min | Average | Variance
Accuracy | 0.9916 | 0.9609 | 0.9813 | 1:2 10~*
Precision | 0.9918 | 0.9637 | 0.9820 | 1:2 10~*
Recall 0.9916 | 0.9609 | 0.9813 | 1:2 10~*
Fl-score | 0.9916 | 0.9608 | 0.9812 [ 1.2 10~*

Table 3: Metrics summary for the 10 rounds in the rust detection scenario, when the rust is in the
line of sight. The minimum is the worst of the 10 rounds, the maximum is the best, and the average
is calculated over the 10 rounds.

In this first experiment, we see rust detection as a binary classification task. This
way, we highlight how well the classifier performs when separating oxide targets from
non-linear targets. To this aim, we place a plastic bag containing 15 rusty screws in
front of the radar antennas — at a 5 cm fixed distance. The bag is then illuminated
using a fundamental frequency. In Table 3, we provide the minimum, maximum,
and average values for each metric in the 10 rounds. The classifier is excellent at dif-
ferentiating between the background noise and a rusty target, achieving a minimum
F1-score of 0.9608 across the 10 rounds of training. The result is expected, as a clas-
sifier is not needed for such classification, where a threshold-based or distance-based
approach would provide a similar result, due to the numerous targets considered.

4.4. Assessing oxidation severity

The second experiment evaluates the possibility of assessing the severity of oxida-
tion by classifying the amount of rust products in the radar line of sight. To this end,
we place rusty screws at a fixed distance from the radar and train the classifier to
provide the number of screws associated with the corresponding received harmonic
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Metric Max | Min | Average | Variance
Accuracy | 0.9189 | 0.8882 | 0.9024 | 7:7 10°*
Precision | 0.9196 | 0.8860 | 0.9034 | &3 10~*
Recall 0.9189 | 0.8882 | 0.9024 | 7:7 107*
Fl-score | 0.9178 | 0.8858 | 0.9012 | 7:9 107*

Table 4: Metrics summary for the 10 rounds when classifying the number of rusty screws — varying
from 1 to 4. The minimum is the worst of the 10 rounds, the maximum is the best, and the average
is calculated over the 10 rounds.

signals. This emulates a larger oxide layer and also increases the amount of oxides
in front of the radar. Between 1 and 5 screws are stacked horizontally. In Table 4,
we provide the minimum, maximum, and average values for each metric in the 10
rounds.

The results presented in Table 4 demonstrate the robustness and consistency of
the classifier in estimating the severity of oxidation based on harmonic radar signals.
The high average values for all metrics indicate that the model can reliably identify
different rust levels. Additionally, the low variance across all metrics, ranging from
77 107* to 8:3 107*, suggests that the classifier performs reliably across the 10
rounds, with minimal variability.

The confusion matrix (Figure 4a) shows that although all classes are well classi-
fied, increasing the number of screws makes it harder to differentiate between them.
It is an expected result, with the assumption that the screws are similarly corroded;
the classes '3 screws’ and ’4 screws’ are similar compared with '1 Screw’ and ’2
Screws’. Indeed, increasing from 3 to 4 screws corresponds to a 33.33% increase in
oxide mass, while incrementing from 1 screw to 2 screws represents a 100% oxide
mass increase, the latter resulting in more characteristic signals.

4.5. Penetrability through solid layers

The last experiment assesses the ability of the proposed OxiMoRa methodology
to detect and classify rust oxides through solid layers, simulating real-world condi-
tions such as corrosion within pipelines or structural components. To this end, we
introduce a stainless steel tube with an outer diameter of 22 mm, a wall thickness
of 1.5 mm, and a length of 300 mm. The tube is made of general-purpose stainless
steel with grade 304. Grade 304 austenitic stainless steel contains nominally 19 %
chromium and 9 % nickel. Grade 304 is widely used in the chemical, transportation,
and aerospace industries due to its superior low-temperature toughness and corrosion
resistance, along with its high strength and weldability [80]. We introduce both rusty
and rustless screws, then illuminate the pipe with radar signals at the fundamental
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Figure 4: Confusion matrices of the classifier in different scenarios. a) Oxidation severity assessment.
b) Rust detection through metal layers.

frequency fy = 2:5 GHz. The USRP X310 collects the signals at f; = 5 GHz before
classification. To collect the signals, both antennas are positioned 5 cm away from
the center of the pipe, while we position the screw in the center, as shown in Figure
5.

Metric Max | Min | Average | Variance
Accuracy | 0.8895 | 0.8446 | 0.86555 | 4:3 10~
Precision | 0.8903 | 0.8458 | 0.86953 | 4:7 10~*
Recall 0.8895 | 0.8446 | 0.86555 | 4:3 107*
Fl-score | 0.8886 | 0.8417 | 0.86404 | 4:7 10~*

Table 5: Metrics summary for the 10 rounds in the steel pipe oxidation scenario. The minimum
is the worst of the 10 rounds, the maximum is the best, and the average is calculated over the 10
rounds.

In Table 5, we provide the minimum, maximum, and average values for each
metric in the 10 rounds. As the purpose of the experimentation is to show that we
detect rust and not material-induced attenuation, it is more relevant to look at the
confusion matrix of the classifier, as it is expected that the empty pipe and the pipe
containing rustless screws are going to be confused with each other.

The confusion matrix (Figure 4b) provides insights about the specific classes,
rather than general metrics that fail to describe the performance of the classifier,
in particular when two classes are intentionally similar, i.e., the empty pipe and
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Figure 5: Alignment protocol for scenario 3. The screw is placed at the center of the pipe, and
both antennas at a 5 cm distance from the pipe wall. The left side depicts a view of the display

from above. The right side depicts a view of the display from the left side of the radar transmitter
(TX).

the pipe with rustless screws. The confusion matrix shows that, on the one hand,
the pipe hosting corroded screws and the pipe hosting rustless screws are very well
classified. On the other hand, the empty pipe is often confused with the pipe with
rustless screws—as expected, since the rustless screws and the empty pipe hardly
emit any harmonics.

4.6. Visualization software

For practical purposes, we developed the Corroguard software, which provides an
intuitive graphical interface to interpret radar-based corrosion detection results. The
user has the possibility to use the classifier on an image, a batch of images, or a whole
directory of images. In the latter case, under the assumption that the structure is a
pipeline, the interface (Figure 8a) displays a three-dimensional representation of the
inspected structure, with each surface section color-coded according to its estimated
corrosion probability. The three dimensions correspond to the third experiment and
can be either blue for a rustless pipe, green for an empty pipe, or red for a pipe
with rusty screws. This visual feedback enables operators to quickly identify and
prioritize maintenance on areas with higher risk, as indicated by warmer colors.
Figure 8b illustrates the state of a pipeline section, where the left segment is marked
in red to indicate detected damage, while the right segment is represented in blue to
denote an undamaged, rust-free surface. This targeted view facilitates both condition
assessment and documentation of maintenance needs.
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Figure 6: Fl-score over 10 training rounds across all scenarios. Each model demonstrates stable
performance with minimal variation across runs. Figure a) shows F1-scores for the first experiment,
where a bag of rusty screws is illuminated by the radar. Figure b) shows F1-scores when classifying
the number of screws in front of the target. Figure ¢) shows the Fl-score when differentiating rusty
and rustless screws inside a pipe.

5. Performance considerations

In this section, we discuss the impact of important hyperparameter fine-tuning,
as well as different neural network architectures. We discuss three main parameters:
the ResNet architecture, the number of epochs, and the number of stacks per image.
The experiments are based on the 1Q samples collected for the third experiment, i.e.,
detection of a screw inside a steel pipe (Section 4.5).

5.1. Resnet architecture

We first evaluate the impact of the ResNet architecture on the classification per-
formance, considering a fixed number of epochs — 100 epochs, and a fixed 128 stacks
per image. Figure 9 depicts the minimum, average, and maximum F'1l-scores across
the 10 rounds of training, and also provides the features of each ResNet architecture
considered. Among the evaluated models, ResNet-34 achieves the highest peak per-
formance with a maximum F1-score of approximately 0.922. However, it also shows
the lowest minimum F1-score (0.831), indicating greater variability across runs and
potential sensitivity to training conditions. In contrast, ResNet-50 demonstrates the
most balanced performance, with consistently high F1-scores and relatively low vari-
ation between its minimum, average, and maximum values. This makes ResNet-50
a strong candidate in terms of both accuracy and stability. ResNet-18 performs rea-
sonably well with an average F1-score close to 0.896, making it a viable lightweight
option when computational efficiency is a priority. Interestingly, ResNet-101 does
not provide any performance gain over ResNet-50 despite its increased depth; it
achieves slightly lower average and maximum F1-scores, suggesting diminishing re-
turns for deeper architectures in this context. Overall, ResNet-50 offers the best
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Figure 7: Spectrograms generated with increasing number of FFT stacks. Resolution increases with
the number of stacks, but the number of images available for training decreases.

trade-off between robustness and accuracy, while ResNet-34 can achieve top results
when stability is less critical.

5.2. Number of stacks per image

In this experiment, we set the ResNet architecture to ResNet-34 and the epochs
to 100, and we modify the number of stacks per image. This parameter is important
as it directly impacts the number of available images for training and the quality
of information inside an image. Both are directly related, as increasing the number
of stacks per image directly decreases the number of overall images, provided the
amount of 1() samples remains constant (cf. Figure 10b).

The classification performance, measured by the Fl-score over 10 rounds, is
summarized in Figure 10a. Notably, 16 FFT stacks yielded the lowest variance
(0:029  107*) but also the lowest average Fl-score (0.8451). The results are more
stable over rounds. Up to 128 stacks, the average F1l-score increases as the num-
ber of stacks inside an image increases, but the results become less stable, with the
minimum and maximum F1l-score decreasing and increasing, respectively. In this
context, 128 stacks per image appeared to offer the best trade-off with its higher
F1-score average across the 10 rounds.

5.3. Power analysis

While the detection and classification performance of OxiMoRa demonstrates
strong promise, future deployment in embedded or autonomous systems requires
careful consideration of power efficiency. The current laboratory configuration of
OxiMoRa is composed of off-the-shelf components, including a HackRF One SDR
for transmission, an Aaronia Pre-Amp (Up to 40 dB gain), and a USRP X310 SDR
with a UBX-40 daughterboard for harmonic reception. The transmitter and receiver
blocks, alongside a high-performance workstation (Intel Core Ultra 7, 64 GB RAM).
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Figure 8: Screenshots for Corroguard software visualization interface. (a) Visualization interface
for corrosion probability estimation; (b) The left section shows a damaged pipeline section (red)
while the right section is empty and with rustless metal (blue)

For workstation power usage, we use the HVMonitor software while running GNURa-
dio. The workstation power consumption was monitored using HWMonitor during
the sampling phase, and was oscillating between 6.01 W and a maximum of 23.44
W. The USRP X310 consumes up to 45W during sampling [81], while the HackRF
and pre-amplifier draw approximately 2.5 W [27] and 0.5 W [82], respectively. The
inference phase is executed on a GPU cluster for experimental purposes, prioritizing
time over power saving. The power consumption of the current setup can be dras-
tically reduced by adopting more efficient components. The USRP can be replaced
with a low-power SDR such as a HackRF, consuming approximately 2.5W — 5W
including transmitter and receiver. Furthermore, model inference can be executed
on embedded Al hardware platforms such as the NVIDIA Jetson Nano, Jetson Orin
Nano, or Coral Edge TPU. These platforms support PyTorch or TensorFlow models
and can run ResNet-like architectures with quantization and pruning applied.

5.4. Low power inference

Although ResNet-34 offers excellent accuracy with grayscale spectrograms, it is
not always optimal for low-power inference. Lightweight models designed for mobile
and embedded vision applications, such as MobileNetV2, significantly reduce the
number of parameters compared to ResNet-34 and can operate with limited power on
modern edge devices [83]. The performance trade-off is acceptable for many deploy-
ment scenarios, particularly when real-time operation is favored over marginal accu-
racy gains. We conducted additional performance tests with two lightweight models,
MobileNetV2 and MobileNet-v3-Large, with 100 epochs and a stack size of 128. Fig-
ure 1la depicts the maximum, average, and maximum F1-score across 10 rounds of
training for ResNet-34 (previous results), MobileNet V2, and MobileNet-v3-Large,
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Figure 9: Different ResNet architectures and their impact on classification performance. a) displays
how metrics change when the ResNet architecture changes, while b) provides insights about the
ResNet architectures considered.

for Scenario 3. Figure 11b provides a comparison between ResNet-34 and the Mo-
bileNet architectures considered. Although MobileNet architectures are lightweight
compared with ResNet34, they still provide very competitive classification perfor-
mance. The reduced number of parameters in lightweight architectures such as
MobileNetV2 and MobileNet-v3-Large has several benefits in resource-constrained
applications. Fewer parameters reduce the computational load, making the model
easier to train and deploy on devices with limited processing power. Inference size
is reduced, making the MobileNet architectures more suitable for near-real-time ap-
plications.

6. Data Augmentation for Environmental Robustness

In this section, we explore data augmentation techniques designed to simulate
challenging environmental conditions that may affect the performance and reliability
of the harmonic radar system. Specifically, we focus on two scenarios: strong electro-
magnetic interference and high humidity. Electromagnetic interference is a common
issue in many real-world applications, where external electromagnetic signals can in-
terfere with the desired signal, leading to noise and distortions in the measurements.
High humidity conditions, on the other hand, can result in attenuation and scattering
of the electromagnetic waves due to increased moisture levels in the environment [85].
Operating under high humidity is a very common concern for corrosion monitoring,
as humidity accelerates oxidation. Both of these factors can significantly impact the

23



B Min Fl-score
I Avg Fl-score
0.95 EEE Max Fl-score

Stacks | Images| Variance (107%)

o 16 24712 0.2896844444
: 32 12355 9,754982222
64 6177 33.12140444
128 | 3087 | 7.19677777T8
o7s 256 1542 10.42562333
070 (b) Number of stacks and resulting number of im-
16 32 64 128 256

ages.

Fl-score
s
&
&

Number of FFT Stacks

(a) Fl-scores depending on the number of FFT stacks per
image.

Figure 10: a) Impact of spectrogram stack size on classification Fl-score, and b) number of images
available for the experiments depending on stack number. IQ data from Scenario 3 was used to
generate the images (12 GB).

quality and reliability of the radar signals and, consequently, the performance of the
corrosion detection system. We used the data from the third experiment (Section
4.5) as the basis for data augmentation. We first introduce an updated methodol-
ogy to create the datasets and perform an Out-of-Distribution evaluation without
leakage (Section 6.1). To emulate high humidity and high electromagnetic interfer-
ence, we implement the following two different data augmentation strategies based on
Additive White Gaussian Noise (Section 6.2) and non-line-of-sight multipath fading
created by humidity (Section 6.3).

6.1. Methodology for Out-of-Distribution evaluation

We first partition the clean dataset into disjoint sets as in Section 3.3: training
Dy (60%), validation Dy (20%), and test Diest (20%). All data augmentations are
applied after this split and only to Dy.. The validation and test sets remain unaltered
during training to prevent distribution leakage and to preserve an unbiased estimate
of in-distribution performance. To assess robustness under unseen conditions, we
construct DOOP by applying severe degradations to a copy of Diest. These include
additive complex Gaussian noise at SNR levels lower than those used for training,
and stronger multipath fading to emulate humidity effects. Such conditions are never
applied to Dy, ensuring a genuine OOD evaluation.
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displays how metrics change when the architecture changes, while b) provides insights about the
architectures considered.

6.2. High electromagnetic interference

In this scenario, additive complex Gaussian noise was injected into the IQ samples
to emulate strong electromagnetic interference. During training, Dy, was augmented
with moderate noise levels (SNR = [5; 10] dB) to expose the model to degraded but
still information-rich signals. For OOD evaluation, we applied more severe degrada-
tions to DROP, with SNR values in [0;5]dB, [ 2;3]dB, and [ 5;0]dB, simulating
environments where the noise power approaches or exceeds the signal power.

The results, summarized in Figure 12, reveal two key observations. First, train-
ing on moderately noisy data enables the network to generalize effectively to more
challenging interference levels, as seen in Test 2 (Train: [5;10]dB, OOD: [ 2;3]dB)
achieving the highest robustness with an average F1-score of 0.834. Second, training
on a wider SNR range ([0; 10] dB) does not always yield the best OOD performance,
as in the third configuration, where the average F'1l-score slightly decreases to 0.820.
This suggests that excessive exposure to heavily degraded inputs during training may
cause the network to overfit to such conditions, reducing its discrimination capabil-
ity when faced with intermediate interference levels. Overall, these findings highlight
the importance of selecting an optimal training SNR range that balances exposure
to noisy conditions with the preservation of distinctive signal features.

When comparing these results to those obtained in Scenario 3, which used the
same non-augmented dataset (Table 5), the impact of introducing unseen and noisy
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Figure 12: Impact of mismatched training and out-of-distribution (OOD) signal-to-noise ratio
(SNR) ranges on classification performance. (a) Graphical comparison of average Fl-scores. (b)
Corresponding numeric values for each test scenario.

data becomes evident. In Scenario 3, the average F1l-score reached 0.8640, whereas
in the present noisy-data setting, the best-performing configuration achieved 0.834.
This represents a modest relative decrease of approximately 3.5%. It suggests that
the model retains much of its discriminative ability under electromagnetic inter-
ference. Such a decrease is expected, as the noise levels in the OOD conditions
([ 2;3]dB) severely degrade the signal-to-noise ratio, making the classification task
inherently more challenging.

6.3. Humidity

High humidity conditions in the atmosphere can impact radio wave propagation
by introducing both attenuation and scattering effects. While attenuation is primar-
ily due to molecular absorption—particularly from water vapor—scattering is often
the result of the increased density of airborne water droplets, which can create a
multipath environment. In such conditions, the direct line-of-sight (LOS) compo-
nent of the signal may be partially blocked or attenuated, while reflected, refracted,
and diffracted components arrive at the receiver with varying delays and amplitudes.

To emulate these phenomena in a controlled and repeatable way, we model the
fading process affecting the in-phase/quadrature (IQ) samples using well-established
stochastic channel models from wireless communications:

e Rayleigh fading — Appropriate when no dominant LOS component is present,
which can occur in dense humid environments where the direct path is severely
attenuated. It models the received signal envelope as a Rayleigh-distributed
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random variable, capturing the statistical behavior of multiple scattered com-
ponents [86].

e Rician fading — Suitable when a strong LOS component remains but is
accompanied by significant scattered multipath energy, as might occur when
moisture attenuates but does not fully obstruct the direct signal. It is also used
to model light rain. This is parameterized by the K-factor, representing the
ratio of LOS to scattered power [87].

In our implementation, the fading process is applied to each FFT-sized chunk
of IQ samples before spectrum computation. For Rayleigh fading, each complex
sample is multiplied by a random amplitude drawn from the Rayleigh distribution.
For Rician fading, we superimpose a deterministic LOS component with Gaussian-
distributed scattering, scaling the latter according to the chosen K-factor. The
processed spectra are then normalized, reshaped, and stored as images in the same
format used for the other scenarios. This simulation framework allows us to cre-
ate Out-of-Distribution (OOD) test datasets in which the only change from the
in-distribution data is the presence of fading-induced distortions. This mirrors the
real-world scenario where a classifier trained under clear atmospheric conditions is
evaluated under high-humidity conditions that induce multipath fading. By compar-
ing these results to the Gaussian-noise OOD experiments, we can directly assess the
relative robustness of the model to scattering versus additive noise impairments.

6.3.1. Rayleigh fading

The Rayleigh fading OOD experiment provides a clear indication of the model’s
vulnerability when evaluated under channel conditions it was not exposed to during
training. In the first experiment, where the model was trained exclusively on clean
(non-faded) spectra and evaluated on Rayleigh-faded data, performance dropped
drastically with an average Fl-score of 0:3083. This is close to random guessing
(cf. confusion matrix 13a) for the number of classes in our setup, confirming that
the model failed to generalize to this multipath-only scenario. To mitigate this, the
second experiment incorporated Rayleigh fading directly into the training process as
a form of data augmentation. i.e., not an Out-of-Distribution scenario. Under this
setting, the model was able to learn the statistical structure of the channel-impaired
signals and achieved a strong performance on the test set drawn from the same aug-
mented distribution, with a mean F1-score of 0.87731. These results show that while
Rayleigh fading can severely degrade the performance of a model trained solely on
clear-channel data, it is not an insurmountable impairment—provided that represen-
tative fading conditions are included during training. This highlights a key practical
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Figure 13: Results of the experiments using data augmentation under the Rayleigh and the Rician
models. (a) Confusion matrix in Out-of-Distribution testing. (b) Corresponding numeric values for
each test scenario.

insight: in realistic high-humidity or multipath-rich environments where the direct
line-of-sight component is attenuated, domain adaptation or training-time augmen-
tation with Rayleigh fading can be critical to preserving classification performance.

6.3.2. Rician fading

In the Rician fading experiments, the Out-of-Distribution (OOD) evaluation sce-
nario differs from the Rayleigh case in a fundamental way: while the channel still
exhibits multipath effects, a line-of-sight (LOS) component remains present. In our
setup, the Rician fading model was applied with a K-factor range of [5;10] during
training-time augmentation, and a lower range of [1;5] for OOD data generation.
This choice ensured that OOD samples still retained a deterministic LOS compo-
nent, albeit weaker than those seen during training. Unlike the Rayleigh case, the
model maintained high performance when evaluated on the OOD set. The clas-
sifier achieved accuracy and Fl-scores comparable to the in-distribution scenario,
indicating that the statistical differences between the two K-factor regimes did not
significantly degrade its decision boundaries. This robustness can be attributed to
two factors: (1) the continued presence of the LOS component in OOD data, which
preserves some similarity to the training distribution; and, (2) the use of Rician fading
as a training-time augmentation, which exposed the model to a variety of multipath
conditions and reduced overfitting to clear-channel spectra. These results suggest
that for practical high-humidity or light rain conditions—where attenuation affects
but does not fully obstruct the LOS path—classification models can generalize well
even under channel variations not seen during training, provided that similar fading
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statistics are included in the augmentation process. Figure 13 shows the results of
the classification under the Rayleigh and the Rician models for humidity.

7. Related Work

Several methods for evaluating corrosion, and more broadly, non-destructive tech-
niques for assessing metals, have been developed. This section aims to contextualize
the proposed approach within the current state of the art in corrosion monitoring.
We will overview the most widely used technologies, their applications in corrosion
assessment, their limitations, their typical precision ranges, as well as a cost estima-
tion.

7.1. Ultrasonic testing

Ultrasonic Testing (UT) is a non-destructive method that uses high-frequency
sound waves to detect and measure corrosion. UT can penetrate thick materials
and complex geometries, making it ideal for detecting internal corrosion [6]. The
limitations of the method are the maximum temperature at which inspection can be
carried out, around 94°C [6]. UT requires manual operation by experienced tech-
nicians. As ultrasonic inspection is highly localized, it requires prior inspection to
locate the corrosion attack [6]. Ultrasonics are highly accurate, with a standard
deviation of measurements of 0.0254 millimeters [88]. Portable UT equipment can
range from a few hundred to several thousand US dollars each. A basic flaw detector
can cost between $3500 to $13000. More advanced systems can cost over $30,000 for
specialized applications like Phased Array Ultrasonic Testing (PAUT) [89].

7.2. Eddy Current Testing

Eddy Current Testing (ECT) is a non-destructive method that uses electromag-
netic induction to detect surface and near-surface corrosion in conductive materials.
ECT is particularly effective for detecting cracks, pits, and other defects in metals.
Eddy current testing measures surface loss compared to a reference standard. Areas
of reduced thickness of 10 to 30 % are standard [90]. However, ECT is effective only
on conductive material and is very susceptible to changes in both conductivity and
magnetic permeability. Additionally, eddy currents do not enable the detection of
defects parallel to the surface, as eddy currents are also parallel to the surface [91].
The cost of a portable eddy current tester can range from approximately $6,500 to
$20000. More advanced multi-frequency or array systems can cost significantly more
[89].
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7.3. Radiographic testing

Radiographic Testing (RT) is a non-destructive method that uses X-rays or
gamma rays to detect internal corrosion and defects in materials. RT provides de-
tailed images of corrosion. It is particularly used to detect weld defects [92]. A
thickness loss of 10% can be detected using radiography — similar to eddy current
testing [93]. However, RT requires safety precautions due to radiation exposure and
is not suitable for real-time monitoring. Digital radiography (DR) systems can cost
from $60,000 to over $250,000, depending on resolution, portability, and additional
features. Traditional film-based systems are considered more affordable, but they
incur additional costs when testing for film, processing chemicals, and storage [89].

7.4. Magnetic Flux Leakage

Magnetic Flux Leakage (MFL) is a popular non-destructive testing method widely
used for pipeline corrosion evaluation. As an MFL device moves through a pipeline,
its powerful magnets create a saturating magnetic field within the pipe wall. In
an intact pipe, the magnetic flux remains contained within the wall, resulting in a
uniform magnetic field distribution. If corrosion defects are present, the reduced
wall thickness causes some of the magnetic flux to leak out into the air, which can
be detected [94]. Detection methods based on magnetic flux leakage can detect both
internal and external defects and is applicable to both liquid and gas media [94]. For
typical heavy-wall tubing tests, MFL can detect longitudinal and transverse defects
as small as 5% of the outer diameter [95]. Basic small handheld MFL testers fall
within the $500-1,000 USD range per unit, although rarely used in critical industries
due to limited mapping speed. Mid-range MFL automated testing devices used for
tank floor mapping or pipeline spot inspections have prices varying from $30000 to

$100000 USD [96].

7.5. Infrared thermography

Infrared thermography (IRT) allows the recording of electromagnetic waves emit-
ted from objects by using an infrared imaging system [97]. It provides images re-
sulting in the comparison between different regions of the target and can be easily
interpreted. Infrared thermography is a contactless and non-intrusive method that
does not disrupt processes or production lines and that can monitor high-temperature
targets [97]. IRT is generally more effective at detecting surface or near-surface cor-
rosion. It may not be sensitive enough to detect deep or internal corrosion, especially
in thicker materials [98]. IRT can detect defects up to 20% of the surface thickness
[99]. Thermographic inspection relies on infrared cameras to detect temperature
variations and is considered a versatile but costly NDT technique. Low-end thermal
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imaging cameras start at around $1,250 USD, but models with greater sensitivity
and resolution can exceed $20,000 USD [89].

7.6. Harmonic radar

Harmonic radar is contactless and does not involve service interruption, which
is crucial in industries such as oil and gas transportation, where service disruption
can be expensive. Harmonic radar selectively targets the byproducts of corrosion,
whereas most NDT rely on surface loss to assess the corrosion effects. Harmonic
radar detects both internal and surface oxidation, providing near-real-time results
after training is completed. Our methodology is the first to employ machine learning,
specifically a CNN, to analyze the harmonic response of corrosion products, thereby
providing insights about the oxidation levels. The solution also prevents flagging
other non-linear junctions as corrosion, e.g., metal-to-metal junctions. From the ex-
perimental campaign, we can conclude that the harmonic radar enables the detection
of oxide layers in the sub-millimeter range, i.e., the size of the oxide layer on screws.

The cost of the whole setup is as follows. The USRP X310 is a high-end, high-
performance software-defined radio whose cost is around $11000, and requires an
additional daughterboard for $2000 [100]. A HackRF SDR can be bought for $350.
The Aaronia UUBV2 is a high-end, low-noise pre-amplifier available for 1300$. The
two log antennas can be bought for $110 each. The low-pass filter SLP-2950+ can be
bought for $50 each. Finally, the high-pass filter VHF-3800+ can be bought for $30.
The total cost ($15000) can be significantly brought down using another HackRF or
USRP, e.g., USRP B200 mini, along with a dedicated amplifier for software-defined
radios, such as the TBWA2/40dB wideband amplifier operating from 2 MHz to 6
GHz — available for $240 [101]. Downgrading to a lower-end SDR reduces the analog
digital converter (ADC) resolution and the dynamic range, which can degrade signal
quality and SNR — particularly when detecting weak signals. However, it also brings
a significant cost reduction, from $15000 to $1290, and increases portability.

8. Limitations and Future Works

This section addresses the current limitations of the proposed OxiMoRa method-
ology and the anticipated future works resulting from these limitations.

8.1. Data collection and model training.

One of the limitations of the OxiMoRa methodology lies in the specificity of the
data collection process and the need for model retraining for each scenario. Cor-
rosion environments vary in material properties, surface complexity, and corrosion
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Method Benefits Drawbacks Precision Cost Range Non-
Contact

Ultrasonic Detects internal Requires direct contact 0.1-1 mm $3500 - 7
Testing (UT) corrosion; suitable for and manual operation; (conventional $30000

thick materials; widely prior corrosion location uT)

used. needed.
Eddy Current Good for surface and Limited penetration; 10% $6,500 - 7
Testing (ECT) near-surface corrosion; ineffective for thickness loss $20,000

works on conductive non-conductive

materials. materials.
Radiographic Detailed internal images. Requires radiation 10% $60,000 - 3
Testing (RT) precautions; not thickness loss $250,000

real-time.

Magnetic Flux Effective on Not suitable for 5% of outer $500 - 3
Leakage (MFL)  ferromagnetic surfaces; non-magnetic materials. diameter $100,000

detects near-surface

defects.
Infrared Ideal for large-scale Limited to surface 20% $1,250 - 3
Thermography inspections; non-contact. detection; poor internal  thickness loss $20,000+
(IRT) performance.
Harmonic Radar Real-time, remote Lower precision; Tested at the  $1290-$15000 3
(OxiMoRa) sensing; cost-effective. use-case-dependent millimeter

Oxide selectivity calibration needed. scale

Table 6: Comparison of corrosion detection methods based on benefits, limitations, precision, cost
range, and suitability for non-contact inspection.

products, making it challenging to generalize a single model across all use cases. In
the current study, experiments focused on screws and steel pipes, which do not allow
for separating the effects of oxide layer thickness, geometry, or total oxide quantity.
Consequently, the trained model can only assess corrosion severity in terms of in-
creased quantity or extended corroded surface without distinction, as demonstrated
in Section 4.4. The classifier requires training for each distinct application and har-
monic radar data collection from various configurations. The classifier training phase
is resource-hungry and time-consuming, while the data collection can be impractical
in real-life settings due to harsh environments the subject of the investigation might
be deployed in, e.g., an offshore oil rig.

8.2. Penetrability through thick layers

While the experiments conducted in this study successfully demonstrated corro-
sion detection in steel pipes, their focus on standard-sized steel pipes highlights the
need for further exploration into deeper layers and larger structures. Future work
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should address the penetrative capacity of harmonic radar in detecting corrosion
within pipelines of varying diameters and wall thicknesses. Existing literature sug-
gests a practical limit for the penetrability of approximately 30 cm, depending on the
operating frequency and material composition [14]. These extended investigations
could broaden the scope of the OxiMoRa methodology to include large-scale indus-
trial pipelines, where the attenuation of non-linear responses is greater. Pipelines
generally have a thickness of several centimeters [102], and, in addition to that, they
can be buried in the ground or hidden behind walls for operational purposes, increas-
ing the required penetrability. In addition, thicker steel pipes will be affected by skin
effect, a physical phenomenon whereby electromagnetic waves tend to propagate
along the outer surface of conductive materials [29].

8.3. Extension to other types of corrosion

The introduced OxiMoRa methodology focuses on detecting corrosion types where
oxides are produced, leveraging the non-linear behavior of oxides, such as uniform
and pitting corrosion. Crevice corrosion and granular corrosion also result from ox-
idation and may be detected using OxiMoRa. However, the particular geometry of
crevices is the source of significant attenuation and backscattering. The resulting
harmonic signals reaching the RX antenna are likely too attenuated in most settings,
including crevice corrosion. Intergranular corrosion also results from oxidation, but
usually involves internal thin oxide layers. Detecting intergranular corrosion may
require a specific, use-case-dependent fundamental frequency, which is adapted to
the oxide layer width and can still penetrate the investigated material. Identifying
the relevant parameters for intergranular corrosion monitoring can be the source of
future work.

Although Microbiologically Influenced Corrosion (MIC) does not directly pro-
duce oxide layers, it alters the local environment, making it more corrosive. The
biofilm layer responsible for the accelerated corrosion also modifies the harmonic
signals emitted by the underlying oxides that cross through the biofilm. MIC alters
the electrochemical environment by increasing local galvanic currents due to micro-
bial metabolic activity [103], which could incidentally impact the electromagnetic
behavior of the radar signals interacting with the biofilm. This may result in unique
harmonic signals that may be attributed to MIC specifically.

8.4. Opportunities for miniaturization and edge deployment

The current harmonic radar setup, while effective for laboratory-based corrosion
detection, is relatively large and heavy due to the use of two software-defined ra-
dios (HackRF One and USRP X310), multiple amplification stages, and full-sized
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antennas. This limits its deployment on mobile platforms such as drones or robotic
inspection tools. To enable in-field applications, several avenues for miniaturization
and integration with edge AI can be considered. The LP0965 log-periodic anten-
nas, while broadband, are physically large. Miniaturized alternatives, such as patch
arrays or planar spiral antennas, can be designed to cover the necessary frequency
bands while drastically reducing the physical size. Furthermore, integrating trans-
mit and receive antennas into a single compact module can simplify alignment and
maintain the fixed baseline required for accurate harmonic detection [104].

The processing of harmonic signals can be partially or fully offloaded to embed-
ded computing platforms. Modern edge Al devices, such as NVIDIA Jetson modules
or ARM-based Al accelerators, are capable of real-time signal processing and classi-
fication, allowing rust detection to be performed directly onboard a drone or robot.
For fully autonomous inspection, embedded radar chips would be necessary; how-
ever, existing chips operate in the 24/60/77 GHz bands [105, 106, 107], which do not
match the frequency used in this paper. Therefore, miniaturized SDRs such as the
USRP B200 mini are currently more adapted, even though less compact than chips.

8.5. Calibration drift and long-term stability

While the current OxiMoRa setup demonstrates reliable corrosion detection un-
der laboratory conditions, long-term operation may be affected by calibration drift
and system stability over time. Variations in temperature, humidity, and component
aging can lead to shifts in the transmit power, antenna response, or receiver sen-
sitivity, potentially impacting measurement accuracy. Future work should focus on
characterizing these effects through extended-duration experiments and developing
robust calibration procedures. Approaches may include periodic recalibration using
reference targets, automated monitoring of system parameters, and compensation
algorithms that correct for environmental and temporal variations. Addressing these
challenges will be critical to ensure reliable, repeatable measurements in long-term
deployments, especially for field inspections of industrial pipelines or structures ex-
posed to variable environmental conditions.

9. Conclusion

In this paper, we introduced OxiMoRa, an innovative methodology leveraging
harmonic radar for wireless detection and classification of steel oxidation. To the
best of our knowledge, OxiMoRa is the first methodology to leverage harmonic radar
for monitoring corrosion products using general-purpose software-defined radios and
deep learning. The versatility of SDR enables the use of harmonic radar along
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with other types of radars commonly used for corrosion monitoring, such as ground-
penetrating radar. By exploiting the non-linear electromagnetic behavior of rust
oxides, OxiMoRa successfully identifies oxidation even through solid layers. In the
binary classification scenario, OxiMoRa achieved a consistent F1-score of 0.9776 for
detecting rust in the radar line of sight. Furthermore, in scenarios involving com-
plex environments, such as detecting rust through steel layers, OxiMoRa maintained
reliable performance with an average F'1-score of 0.86.

Beyond its immediate contributions, this work opens up exciting new research
directions, such as extending the methodology to diverse corrosion scenarios and
exploring broader applications of harmonic radar in material science. Finally, the
methodology and comprehensive experimental validation presented here position Ox-
iMoRa as a foundation for future innovations in non-destructive evaluation technolo-
gies.
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