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Abstract

The growth potential of a blockchain project can be estimated through the use cases driven by its underlying infrastructure, typically
supported by a related cryptocurrency. A standard metric for assessing the healthiness of such projects is the number and volume of
transactions involving their native coin. Nevertheless, these statistics inevitably include transactions from crypto exchanges, which
likely reflect speculative activities and do not represent genuine use cases.

To address this issue, we design a comprehensive methodology for processing large cryptocurrency transaction graphs and
deriving a compact representation of the network that highlights interactions between different user categories. Then, we use our
methodology to uncover the ecosystem generated by crypto exchanges, dividing transaction volumes into potential speculative
activities and genuine use cases.

To demonstrate the effectiveness of our solution, we present a case study centered on evaluating the early evolution of Polkadot,
a leading cryptocurrency platform proposed by Web3 Foundation known for its interoperability and scalability. Our extensive
analysis, which considers over 12.5 million blocks, reveals that crypto exchanges have a significant influence on the Polkadot
network. They own nearly 40% of all addresses in the ledger and account for at least 78% of all transactions (both in terms
of number and volume). Furthermore, the high volume of inter-exchange transactions (over 20%), along with their unexpected
symmetry, indicates strong interconnections among exchanges, which prompts further investigation on potential unethical activities,
such as wash trading. These findings validate the quality and viability of our proposed solution, which offers several insights into
the real strength of a cryptocurrency project by measuring its exposure to speculation.
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Network Analyses, Wash trading, Polkadot

1. Introduction

The cryptocurrency market has emerged as a dynamic and
rapidly evolving sector that is revolutionizing the global finan-
cial landscape [1]. On the one hand, cryptocurrencies provide
numerous benefits compared to traditional fiat currencies, in-
cluding decentralization, user-to-user transactions without in-
termediaries, enhanced financial inclusion, and the possibility
of significant investment returns. On the other hand, cryp-
tocurrency infrastructures introduce drawbacks and inherent
risks [2]. A key issue is the high volatility of the cryptocurrency
market, which can result in significant price fluctuations over
short periods of time. Additionally, regulatory uncertainties
and the lack of investor protection mechanisms present chal-
lenges to market participants, while the pseudo-anonymity of-
fered by cryptocurrencies can enable illegal activities, such as
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money laundering [3], market manipulation, and other types of
fraud [4]. Despite their limitations, the adoption of cryptocur-
rencies is constantly increasing. At the time of writing, more
than 12 million crypto coins are available in the market, with an
overall capitalization exceeding 3.27 trillion USD1. These as-
tonishing numbers make it difficult to operate in the cryptocur-
rency landscape for both regular users and experienced traders,
also considering the prevalence of scam coins. In fact, the cryp-
tocurrency market is full of questionable projects, rooted in al-
legedly revolutionary technologies, that promise substantial in-
vestment returns but do not meet their commitments, leading to
significant financial losses for investors [5]. Identifying scam
coins can be relatively easy for experts in the field. Techniques
such as investigating project team members, involved technolo-
gies, and published white papers and reports can help assess
the credibility of a project. Nevertheless, evaluating the poten-
tial success of established and reputable projects is much more
complex, even for experienced crypto investors. In fact, ro-
bust underlying technologies, truly decentralized networks, and
an experienced development team are not enough to ensure the
success of a cryptocurrency. A crucial factor is a large and ac-

1Data sourced from https://coinmarketcap.com/ in June 2025.
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tive user base that can promote adoption, support development,
and ecosystem growth. Additionally, successful cryptocurren-
cies typically offer practical utility, enabling specific use cases
or solving real-world problems, such as identity management
or supply chain tracking. In other words, cryptocurrencies with
tangible use cases are more likely to gain traction. Conversely,
cryptocurrencies without distinctive features that do not enable
novel use cases might serve mainly as speculative assets [6].
In such scenarios, the value of these assets heavily depends on
trading dynamics and market perceptions rather than on the real
functionalities of the underlying network, making them prone
to significant price volatility. Indeed, when traders consider the
asset unprofitable, interest in the project might decline, result-
ing in decreased trading volumes and, ultimately, a significant
drop in market capitalization.

Rationale. Given the above, evaluating active use cases within
a blockchain infrastructure is one of the best metrics for mea-
suring a project’s health and growth potential. Unfortunately,
this metric is challenging to measure, and it is often replaced
by close proxies, like, e.g., tracking the: (i) transaction vol-
ume, i.e., the number of transactions that occur on the net-
work over a given period of time; and, (ii) transaction val-
ues, i.e., the total cumulative value that is transferred on the
network. The underlying logic is that intense trading activi-
ties suggest substantial interest in the project; that is exactly
where Goodhart’s Law2 comes into play. In its popular form,
it states that: “When a measure becomes a target, it ceases to
be a good measure”. Indeed, the cited metric has two criti-
cal weaknesses: (i) an ontological one—simply examining the
transaction volume and value does not provide insight into the
quality of the interactions of the users with the network (i.e.,
with the underlying project); and, (ii) a systemic one—these
statistics inevitably include speculative activities, performed by
traders through crypto exchange platforms, which taint the final
conclusions. In addition, transaction volumes and values may
be altered by some unethical phenomena, such as wash trad-
ing [8, 9] and pump-and-dump [10, 11].

The lack of reliable methodologies to directly measure gen-
uine use cases within a cryptocurrency network, i.e., transac-
tions unrelated to trading and speculation, is the primary mo-
tivation for this paper. Such methodologies would be impor-
tant to indirectly estimate the potential for long-term success
and sustainability of a crypto project within the broader cryp-
tocurrency landscape. Given the challenges of automatically
detecting and classifying use cases, as well as the lack of reli-
able on-chain ground truth for end-user intent, we develop a
reverse approach based on identifying and isolating all trad-
ing activities and then considering the remaining transactions
as an upper bound of non-trading use cases. Centralized crypto
exchanges, given their peculiar role as intermediaries between
the tangible world of fiat currencies and the virtual domain of
cryptocurrencies, lie at the center of this methodology. Inves-
tigating the on-chain activities of these major actors can reveal

2Like almost all economics theories, it is not really a law. However, unlike
other economic theories, it seems supported by empirical observations [7].

valuable insights into the possibly speculative dynamics within
a cryptocurrency network. In fact, as highlighted in the lit-
erature, such intermediaries hold substantial decision-making
power, both technically and economically speaking, which turn
them into “a new shadow banking system” [12]. Indeed, users
interact on-chain with crypto exchanges to deposit and with-
draw crypto coins. Consequently, if an account transacts exclu-
sively with exchanges, with little or no interactions with other
end users, it is reasonable to categorize it as a trader, i.e., an end
user having the primary goal of making a profit with the native
token of the crypto project, with no real interest in its under-
lying technologies. In addition, among major on-chain actors,
exchanges are one of the few entity types that can be detected
with relatively strong evidence, enabling a robust ecosystem-
level analysis.

In this paper, we leverage the above-stated observation to
design a methodology for measuring the level of exposure to
speculation of a cryptocurrency project. The idea is to cate-
gorize end users in the transaction network and investigate the
interactions among them. The final goal is to separate trading
activities from transactions implementing any other use case.
More specifically, we designed our methodology to address the
following two research questions:

RQ1: How can the ecosystem generated by crypto exchanges
be automatically identified and isolated within the transac-
tion graph?

RQ2: What kind of statistics can be used to analyze such an
ecosystem?

To answer these questions, we present a novel and general
methodology that includes multiple steps. First, we cluster ad-
dresses linked to crypto exchanges. Then, by employing a con-
traction algorithm, we create a compact representation of the
transaction network, allowing for a clearer visualization of the
ecosystem shaped by the identified crypto exchanges. Finally,
we derive several statistics to analyze the contracted transaction
graph, both in its entirety and over time, to gain insights into its
user behavior and on the impact of internal/external events on
the crypto market. To evaluate our methodology, we present
a case study centered on Polkadot, a cutting-edge cryptocur-
rency platform leading the Web3 movement and well-known
for its innovative approach to interoperability and scalability.
As demonstrated by its consistent presence among the top cryp-
tocurrencies in the market by capitalization, Polkadot has all
the elements to be a successful project. Nevertheless, there is
still little knowledge about how end users interact with its net-
work and how much traction for its wide range of use cases is
driven by non-speculative activities. From this case study, an
additional research question emerges:

RQ3: To what extent have crypto exchanges influenced the
Polkadot network?

This last question, although significant at any point in a cryp-
tocurrency life-cycle, is particularly relevant during the early
years of activity. In fact, the launch phase of a crypto project is
often characterized by a peak of interest from a wide range of
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stakeholders, followed by a consolidation period during which
user activity tends to stabilize [13]. As a result, it is reasonable
to expect that crypto exchanges exert a signi�cant in�uence on
the ecosystem during the �rst few years of the project.

Contributions. Our main contributions towards answering the
aforementioned research questions can be summarized as fol-
lows:

ˆ We introduce an innovative methodology for e� ciently
processing large cryptocurrency transaction graphs, capa-
ble of highlighting how di� erent categories of users inter-
act with each other [RQ1]. This methodology, enriched
with advanced graph theory modeling and analysis tech-
niques, lays the foundation for assessing the overall health
and robustness of a cryptocurrency ecosystem.

ˆ We present several relevant statistics to gain insights into
the transaction network and its users' behavior—both in
aggregate and over time—to gain a comprehensive under-
standing of user interactions [RQ2].

ˆ We enrich our statistics with market data, gaining several
insights into how on-chain events impact the price of the
native coin [RQ2].

ˆ We investigate crypto-exchanges activities through our
contracted graph, enabling a robust assessment of the net-
work speculative usage [RQ2, RQ3].

ˆ We test our methodology over the Polkadot Rely Chain,
investigating the in�uence of crypto-exchanges on its
ecosystem [RQ3]. Our analysis delves into the critical
period encompassing the project's inception and its estab-
lishment in the market. As such, we focus our study on the
�rst two years of network activity by collecting and ana-
lyzing more than 12.5 million blocks, namely from genesis
up to block 12,532,600. The resulting dataset comprises
more than 2 million addresses and 8 million transactions.

ˆ Our �ndings reveal novel insights into the interactions
among Polkadot users, notably detecting that around 80%
of transactions (both in terms of amount and number)
involve crypto-exchanges, indicating a predominant fo-
cus on speculation rather than other end-users activities
[RQ3].

ˆ We provide a preliminary analysis of on-chain activities
performed by crypto-exchanges, highlighting strong con-
nections among a few prominent exchanges and signi�cant
volumes of intra-exchange transactions, which enable fu-
ture work on the detection of illicit behaviors, such as wash
trading or other forms of market manipulation. In addition,
our analysis reveals that interactions among exchanges are
often symmetric in value, meaning that over time, two ex-
changes send each other balanced amounts of money. Fi-
nally, our temporal analysis enables a robust assessment of
how much and when a cryptocurrency network is used for
speculative purposes [RQ3].

ˆ To promote reproducibility and further research, we re-
lease our code base and both the original and contracted
graphs under an open-source license3.

It is important to note that our methodology is based on stan-
dard graph theory and, therefore, it is chain-agnostic. Given
any cryptocurrency whose transaction activity can be mod-
eled as a multigraph (as is typical for account-based ledgers),
the same pipeline (entity identi�cation, graph contraction, and
ecosystem-level analysis) can be applied without modi�cation,
with only the data-extraction and parsing layer changing across
chains. Furthermore, our approach is highly adaptable and ex-
tendable; for example, it is possible to de�ne new user cat-
egories, such as system accounts, enhancing the contracted
graph and allowing for di� erent kinds of analysis.

Paper Organization. The rest of this work is organized as fol-
lows. In Section 2, we brie�y discuss the state of the art con-
cerning the application of graph analysis to cryptoprojects like
Polkadot, focusing in particular on the study of exchanges'
behavior. Section 3 provides an overview of the methodolo-
gies adopted in this work, including a brief description of the
Polkadot transaction graph (Section 3.1), an introduction to
the heuristic adopted for the detection of exchange addresses
(Section 3.2), and a general description of the color-contraction
framework (Section 3.3). Such methodologies are later re�ned
and used in Section 4 to build our knowledge base (collection
of graphs): starting from the description of the performed data
collection (Section 4.1), which also includes market capitaliza-
tion sources, we then move to the creation of the actual trans-
action network to which exchange detection is applied (Sec-
tion 4.2); the resulting network is then enriched with temporal
information and split into monthly networks (Section 4.3), to �-
nally reach the contraction step (Section 4.4), where we aggre-
gate each network (weighted multi-directed graph) into a corre-
sponding simple graph, paired with a compact contracted rep-
resentation. Section 5 is the main body of the work, comprising
a detailed analysis of the obtained graph and drawing insights
on the Polkadot ecosystem; results are split into �ve macro-
areas for readability, featuring a general discussion on the graph
statistics (Section 5.1), a detailed analysis of the exchange ser-
vices ecosystems (Section 5.2), an assay of the distribution of
transactions among users and exchanges (Section 5.3), a study
of the accounts distribution (Section 5.4) revealing the existence
of a single macro-cluster of users, and the corresponding exami-
nation (Section 5.5). Finally, in Section 6, we draw conclusions
and discuss future developments.

2. Related Work

Given the multi-layered structure of our methodology—
which combines several sequential steps, each addressing a
distinct problem—we organize this section by reviewing the
state of the art across multiple relevant �elds. We begin by

3Source code and data will be made available in the camera ready version
of this contribution.
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presenting graph analysis techniques applied to cryptocurrency
networks, followed by graph contraction algorithms, which to-
gether constitute the systemic foundations of our approach. We
then examine more specialized literature on on-chain investiga-
tions of crypto exchanges and prior work speci�c to Polkadot.
Finally, we discuss literature closely related to the main focus
of our paper, that is, the analysis of interactions among di� erent
categories of users, including crypto exchanges, through con-
tracted representations of transaction graphs.

2.1. Graph Analysis

Graph analysis has been extensively used to model and an-
alyze various web-based applications, including social net-
works [14, 15], overlay networks like Tor [16], and web con-
tent [17]. By representing entities as nodes and their relation-
ships as edges, graph analysis provides an easy way to mea-
sure the status of a complex system, uncover patterns and dy-
namics, and identify communities of users [18]. As complex,
distributed online systems, cryptocurrencies can greatly bene-
�t from graph theory, an area of study that provides additional
insights into the cryptocurrency network by modeling and an-
alyzing its transaction ecosystem. In fact, money �ows can be
better studied by means of a transaction graph that can sum-
marize the status of any cryptocurrency network, regardless
of its architecture, including UTXO-based, account-based, and
consensus mechanism used, like,e.g., proof of work [19] or
proof of stake [20]. With the transaction network represented
as a graph, it is possible to measure user interactions, analyze
their behaviors, and perform many di� erent analysis, including
the detection of fraud and illicit activities. This is the reason
why several works have leveraged graph analysis to investigate
cryptocurrencies, with Bitcoin and Ethereum as preferred tar-
gets [21]. Among its wide range of use cases, graph analy-
sis has been used in the context of cryptocurrencies to uncover
di� erent properties of the Bitcoin [22] and Ethereum [23, 24]
networks by building, measuring, and analyzing their trans-
action graphs. Representing money �ows through graphs has
proven to be e� ective in various areas, including address clus-
tering and other attacks on user anonymity [25, 26, 27] and per-
sonal identity [28], detection of money laundering [29], and
mixing services [30]. In addition, graph-based methodologies
have been extensively applied to characterize speci�c ecosys-
tems generated within a cryptocurrency network. In partic-
ular, in [31], the authors characterized Initial Coin O� erings
(ICOs) in the Ethereum ERC20 ecosystem, while [32] lever-
aged directed graphs to characterize fraudulent non-fungible to-
ken (NFT) transactions. Transaction graphs have been used not
only to analyze the money �ow within a cryptocurrency net-
work but also to detect suspicious transaction patterns. For
example, in [33], the authors proposed a phishing detection
methodology that classi�es legitimate and malicious nodes in
the Ethereum network using a Support Vector Machine (SVM)-
based model. Graph analysis has also been applied to price
prediction, an extensively researched topic at the intersection
of �nance and technology. In particular, temporal link predic-
tion has been applied to the transaction graph in [34], while [35]

demonstrated the existence of Granger causal relationships be-
tween Bitcoin price movements and changes in its transaction
network topology. Finally, in [36], the authors applied a graph-
centric approach for Bitcoin price prediction through the use of
Graph Neural Networks (GNN).

2.2. Graph Contraction

Graph contraction and graph reduction techniques have been
extensively studied as mechanisms to cope with the size and
complexity of large graphs, particularly in the context of dis-
tributed computing, parallel processing, and large-scale opti-
mization [37]. Classical contraction-based approaches appear
in the design of e� cient graph algorithms, including shortest-
path computations, connectivity analysis, and the evaluation of
graph invariants, where vertex aggregation is used to reduce
problem size while preserving selected structural properties.

A substantial body of work originates from graph coarsening
and multilevel methods, in which graphs are iteratively reduced
by aggregating vertices according to local heuristics, producing
hierarchies of progressively smaller graphs that facilitate scal-
able computation [38, 39, 40]. In these approaches, contraction
is typically optimization-driven and tightly coupled to a down-
stream task, such as partitioning, clustering, or numerical opti-
mization. As a consequence, the resulting reduced graphs are
not intended as canonical representations of the original net-
work, but rather as intermediate artifacts aimed at improving
computational e� ciency.

From a more abstract perspective, graph contraction is re-
lated to quotient graph constructions, in which vertices are
identi�ed according to an equivalence relation and collapsed
into equivalence classes while preserving adjacency between
classes. Quotient graphs provide a well-established mathemat-
ical formalism for graph reduction, but are generally studied
independently of algorithmic considerations and without im-
posing structural constraints such as the connectivity of equiv-
alence classes we require here. Moreover, the equivalence rela-
tions underlying quotient constructions are typically either in-
ferred from the graph structure itself or assumed to be given
without semantic interpretation, limiting their direct applicabil-
ity to large, annotated real-world networks.

In the context of cryptocurrency transaction graphs,
contraction-based techniques have received comparatively lim-
ited attention. Most existing studies rely on full transac-
tion graphs or on ego-centric subgraphs to analyze money
�ows, detect illicit activities, or characterize user behavior [21].
While e� ective, these representations often hinder interpretabil-
ity when the objective is to analyze interactions among distinct
categories of users rather than individual addresses. For a more
thorough investigation of the topic, along with a discussion on
the algorithmic properties of our color-based graph contraction,
we refer the interested reader to [41].

2.3. Crypto Exchanges: on-chain analysis

Although crypto exchanges are undoubtedly among the
biggest players in the cryptocurrency landscape, the areas of
investigation involving them are quite limited. In fact, the vast
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majority of related work focuses on the determinants behind
the prices of crypto assets [42], the detection of fraudulent ac-
tivities that crypto exchanges allegedly perform, such as wash
trading [8, 43], and other forms of scams involving the buy-
ing and selling of crypto assets [44, 45]. Although applications
developed under the Web3 model [46] are considered highly
decentralized, the theoretical framework developed in [47] sug-
gests that crypto exchanges become more centralized—in terms
of ownership—when operating under this paradigm.

Given the central role that crypto exchanges play in every
cryptocurrency network, prior work has extensively investi-
gated transactions to and from these operators, showing that
exchanges form dense, structurally distinctive subgraphs whose
dynamics can be mined for forensic intelligence and market in-
sights. In particular, deanonymization and entity-labeling stud-
ies, such as [48, 49], showed that a substantial fraction of trans-
action volume �ows through a relatively small set of large ex-
changes and demonstrated how stolen or illicit funds ultimately
converged on major trading platforms. Subsequent research
moved from generic entity mapping to exchange-centric on-
chain analysis. In [50], the authors modeled inter-exchange
and exchange-to-client transactions over time, thereby reveal-
ing evolutionary transaction patterns and structural changes in
the Bitcoin exchange ecosystem. Similarly, [51] modeled the
Bitcoin ledger as a directed hypergraph and investigated pat-
terns around exchange nodes to detect money-laundering and
other anomalous behaviors in the proximity of exchange en-
tities. A few other studies analyzed the on-chain behavior of
crypto exchanges in a more detailed way. In [52], the authors
investigated transactions issued by crypto exchanges with ab-
normal amounts. After a detailed case study, they concluded
that the majority of transactions with abnormal amounts are re-
lated to policy changes and industry events, while only a small
portion might be linked to illegal behaviors.

To the best of our knowledge, our work was the �rst to use a
graph contraction algorithm to study the ecosystems generated
by crypto exchanges. In this paper, we achieved novel relevant
results on money �ows involving crypto exchanges.

2.4. Polkadot

One of the most pressing challenges in blockchain tech-
nology is enabling secure and reliable cross-chain transac-
tions. The lack of interoperability between blockchains sig-
ni�cantly limits the scalability and practical utility of decen-
tralized ecosystems. This issue is explored in [53], where the
authors investigate how cross-chain technologies can enhance
interoperability and scalability. Their work includes a compre-
hensive survey of the literature, evaluating various cross-chain
mechanisms and identifying key challenges and existing solu-
tions. Similarly, cross-chain communication protocols used for
value transfer, messaging, and blockchain anchoring are an-
alyzed in [54]. This study focuses on cross-chain consensus
mechanisms, trust assumptions in both permissionless and per-
missioned blockchain environments, and the ability of proto-
cols to ensure atomic updates across chains. In response to in-
teroperability challenges, Polkadot was designed to provide a

native framework for seamless communication and asset trans-
fer across heterogeneous blockchains. Although highly suc-
cessful in the cryptocurrency market, Polkadot has not received
the same level of attention from academia4. However, de-
spite the fact that the Polkadot architecture is described and dis-
cussed mainly in the gray literature [55], some recent research
has analyzed its ecosystem, one of the most popular layer-0 ar-
chitectures, widely known for its cross-chain capabilities [56].
The Polkadot architecture was detailed in [57], which identi-
�ed several limitations and contradictions after conducting a
data-driven study on the transaction network. The Polkadot
user transaction network has been formally modeled and ana-
lyzed in [58], where the authors presented numerous insights
into the network topology using graph analysis. The role of
validators was analyzed in [59], highlighting the bow-tie struc-
ture of the graph, suggesting that Polkadot has a “slowly ma-
turing” ecosystem despite its strong theoretical structure. Fi-
nally, [60] presented a deposit address detection strategy used
to cluster crypto exchange's customers in an attempt to reduce
the pseudo-anonymity ensured by the Polkadot protocol.

Although research on this �eld has been growing in recent
years, to the best of our knowledge, we are the �rst ones to
investigate the ecosystems generated by crypto exchanges on
the Polkadot network, extracting novel insights on the overall
healthiness of the system.

2.5. Crypto Exchanges in Polkadot

The �rst investigation of the ecosystem generated by crypto
exchanges in the Polkadot network was discussed in a previous
work of ours [61], where we presented a novel methodology
to analyze a large cryptocurrency transaction graph to assess
the health of the network. The methodology involves multiple
steps, each building upon prior work. It begins with the con-
struction of the transaction graph, which we modeled for the
Polkadot network in [58], and which serves as the foundational
data structure for all subsequent analyses. Building on this rep-
resentation, crypto exchange addresses are identi�ed using the
deposit-address heuristic, originally introduced for Bitcoin [62]
and Ethereum [63] and later adapted and empirically validated
for Polkadot in [60]. Finally, we tailored a graph contraction
methodology, introduced in [64], to the Polkadot transaction
graph, deriving a compact representation of the transaction net-
work centered on crypto exchanges. This contracted transac-
tion graph, together with all the derived insights on the Polka-
dot ecosystem, constitutes the �rst novel contribution of our
line of research. By integrating and extending the aforemen-
tioned established components, it enables an immediate and
interpretable visualization of interactions among di� erent user
categories and, in particular, supports an in-depth analysis of
the ecosystem generated by crypto exchanges. The presented
approach was tested within the Polkadot network, highlighting
the considerable in�uence of exchanges on the network and

4As of June 2025 (data sourced from Scopus), the term “Bitcoin” is found
in the keywords of 7,361 research papers, “Ethereum” in 5,280 papers, with a
notably lower count of 25 for “Polkadot”.
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raising concerns about the limited extent of transactions be-
tween end users, which suggests the prevalent speculative use
of theDOT coin.

The present paper extends [61] over several dimensions,
complementing its analysis with novel temporal features aimed
at investigating the evolution of a cryptocurrency network over
time. In particular, we re�ne our previous methodology to in-
vestigate how interactions among di� erent categories of users
evolved over a given time window. The enhanced methodol-
ogy enables, among other things, the analysis of the behavioral
evolution of crypto exchanges, leading to a robust assessment
of how much and when a cryptocurrency network is used for
potential speculative purposes, and creating the basis for the
detection of potential unethical activities, such as wash trading,
in future works. In addition, we use novel features, such as the
distributions of active nodes over time, and enrich them with
market data to gain a better understanding of how stakeholders
and other internal/external events in�uence theDOT value.

3. Methodology

This paper proposes a general, modular methodology for an-
alyzing exchange-centered ecosystems in account-based cryp-
tocurrencies. To validate our methodology, we instantiate the
full pipeline on a single, representative case study, while keep-
ing all steps directly transferable to other ledgers with analo-
gous data availability. We selected Polkadot for three comple-
mentary reasons. First, Polkadot is a relatively recent platform
(genesis block on May 26, 2020) and, as such, it is less sys-
tematically studied than long-established networks such as Bit-
coin and Ethereum, making an in-depth characterization par-
ticularly valuable. Second, despite its relative youth, Polka-
dot has reached high market relevance and has repeatedly ap-
peared among the top-capitalization crypto-assets,e.g., ranked
#8 by market cap in early November 20215, which implies a
large number of stakeholders during the studied period, and
strong interest in understanding its evolving on-chain dynam-
ics. Third, Polkadot is technically distinctive: its Relay Chain
and parachains design explicitly targets cross-chain interoper-
ability and shared security, generating an ecosystem where, at
least in theory, growth should be driven more by genuine use
cases than by speculation—precisely the condition investigated
in this work. This hypothesis is further supported by the partic-
ularly active developer community. In fact, Polkadot was con-
sistently reported as one of the largest developer ecosystems in
the industry6, which further supports its suitability for study-
ing whether on-chain activity re�ects sustained usage beyond
purely speculative �ows.

For all these reasons, we use the case study built on the
Polkadot transaction network to present our methodology.
Speci�cally, we �rst built the Polkadot transaction graph ac-
cording to the network modeling introduced in [58]. Then, we
used the “deposit address reuse” heuristic, presented in [60],

5https://coinmarketcap.com/historical/20211104/
6https://messari.io/project/polkadot/quarterly-reports/q2-2022

to identify crypto exchanges among the most central nodes in
the transaction graph. Next, we obtained a compact represen-
tation of the Polkadot transaction graph by removing temporal
information from the transactions and applying the contraction
algorithm proposed in [65], using the previously identi�ed ex-
changes as input. This compact graph reveals the ecosystems
generated by crypto exchanges, highlighting both interactions
among di� erent exchanges and those between exchanges and
other users, answering RQ1. Finally, we address RQ2 by ex-
tracting statistics and insights from the whole graph,i.e., built
over the entire time period under analysis, and from monthly
sub-graphs to study the evolution of the Polkadot transaction
network over time (RQ3). The steps mentioned above are dis-
cussed in more detail in the following sections.

3.1. Polkadot Transaction Graph

Like every other cryptocurrency network, Polkadot identi-
�es accounts with unique addresses. When a transaction takes
place, a certain amount of the native cryptocurrency, called
DOT, is transferred from the sender's address to the recipi-
ent's address. These addresses are represented as nodes in the
graph, with the transaction forming an edge between them. In
general, Polkadot's transaction system can be represented as a
multigraph,Ḡ = (V̄; Ē), whereV̄ de�nes the set of all Polka-
dot addresses and̄E denotes the set of all transactions in the
ledger [58]. This graph is weighted, meaning that the edges
have attributes such as the transaction value inDOTs and the
transaction timestamp. A key feature of a multigraph is that
it allows multiple edges between two nodes in either direction,
respecting the account-based nature of the Polkadot network.

3.2. Exchanges Detection

Several strategies exist for detecting centralized crypto ex-
changes within a cryptocurrency transaction graph. A �rst ap-
proach involves checking whether the target exchange has pub-
licly disclosed its addresses,e.g., on its website or other com-
munication channels. However, when available, this informa-
tion is often limited to the main wallet address, even though
exchanges typically use many of them. This information may
also be found in third-party sources, such as community blogs
and discussion forums. Nevertheless, collecting and verifying
such data from uno� cial sources can be challenging. Another
approach is to leverage pattern analysis within the transaction
graph. Exchange addresses typically receive a high volume of
transactions, as users frequently deposit and withdraw funds
for trading. By examining transaction volumes and values, it
may be possible to identify the addresses used by exchanges.
However, relying solely on these statistics makes it di� cult to
detect patterns used exclusively by crypto exchanges, leading
to a potentially high number of false positives. Additionally,
this strategy is more e� ective for larger exchanges with a sig-
ni�cant customer base, possibly overlooking smaller exchanges
that might not exhibit the same transaction volumes. A di� erent
and more reliable methodology to detect centralized exchanges
leverages their peculiar way of receiving crypto asset deposits
from end users. When users deposit crypto tokens into their
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wallets (within the exchange's infrastructure), they must issue
an on-chain transaction from one of their (on-chain) addresses
to an address owned by the exchange. The bene�ciary address
is usually di� erent from the exchange's main wallet address;
otherwise, correlating on-chain transactions with those within
the exchange platform would be challenging. To mitigate this
problem, crypto exchanges create a unique address, known as
deposit address, for each user. In this way, when users want
to deposit crypto assets, they can send them to their designated
deposit address—owned by the crypto exchange. Later, the ex-
change will transfer the amount from the deposit address to its
main wallet. This methodology results in a recognizable trans-
action pattern: a transfer from a user-owned address to a de-
posit address, followed by a transfer from the deposit address
to the exchange's main wallet. This pattern could be reliably
used to identify both main wallets and deposit addresses owned
by crypto exchanges, similarly to what has been done in the
literature—with the aim of clustering crypto exchanges cus-
tomer's addresses—in the Ethereum [63] and Polkadot [60] net-
works.

One of the main objectives of this paper is to cluster Polka-
dot accounts associated, in any way, with crypto exchanges,i.e.,
main wallets, and deposit addresses. We start this task from the
Polkadot transaction graph created in the prior step, targeting
nodes with the highest centrality in terms of transaction vol-
ume. This is because our goal is to detect crypto exchanges,
entities that are expected to be involved in a higher number
of transactions than regular users. In particular, we tested all
the neighbors of each node under analysis with the deposit ad-
dress detection method presented in [60]. The results reveal
a clear separation among the most central nodes. Speci�cally,
each node exhibits either a very high number of neighboring de-
posit addresses—exceeding 95% of all its neighbors—or a very
low number—below 10%. Therefore, we classify as crypto ex-
changes nodes with over 90% of their neighbors identi�ed as
deposit addresses. We then cluster the central node, detected
as the exchange's main wallet, together with all its deposit ad-
dresses. The clusters generated with this methodology will be
the input of the contraction algorithm discussed in the next sec-
tion.

3.3. Contraction Algorithm
Let us now considerG = (V; E) be a simple graph,E � V� V,

and let us assume a categorization that forms a partition on its
vertex setV, based on some typological information. Such par-
tition can be represented as a (non-proper) coloring function

 : V ! C, whereC � N is a countable set of types (or colors,
in the graph theory jargon). Here
 can be obtained from some
intrinsic data on the graph (e.g., the age range of a person in a
social network), it can be the outcome of some external anal-
ysis (e.g., a clustering technique applied on the vertices or, as
per our case, the detection as Exchange node), or it can stem
from external expert knowledge (e.g., a labeling obtained by
integrating other datasets).

When the graphs are particularly large, as it often happens in
real-world applications, it becomes mandatory to reduce their
size to ease their analysis. A canonical approach is to iteratively

apply graph contraction over edgese, often denoted withG=e;
namely, given an edgee 2 E, e = (u; v), removeeand identifyu
andv in a novel nodew so thatN(w) = N(u) [ N(v), wereN(x)
denotes the neighborhood ofx 2 V, i.e. N(x) = fy 2 V j (x; y) 2
Eg. The novel node implicitly aggregates the information from
u, v, andewhile novel edges (w; x) aggregate the information of
(u; x) or/and (v; x), for x 2 N(u) [ N(v). Consequently, crafted
nodes and edges should be equipped with novel weights track-
ing statistics from the original graph, including nodes and edges
multiplicity.

In a more broad sense, hence, the coloring
 can be used
as a prompt to clusterize and merge vertices by regrouping all
the connected vertices by color. Each group (or color cluster)
is hence replaced by a novel vertex obtained by progressively
applying graph contraction to all the pairs of adjacent nodes
sharing the same color; this provides a natural way to include
the characteristic of the original nodes within the corresponding
novel vertex. For the complete description of this technique, we
refer to [41], where the author introduced it under the name of

 -contraction, or color-contraction on the coloring
 . In par-
ticular, for what concerns our use-case, it is important to recall
that the approach is independent w.r.t. the order of the appli-
cation of said contraction operations, assuming the contraction
itself is associative and commutative.

A brief description of the
 -contraction follows: given a
graphG and a coloring
 , the technique derives a contracted
graphG=
 = G0 = (V0; E0), where each connected (sub)set of
nodesS � V which is maximal w.r.t. the property


 (S) � 
 (u) = 
 (v) ; 8u; v 2 S (1)

is represented by a nodev0 2 V0 such that
 (v0) = 
 (S). Such
subsets are called color components and we can analogously
say thatv0 2 V0 represents the sub-graphhSi spanned by the
color componentS in G, and should coherently be equipped
with any useful data regarding the original graph,e.g.the order
jSj and the sizejf(u; v) 2 E j u; v 2 Sgjof hSi . Furthermore,
given two distinct color componentsR;S � V, then the cor-
responding verticesu0; v0 2 V0 are adjacent if9u 2 R;v 2 S
such that (u; v) 2 E. In this case, the corresponding edge
e0 = (u0; v0) 2 E0 aggregates the data related to all the edges in-
sisting betweenRandS and should be equipped with any useful
data derived from such connections such as,e.g., the edge set
sizejf(u; v) 2 E j u 2 R;v 2 Sgj.

An important property arising from this construction is given
by the fact that
 provides a proper coloring onG0 by parti-
tioning its vertex set into the set of color components yield by

 itself; that is, given two color componentsR;S � V, ei-
ther R = S or R \ S = ; and 
 (R) , 
 (S) if they are adja-
cent, i.e. 
 (u0) , 
 (v0)8(u0; v0) 2 E0. Both these properties
can be easily derived by the maximality w.r.t. Equation (1), see
also [41]. For this reason, we can say that
 -contraction re-
trieves (the) maximal independent sets of nodes with respect to
colors, hence highlighting the interactions between the di� erent
induced clusters. An example of color contraction is depicted
in Fig. 1, where two star-shaped exchange-like components and
three users-like components undergo
 -contraction. Do notice
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Figure 1: Application of the
 -contraction on a sample graph depicting two
exchange-like set of nodes (star-shaped) connected with multiple user-like
nodes. Contracted graph reports aggregation statistics on edges (inter-cluster
edge multiplicity) and on nodes (cluster size and intra-cluster edge multiplic-
ity), see also later Section 4.4.

that Polkadot network̄G (cf. Section 3.1) is designed as a multi-
graph and should consequently be converted to a simple graph
prior to using
 -contraction, see later Section 4.4.

4. Experimental Setup

Even though our methodology generally applies to any
account-based cryptocurrency, we tested it in the Polkadot net-
work to assess its capabilities of extracting valuable insights
from a public ledger. Initially, we gathered data by download-
ing the ledger from the Polkadot network. Next, we built the
transaction graph, clustered addresses associated with crypto
exchanges, and then contracted the transaction graph. Lastly,
we studied the graph to unveil the ecosystem generated by
crypto exchange within the Polkadot network.

4.1. Data Collection
The initial phase of our approach involves downloading

transaction data from the Polkadot ledger. For this purpose, we
�rst started a Polkadot full node—con�gured in archive mode
to access the entire ledger—and then we downloaded transac-
tion data related to the �rst few years of Polkadot history. In
particular, our dataset spans from the genesis block (mined on
May 26, 2020), up to block 12,532,600 (mined on October 18,
2022). The temporal scope of our investigation focuses on the
formative phase of the network,i.e., its �rst two years, covering
from its inception through early market establishment, because
this is the most critical period to quantify how exchanges shape
participation, �ows, and user categories before the ecosystem
stabilizes. This choice aligns with the goal of the paper, which
is to provide a rigorous structural characterization of exchange-
mediated dynamics during early ecosystem formation rather
than a continuously updated market-monitoring report.

The Polkadot network, built on the Substrate framework,
stores state changes originating from external sources—such

Figure 2: Market trend of the Polkadot cryptocurrency in terms of (top panel)
exchange rate to US dollars, (middle panel) total market capitalization, and
(bottom panel) fraction of the global cryptomarket capitalization.

as end-users, system users, and governance—inside special ob-
jects calledextrinsics[57]. Given that our focus is limited to
transactions between end users successfully validated by the
community and stored in the ledger, we considered only ex-
trinsics having the attributes shown in Listing 1. Thus, we col-
lected all extrinsics related to successfulDOTs transfers from
one end user to another, where the transaction value was sub-
tracted from the sender's balance and credited to the recipi-
ent's balance. During our data collection, we interacted with
the Polkadot full node through open-source libraries developed
by Parity Technologies7. In particular, we queried the Polka-
dot ledger throughsubstrate-interface 8, which, among
other things, returns data related to blocks and extrinsics in row
format. Next, we usedscalecodec 9 to decode data, encoded
in the SCALE (Simple Concatenated Aggregate Little-Endian)
format.

module_id = Balances ; and
cal l_id = Transfer

or transfer_keep_al ive
or transfer_al l ; and

signed = True ; and
Success = 1

Listing 1: Pseudocode that identi�es extrinsics implementing successfully com-
pletedDOTs transfers between users,i.e., validated by the community and
stored in the ledger (see [57] for further details).

Concurrently with the retrieval of the on-chain information,
we also analyzed the cryptocurrency market trend within the
same time period. These data are later paired with the trend of
the transactions ecosystem development, in order to get more
insights on the cryptocurrency evolution over time. For this rea-
son, we extracted fromCoinMarketCap10, one of the most re-

7https://www.parity.io/
8https://github.com/polkascan/py-substrate-interface-extension-polkascan
9https://docs.polkadot.com/polkadot-protocol/parachain-basics/data-

encoding/
10https://coinmarketcap.com/
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Table 1: Global and Monthly Statistics of the Network

Total Monthly

G G=
 G G=


A
cc

ou
nt

s

total 2,261,478
654,446 � = 141,014 � = 59,564

(28:94%) � = 87,118 � = 32,466

exchanges
877,956

33
� = 48,619 � = 4,883

(38:82%) � = 28,358 � = 3,362

users
1,383,522

654,413
� = 92,395 � = 54,772

(61:18%) � = 59,879 � = 30,543

Tr
an

sa
ct

. number 8,055,559
942,761 � = 306,139 � = 62,276

(11:74%) � = 187,647 � = 33,430

value
9,197,251,270.61

� = 350,959,319.59

[DOT] � = 115,501,010.82

liable sources of information on cryptocurrency market trends,
the monthly data related to: (i) theDOT to USD exchange rate;
(ii) the Polkadot capitalization; and, (iii) the total cryptomar-
ket capitalization (as a reference). Data are reported in Fig. 2,
where the bottom panel depicts the ratio between Polkadot and
the total cryptomarket capitalization, hence showing its rele-
vance with respect to other cryptocurrencies. It is easy to no-
tice two main peaks: (i) February-March 2021, which has been
prompted by a noticeable increase in exchange-related transac-
tion value, as shown later in Fig. 5(b), and, as such, ascribable
to speculation; and, (ii) October-November 2021, identi�able
with a notable increase in inter-user transaction value, as later
shown in Fig. 5(b), which might be related with the �rst �ve
Parachain slots auction11. In the following �gures, economic
value-related statistics are colored in yellow.

4.2. Transaction Graph and Exchanges Detection

Once the full Polkadot ledger was downloaded, we used a
MultiDiGraph object, de�ned in the PythonNetworkXlibrary,
to represent the Polkadot user-to-user transaction graphḠ =
(V; Ē) introduced in Section 3.1. While our dataset starts with
the genesis block, our analysis begins with block 1,205,128 be-
cause the “balance transfer” feature became operational after it.
The �rst column of Table 1 reports the size of̄G, whereG is
a preprocessed version of̄G that shares the same topological
statistics with it, as discussed later in Section 4.4. The Polkadot
transaction network includes over 2.2 million addresses and 8
million transactions, with more than 9 trillionDOTs transferred
among users.

The next step after buildinḡG is detecting addresses that be-
long to crypto exchanges. To do this, we �rst compute the de-
gree centrality ofḠ to spot the most in�uential nodes of the
network,i.e., accounts with the highest number of transactions.
This is because, given the particular nature of their core busi-
ness, exchanges are involved in many more transactions than
regular users, and we expect them to be among the most central
nodes of the network. Therefore, we examine the top central

11https://parachains.info/auctions/polkadot-1-5

Figure 3: Temporal distribution of the active nodes within the network. The to-
tal enrolled nodes are divided month-by-month into (light-grey) inactive, (dark-
grey) pre-existent and (mid-grey) novel. The exchange rate to US dollar (cf.
Fig. 2) is also superimposed for comparison.

nodes ofḠ to determine if they exhibit typical characteristics
of a crypto exchange. Speci�cally, for each of them, we an-
alyzed all the neighbors,i.e., nodes at distance one, to assess
how many of them are deposit addresses. For this task, we used
the detection methodology discussed in Section 3.2. At the end
of our analysis, we found that 41 out of the 60 most central
nodes on the Polkadot transaction graph belong to 33 di� erent
crypto exchanges, holding more than 800k addresses—38.82%
of all addresses in the Polkadot network, as reported in Table 1.
We stopped our analysis when we reached the 60th most central
node. This choice was motivated by the fact that, after the 50th
node, we identi�ed only minor exchanges, with transaction vol-
umes that were statistically insigni�cant for our study.

After identifying a set of addresses that behave like a central-
ized crypto exchange, we checked whether each of them was
already known to the Polkadot community. In particular, we
searched o� -chain data and we found in theSubscan blockchain
explorerthe identity of 17 exchanges in our dataset. We found
no o� -chain information on the identities of the remaining 16
exchanges. Therefore, we labeled them as “unknown”, with a
unique hexadecimal ID to di� erentiate them. Table 2 reports
the top 10 exchanges in our dataset, sorted by dimension,i.e.,
number of nodes, with their global and monthly statistics that
will be discussed in Section 5.

4.3. Exploiting temporal features of the transaction graphs

In order to capture the temporal nature of the graph and the
intrinsic evolution it undergoes, we hence derived a set of sub-
graphsḠ� ti of Ḡ accounting for the transactions occurring in
the time interval� ti = [ti ; ti+1), for ti 2 ft0; : : : ;tkg. Here, the
extremes of the time interval are constrained to the time period
of analysis,i.e. t0 = August 15th, 2020 (the actual timestamp
of the �rst mined block containing a transaction as described
in the Listing 1) andtk = October 19th, 2022 (the day after the
last block mined in our dataset). Do note that, as per the widest
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Table 2: Top 10 Largest Exchange Services (w.r.t. the number of nodes) with Corresponding Statistics

Exchange
name

Number
of main

addresses

Number of nodes
Inter-exchange transactions issued

number value [DOT]
global monthly active monthly new global monthly global monthly

Binance 2
195678 � = 13125.31 � = 7473.27 321722 � = 12233.73 620116608.00 � = 23679188.14

(22.29%) � = 6916.80 � = 4392.45 (19.16%) � = 8046.05 (37.32%) � = 15960532.82

Kraken.com 1
122263 � = 7640.23 � = 4683.19 311118 � = 11875.50 456932096.00 � = 17504677.15

(13.93%) � = 3943.08 � = 2728.14 (18.53%) � = 5839.91 (27.50%) � = 7518876.99

Coinbase.com 9
115178 � = 4612.65 � = 4396.15 269823 � = 10268.00 92455408.00 � = 3522222.55

(13.12%) � = 4671.66 � = 4524.58 (16.07%) � = 10223.65 (5.56%) � = 3663824.85

Kucoin.com 1
86065 � = 4269.35 � = 3283.54 146344 � = 5553.27 23823488.00 � = 882219.17

(9.80%) � = 3481.22 � = 2813.21 (8.71%) � = 4623.50 (1.43%) � = 547461.06

Unknown 1 1
66044 � = 3898.00 � = 2540.15 138718 � = 5335.31 12135886.00 � = 466749.89

(7.52%) � = 3929.57 � = 2629.63 (8.26%) � = 5480.80 (0.73%) � = 493752.30

Okx.com 1
40789 � = 2195.23 � = 1545.54 70031 � = 2647.23 92998136.00 � = 3557538.13

(4.65%) � = 2488.83 � = 2184.43 (4.17%) � = 2555.17 (5.60%) � = 2791930.58

Huobi.com 1
35672 � = 2613.77 � = 1360.19 66618 � = 2538.23 168555936.00 � = 6470344.69

(4.06%) � = 3194.16 � = 1125.49 (3.97%) � = 3047.22 (10.14%) � = 5992294.29

ChangeNow.io 1
31645 � = 1206.50 � = 1204.27 31654 � = 1204.62 1819636.62 � = 66503.15

(3.60%) � = 1172.28 � = 1171.56 (1.88%) � = 1171.93 (0.11%) � = 54899.52

Nexo 2
30681 � = 1631.19 � = 1172.23 49471 � = 1881.85 8417546.00 � = 320490.97

(3.49%) � = 2412.51 � = 2032.02 (2.95%) � = 2753.57 (0.51%) � = 481415.79

HitBTC 3
25420 � = 1018.62 � = 972.12 26328 � = 1006.54 2389175.25 � = 90179.16

(2.90%) � = 1088.44 � = 1004.20 (1.57%) � = 1108.88 (0.14%) � = 68242.11

other exch. 25
128521 � = 6408.38 � = 4833.38 247617 � = 9323.27 181924889.89 � = 6886937.02

(14.64%) � = 3142.48 � = 2667.04 (14.74%) � = 4002.02 (10.95%) � = 2975782.60

adopted de�nition of induced subgraph on a set of edges,Ḡ� ti

retains only the subset ofactivenodes within the time interval
� ti , i.e. no isolated vertex is present. For our analysis, ac-
knowledging di� erent re�nements ranging from one week to
one semester, we decided to consider a monthly split, hence
settingti , i 2 1; : : : ;k � 1, to the �rst day of each month from
September 2020 up to October 2022, yieldingk = 26 di� erent
subgraphs. Please note that the �rst and the last graphs are then
collecting data from 2 weeks instead. Nevertheless, this allows
a correct pairing between subgraphs and economical value data
presented in Fig. 2, as it can be seen in Fig. 3 where we re-
port, compared with the cryptocurrency trend, the number of
activeaccounts (the nodes involved in at least one transaction
in a given month,i.e. the order ofḠ� ti ) split into novel nodes
(i.e. enrolled in that given month) and already active nodes.
The monthly average number of active nodes and the monthly
average number and value of transactions can also be found in
Table 1, where we also report the corresponding standard de-
viation to be compared with the corresponding statistics in the
global graph.

4.4. Contraction of the Network

Given that the 33 exchange services spanned nearly the 40%
of the graph with more than 800k accounts (cf. Table 1), we de-
cided to contract the graph to better understand their in�uence
on the overall network.

We labeled all the accounts associated with these 33 ex-
change services (including their corresponding deposit ad-
dresses) with distinct colorsci = i with i = 1; : : : ;33 and we
assigned a special colorc = 0 to the remaining unclassi�ed ac-
counts. For convenience, we refer to these unclassi�ed accounts
as end-users (or simplyusers) throughout this paper. However,
it is important to clarify that these nodes represent a mix of

regular users, small exchanges that have not been identi�ed au-
tomatically, system users (e.g. validators, nominators, proxy
nodes, . . . ), and potentially other roles that have yet to be un-
covered. This leads to a coloring function de�ned as:


 : V ! f 0; : : : ;33g
v 7! c

(2)

Analyzing the
 -contracted graph as described in Section 3.3,
and retaining the order and the size of each cluster, as well as
the cardinality of the intra-cluster connections, provides three
key advantages:

Clustering of user accountsThe user accounts are naturally
clustered based on their interactions, with each cluster rep-
resented by a single node. This makes it easier to identify
users who interact exclusively with exchange services or
within small ensembles of users.

Compact the exchanges structureThe deposit addresses are
assimilated into their corresponding main addresses,
which simpli�es the exchange structures and highlights
their impact on the network in terms of coverage, connec-
tivity, and transaction volume.

Reduction in network size The network is reduced in size
while preserving the principal connectivity information
relevant for our analysis, resulting in a gain in compu-
tational e� ciency and simplifying its navigation without
a loss of sensitive information. rewIf from one side the
topological structure of the clusters is lost, on the other
side it is important to notice that the structure of the ex-
changes cluster is star-tailored, as per our detection tech-
nique; conversely, users clusters topology might be much
more complex, however the statistics of interest for this
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work (namely value circulating, external connectivity, . . . )
are preserved in the contracted version.

Within the rest of this paper, throughout the �gures meant
to capture the idiosyncratic features highlighted by our analy-
sis, we depict exchange-related statistics in blue, user-related
statistics in orange, and statistics related to both in green (user
to exchange) or purple (exchange to user) for consistency. We
recall that economic value related statistics,e.g. DOTto USD
exchange rate, are depicted in yellow.

With regard to the practical part of the work, to e� ciently
apply the contraction technique, we employed the greedy itera-
tive approach originally introduced in [65] and later expanded
in [64], where real-world applications and compelling bench-
marks are presented. Speci�cally, the results discussed in Sec-
tion 5 are obtained by using the publicly available12 C-lang
contraction framework with some adaptations in order to han-
dle the complexities of the cryptocurrency network; in fact, a
few enhancements are required for it to be practical for our use
case, including the handling of directed graphs and the inclu-
sion of the additional node and edge data like,e.g., the transac-
tion value.

The main characteristics of the transaction graph lie, in fact,
in the amount ofDOTs each transaction (i.e. the edges̄E of the
multigraph) moves from the sender to the recipient and when
such transaction is issued. Consequently, since the main scope
of the contraction procedure is reducing the total size of the
graph to make it more manageable, it is then natural to aggre-
gate all the transactions occurring from a given sender to a given
recipient in a single edge (eventually on a time basis). Hence,
givenḠ, we derive a simple di-graphG = (V; E), sharing the
vertex set withḠ and where edgese = (u; v) 2 E carry the ag-
gregated information of all the transactions occurring between
u andv in Ē. Hence, we equipped each edgee = (u; v) 2 E with
two pieces of information: a �oating point valuefu;v represent-
ing the total amount ofDOTs moved fromu to v and an integer
countercu;v of the number of transactions the edge represents
(this is dually used also for accumulating the amount of con-
tracted edges in the contraction procedure). In what follows,
we will refer to these values as�ux andmultiplicity of the edge
respectively. Temporal subgraphsḠ� t are processed following
the same approach, hence yielding the corresponding simple di-
graphsG� t = (V� t; E� t), where clearlyV� t � V andG itself can
be obtained as the aggregation ofG� ti , 8i, i.e. by summing the
�ux and the multiplicity of all the edges from the variousG� ti

insisting on the same couple of nodes.
This extension allows the framework to be applied to di-

rected graphs. Speci�cally, whenever the graph presents an
edge (u; v) 2 E but no corresponding inverse edge (v;u) < E, a
new edge with multiplicity 0 and unde�ned �ux is introduced.

Furthermore, it is also important to keep track of the �ux
and edge multiplicity within and inter clusters. Therefore, we
equipped each vertexv 2 V with three new statistics: along
with, as previously described, (i) an integer countercV

v (= 1)

12https://github.com/eOnofri04/GraphColorContraction

representing the number of aggregated nodes; and (ii) an in-
teger countercE

v (= 0) that tracks the number of intra-cluster
transactions; we also implemented (iii) a �oating-point value
fv(= 0) to capture the �ux circulating within the cluster. These
formally allows us to de�ne, for each vertexv0 2 V0 of the con-
tracted graph, corresponding to a color componentS � V, the
following measures:

cV
v0 =

X

v2S

cV
v ; (3)

cE
v0 =

X

v2S

cE
v +

X

u;v2S
s.t. (u;v)2E

cu;v ; (4)

fv0 =
X

v2S

fv +
X

u;v2S
s.t. (u;v)2E

fu;v ; (5)

and for each edgee0 2 E0 of the contracted graph, joining a
couple of colour componentsR;S � V:

ce0 =
X

u2R;v2S
s.t. (u;v)2E

cu;v ; (6)

fe0 =
X

u2R;v2S
s.t. (u;v)2E

fu;v ; (7)

where their de�nition holds both under
 -contraction and its
iterative form of� -contraction. The result of the procedure is
hence a graph.

Lastly, we implemented a mechanism that, for each nodev 2
V, explicitly records the clusterv0 2 V0 it belongs to.

5. Results and Discussion

In what follows, we introduce the results and the insights
obtained by analyzing the transaction graphsG andG� ti , 8i.
In particular, after analyzing some basic statistics, we devote
most of this section to the results yielded by the application of

 -contraction, provided the coloring
 obtained from the ex-
change clustering step, as in Equation (2). To guide the in-
terpretation of the results, we emphasize that exchange inter-
actions are not considered equivalent to speculative behavior.
Our analysis is exchange-centered: it characterizes the struc-
ture and dynamics of exchange-mediated money �ows, which
include speculation but may also re�ect di� erent and legitimate
operations,e.g., staking-related activities, operational transfers,
etc. Accordingly, we interpret the residual non-exchange ac-
tivity as an upper bound on genuine usage, as they may include
user-unrelated transactions,e.g., system operations, governance
activities, etc. Similarly, we consider the exchange-mediated
activity as an upper bound on speculation-related �ows, with-
out attributing intent to individual transactions.

5.1. General statistics

Before contracting the transaction graphs, it is useful to
check whether the global trend of the exchange and user ac-
count presence within the transaction data shows interesting
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Figure 4: Re�nement of Fig. 3 where nodes are divided between (blue) exchange and (orange) users. The cryptocurrency exchange rate, that is, theDOT quotation
in USD, is superimposed in yellow for further reference. Inactive nodes are not reported to highlight the correlation between active nodes and exchange rate.

�uctuations and/or behavior. Hence, we present in Fig. 4 a
re�nement of Fig. 3 where accounts are divided according to
the coloring provided in Equation (2). Here, we can see that
the monthly presence of active nodes within the graph (partic-
ularly concerning the novel enrollments of users, light orange
in the �gure) is strictly correlated with the economic trend of
the cryptocurrency. This behavior is clearly justi�ed by the fact
that more users are lured to use the cryptocurrency when its
value grows, and simultaneously, the cryptocurrency increases
in value as it is used more. However, it is also worth noticing
that exchange accounts are more volatile, meaning that they are
likely used for a short time only; this is further veri�ed by the
fact that less than 20% of them are involved in transactions after
one month from their enrollment, and the mean percentage of
old exchanges still active is� 30% only, compared to� 45%
for users.

Regarding the contraction procedure, to ease reading, we
recall that the order of the full graphG is n = 2:3 � 106

nodes, its size accounts form = 8:1 � 106 edges, and the to-
tal �ux being f = 9:2e + 9 DOT (see Table 1). Our modi-
�ed contraction algorithm converges toG=
 in three iterations,
taking less than 20 minutes on a Ryzen 5 5600X with 32GB
RAM desktop computer running Ubuntu 20.04 LTS. As a re-
sult, we obtain a contracted graphG0 = (V0; E0) = G=
 of order
n0 = 6:54� 105 � 3=10 � n and sizem0 = 9:4 � 105 � 1=10 � m.

Analogously, applying the contraction on the graphsG� ti , 8i
(which range in size between 23;912 and 412;417 nodes) we
obtain in a few minutes (usually< 10, no more than 50) just as
many contracted graphsG0� ti = G� ti =
 , providing a shrinkage
in size ranging from 49:92% up to 31:67% (compared with the
28:94% obtained in the complete graph, cf. Table 1).

5.2. Exchanges analysis
Within the complete graphG, the 33 exchange services con-

verge to a single node each, thus forming 33 nodes in the con-
tracted graphG0 —let us denote withE � V0 such set. Such
behavior is consistent throughout each month as well, where

we locate at most13 33 exchange nodes in the contracted graphs
G� ti (apart from the isolated vertices that were created during
the last days of the month and that connect to the main wallet
address at the beginning of the upcoming month); the only (neg-
ligible) anomaly being July 2021, where the threeHitBTCmain
wallets did not merge together, with two of them accounting for
just 2 and 9 nodes (1 and 8 transactions, respectively).

The presence of a single cluster per exchange service is not
surprising for exchanges featuring a single main wallet, such
asKraken.com, Kucoin.com, or Okx.com. However, it shows
that even exchange ecosystems distributed among multiple cen-
tral nodes, such asBinanceandCoinBase.comwho hold 2 and
8 main wallets, respectively (cf. Table 2), are strictly entan-
gled, with money transfers occurring within the di� erent central
nodes.

It is worth noting that, as shown in Figs. 5(a) and 6(a) re-
spectively, the total number of issued transactions within a very
same exchange,i.e.

P
v02E cE

v0, spans 12:05% of the total of
the network, corresponding to 7:54% of the total value (i.e.P

v02E fv0); such percentages are comparable with the monthly
statistics observed (cf. Figs. 5(b) and 6(b)), with a standard de-
viation of 1:88% and 2:11% respectively (data not shown for
conciseness, see Footnote 3).

To provide more details for these macro-clusters, in Table 2
(last macro-column) we show the statistics related to the trans-
actions within the ten largest exchange services, presented in
both global and monthly terms. A depiction of such data is also
provided in Fig. 7, which illustrates the distributions of intra-
exchange transactions, for ease of reference.

While it is expected that exchanges with multiple main ad-
dresses, such asCoinBase.com, would generate a large volume
of internal transactions, it is noteworthy that nearly two-thirds
of the internal transaction �ux is issued solely byBinanceand
Kraken.com. This underlines the signi�cant in�uence that a

13During some months not all exchange services are active.
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(a) (b)

Figure 5: Statistics of the inter- and intra-cluster interactions (divided between users and exchanges) in terms of total value moved (�ux),i.e. fu0;v0 and fv0. (a)
Distribution of the transactions withinG0. (b) Absolute value moved monthly in (millions of)DOTs,i.e. in G0� ti . Absolute values from(a) are rescaled and reported
as dashed lines in(b).

(a) (b)

Figure 6: Statistics of the inter- and intra-cluster interactions (divided between users and exchanges) in terms of number of transactions issued,i.e. cu0;v0 andcE
v0.

(a) Distribution of the transactions withinG0. (b) Absolute amount of (thousands of) transactions issued,i.e. in G0� ti . Corresponding absolute values from(a) are
rescaled and reported as dashed lines in(b).

(a) (b)

Figure 7: Distribution of the intra-cluster transactionsfv0; v0 2 E for the top ten exchanges in size (number of accounts). Bars are proportional to:(a) the number of
transactions; and,(b) the total transaction amount, as reported in Table 2.
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very few actors (i.e. the largest exchanges) have on the Polkadot
network, potentially dominating the trading activity (see also
[47] for a general discussion on this topic). Although the high
volume of intra-exchange transactions can be explained by the
typical �ow of currency from the deposit addresses to the ex-
change's main wallet(s), such activity might also suggest a po-
tential wash trading (or other not-so-lecit activities), warranting
further investigation in future research.

Even more striking is the fact that most exchange services
are directly inter-connected via multiple edges, as shown in
Fig. 8, which depicts the adjacency matrix of the sub-graph
spanned by the 33 exchange nodes. Do notice that this inter-
connectedness is signi�cant, as 18:10% of the total transaction
�ux—actually representing 20:85% of all the transactions—
is issued this way,i.e. via inter-exchanges transactions (see
again Fig. 5(a) and 6(a) for further details). Fig. 8 reveals that
some exchange “ecosystems” interact with nearly all other ex-
changes, withBinanceemerging as the dominant player, be-
ing involved in the vast majority of transactions. In contrast, a
player likeCoinbase.com, appears very active in terms of trans-
action volume, particularly withKraken.comandUnknown 1.
Nevertheless, as shown in Fig. 8, the actual amount ofDOTs
moved byCoinbase.comis minimal if compared to the �ux
managed by theBinance ecosystem. These inter-exchange
transactions might be driven by trading activities, where end-
users transferDOTs from one account on an exchange platform
to a di� erent account on a second exchange service. However,
these transactions might also re�ect direct interactions between
exchange services for various purposes, such as money lending
or other kinds of collaborations, which we intend to explore in
greater detail in future research.

Of particular interest in this regard, is the surprising fact
that the adjacency matrix representing the �ux ofDOTs moved
(Fig. 8) is nearly symmetrical,i.e. fu0;v0 � fv0;u0 with u0; v0 2 E,
as it can be seen in the interaction of,e.g., Binance–Huobi.com
(65M and 63MDOTs, 3.7% dissimilarity),Binance–Okx.com
(25M and 22MDOTs, 10.2% dissimilarity), orCoinbase.com–
Kraken.com(9M and 9MDOTs, 1.0% dissimilarity). More in
general, among the 423 couples of exchange services actually
interacting, more than 5% present a dissimilarity greater than
10%. Being such huge amounts so similar, further suggests
some form of collaboration among exchanges or coordination
among end users, which is worthy of attention and will be in-
vestigated in future work.

5.3. Transactions distribution
Fig. 5 also highlights one of the most interesting results of

our analysis: more than half (53:10%) of the total �ux is moved
from users to exchanges and vice versa, with a peak in �ux
moved this way in January 2021 presenting no major counter-
part in the inter-user transactions. This event is also particu-
larly interesting since it corresponds to the global maximum
�ux moved by (inter- and intra-) exchange transactions, also
acknowledging the widest gap betweenDOTs moved and trans-
actions issued (see Fig. 5(b)). This also suggests that the peak
in value achieved between March and April 2021 (reaching al-
most 40 USD perDOT, see Fig. 2 and successive superimpo-

sitions) is mostly ascribable to usage unrelated with the ordi-
nary user-user behavior. Conversely, di� erent conclusions can
be drawn for the second peak in value occurring on November
2021, where the total amount moved inDOTs is mainly related
to intra-user transactions, as can be seen in Fig. 5(b). At the
same time, a considerable amount of exchange-to-user transac-
tions is issued (see Fig. 6(b)), corroborating the large amount
of novel users enrolled in that month (cf. Fig. 4).

The latter event is however insu� cient to justify the global
trend distribution, actually accounting only for� 21% of inter-
user transactions (both in number and value). We also recall
that, within such 21% slice, also belong di� erent roles other
than end-users, as discussed at the beginning of Section 4.4,
actually lowering such amount to less than a �fth of the total.
Such an outcome lays the foundation of our conjecture that the
Polkadot cryptocurrency has been used, at the very least up to
September 2022, mainly for speculative investment.

5.4. Accounts distribution

Further evidence suggesting speculative behavior can be ex-
trapolated by analyzing the distribution of the accounts in the
original network w.r.t. their role. In particular, in Fig. 9 we
report user accounts segmented depending on the size of the
cluster they belongs to (i.e. the valuecV

v0 for the nodev0 2 V0nE
they are contracted to), along with the statistics for the exchange
services (cf. Table 2, re-normalized). Note that clusters of size
cV

v0 = 1 in G0 correspond to isolated vertices inG, while clus-
ters of sizecV

v0 = x in G0 are generally made of users inG who
potentially interact with up tox � 1 other users.

In particular, two main pieces of evidence arise: (i) at least
� 2=5 of then nodes of the network belong to the 33 exchanges
services detected; and, (ii) only� 1=4 of the n nodes belong
to potential end users that perform transactions with a signi�-
cant number of other end users. This last set of nodes is repre-
sented as a single nodeu? in G0, accounting forcV

u? = 568;823
nodes from the original networkG (41:11% of the users). In
fact, even though we classi�ed them as end users, the remain-
ing 35% of the nodes (58:89% of the users) interact with no
or little other nodes but exchanges—this fact suggesting that
our conservative estimates of the role of exchanges are indeed
a lower bound. The exact numbers and sizes of users clusters
from G0 are reported in Table 3 and plotted in Fig. 10 to high-
light their power-law tendency (both monthly and globally). In
particular, Fig. 10 shows that cluster size distribution is quite
homogeneous over time and that the larger clusters (in the range
100–421) are mostly formed by set of users interacting during
di� erent months. Furthermore, as shown in the same �gure
(right panel), it is interesting to notice that for each month a sin-
gle macro-cluster of users arises (but for Oct. 20, Apr. 21, Sept.
21 and Dec. 21 with two of them). Being composed by more
than 500 elements, these clusters are at least 20x larger than the
second largest cluster during each corresponding month, actu-
ally prompting a way to assess the evolution ofu? during time;
in fact, do note that all such 30 clusters eventually merge inu? ,
as there is no cluster larger than 421 elements in the �nal graph,
and formed color clusters can not split over time.
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Figure 8: Exchanges ecosystem mutual interactions within the contracted graph, represented as heatmap of the adjacency matrix. Each entryu0; v02 E represents
the total transaction amount (�ux)fu0;v0 moved from exchangeu0 to exchangev0. The heatmap is clipped to 17.5MDOT for the sake of readability; clipped values
are superimposed and top values are further highlighted in red.
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Table 3: Users Distribution (w.r.t. cluster sizes) with Corresponding Statistics

SizecV
v0 1 2 3 4–10 11–100 101–421 422–568822 568823

Number of clusters 533,308 99,824 15,006 5,930 337 7 0 1

Number of users
533,308 199,648 45,018 28,573 6,875 1,277 0 568,823

(38.55%) (14.43%) (3.25%) (2.07%) (0.50%) (0.09%) (0.0%) (41.11%)

In
tr

a-
cl

us
te

r
tr

an
sa

ct
.

number

tot –
137,147 47,771 42,986 17,670 1,994

–
1,485,582

(7.91%) (2.76%) (2.48%) (1.02%) (0.12%) (85.72%)

mean – 1.37 3.18 7.24 52.43 284.85 – 1,485,582.0

std – 1.00 2.80 14.89 165.89 299.64 – 0.0

thousands
of DOTs

[1e3DOT]

tot –
15,342.09 13,178.66 51,428.94 13,266.10 30.82

–
1,851,260.93

(0.79%) (0.68%) (2.64%) (0.68%) (0.00%) (95.20%)

mean – 0.15 0.88 8.67 39.37 4.40 – 1,851,260.93

std – 6.92 22.43 237.92 225.85 6.52 – 0.00

Figure 9: Distribution of the nodes in the original networkG. Exchanges are
segmented according to the number of nodescV

v0 each exchange servicev0 is
made of (see Table 2). Users are segmented depending on the sizecV

v0 of the
clusterv0 they belong to (see Table 3). Do note that users in `size 1' are isolated
w.r.t. other users (i.e. cV

v0 = 1) andu? is a single cluster made ofcV
u? = 568823

potential user accounts.

Figure 10: (Left panel) Distribution of the user clusters with respect to their size
(up to 500) in both the entire graph (cf. Table 3, crosses) and month by month
(DOTs); the monthly standard deviation is re-scaled by the number of months
to provide a better comparison w.r.t. the data from the global graph. (Right
panel) Single clusters accounting for more than 500 addresses (i.e. for which
cV

v0 > 500) are depicted scattered per month; such clusters de�nitely converge
to u? in the full graphG0.

16



Figure 11: Total (absolute) number of active nodes withinu? (columns) in
terms of months of enrollment (rows). Main diagonal implicitly represents
the total number of users enrolled within that speci�c month (cf. Fig. 4). The
heatmap is clipped to 40K active users for the sake of readability and the two
clipped values are superimposed. Dot exchange rate is overlapped as reference.

Further analyzing data from Table 3, it results that 38:55%
of the users never issued transactions with any other user. Such
a behavior suggests classifying such users as traders, with little
to no impact on the cryptocurrency ecosystem—at least as per
the objectives the cryptocurrency is meant to support. A similar
outcome can be inferred for most of the remaining 20:33% user
nodes not collapsing intou? , i.e. users belonging to clusters of
size ranging from 2 up to 421 users; in fact, less than 15% of the
transactions (corresponding to a mere 5% of the total �ux) can
be ascribed to those users. Furthermore, the high variability
in value (highlighted by the transaction value standard devia-
tion) suggests that either transactions are of ephemeral value,
or they are quite valuable, actually setting no common behavior
for such users.

5.5. Analysis of the u? macro-cluster

As described in the previous section, we can further provide
an upper bound on the number of e� ective users, consequently
only considering as highly e� ective the� 0:5 � 106 accounts
collapsing tou? in G0, i.e. � 1=4 of the original network.

However, again, such accounts could (probably) hide many
more roles than the e� ective �nal user (as intended per the ob-
jectives the cryptocurrency is meant to support). In order to
further advance the study of the behavior of such accounts, we
preliminarily analyzed their presence in the network during the
time period under analysis.

In particular, Fig. 11 shows, as a matrix heatmap, the ac-
tivity of the accounts during each month (x-axis), with respect
to the month of enrollment (y-axis). Here, the main diagonal
represents the number of users enrolled per month, which can
be easily compared both with the exchange rate trend (over-
lapped for the reader's convenience) and with the global trend
presented in Figs. 3 and 4. It is clear that most of the accounts
are hardly involved in any transaction outside of the month of

Figure 12: Monthly distribution of the novel-enrolled nodes that interact with
pre-existing nodes of the network (with respect to the total number of enrolled
nodes).

enrollment; even in the upcoming month, no more than 30% of
the accounts are still active (but for August 2020 and October
2021, data can be qualitatively inferred from 11, exact data can
be obtained from the repo, see Footnote 3) and in general less
than 5% of the accounts actually take part in transactions for
more than 5 months in total. It is worth noticing that some ac-
counts enrolled between January and November 2021 (� 2:5K
per month) continued to be active until November 2021; sud-
denly, at that point in time, most of them became inactive. At
the same time, a larger stack of novel accounts has been reg-
istered (mostly between October and November). This sudden
change con�rms that November 2021 is a cornerstone month
for the network and suggests a change of address for most of
those users. It also prompts that the peak in value reached dur-
ing those two months created a wave of old accounts brush-up.

Such pieces of information further jeopardize the e� ective-
ness ofu? as a set of �nal users only, actually prompting users
to either participate in transactions for a very limited amount of
time (hence, a set of smaller clusters should be considered in-
stead) or to use multiple chained accounts (which further lowers
the actual number of users involved in the crypto-project). The
�rst hypothesis, in particular, is further supported by the fact
that nodes inu? are poorly connected, with an average neigh-
borhood size of 5.6 accounts, a very large standard deviation of
� 300 accounts, and respectively 2, 8, and 18 as 50th, 95th, and
99th percentile. Furthermore, the interaction of novel accounts
with pre-existing clusters of the network is very limited when
compared with the corresponding value evaluated for all users
and for all exchanges, as shown in Fig. 12. This also suggests
that nodes withinu? behave as small clusters that are only later
merged into the macro-cluster via some large self-centered ad-
dress.

Finally, a qualitative representation of the interactions be-
tweenu? and the other clusters (i.e. the 33 exchanges, which
all interact with it) can be found in Fig. 13, that represents the
aggregated transaction from and to said exchanges as a chord
diagram,i.e. cv0;u? / fv0;u? andcu? ;v0=fu? ;v0 resp. forv0 2 E. Again,
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