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Abstract
Decentralized VPNs (dVPNs) are marketed as a flagship use case
of Decentralized Physical Infrastructure Networks (DePIN): a fully
decentralized, censorship-resistant alternative to traditional VPNs,
where users route traffic through a global pool of independently
operated exit nodes. However, despite claims of decentralization
and “military-grade privacy”, little is known in both the white and
the gray literature about the actual commercial dVPNs architecture,
their true level of decentralization, and what they are used for.
To fill these gaps, in this work, we present the first data-driven,
operator-centric study of commercial dVPNs. We deploy several
fully functional exit nodes worldwide on two prominent dVPN
platforms, Mysterium and Sentinel. Via such nodes, we collect
control-plane traffic, user traffic, and publicly available metadata
to assess what an honest-but-curious operator can infer about sys-
tems’ architecture, effective decentralization, and real-world usage.
Our findings challenge the dominant narrative. Architecturally,
both investigated dVPNs rely heavily on centralized orchestrators,
often hosted on a handful of Cloud providers. These components
constitute clear chokepoints, making the networks more fragile,
censorable, and way less decentralized than their branding sug-
gests. From a usage perspective, traffic relayed by our nodes is
dominated by mainstream, commercially oriented activities rather
than by censorship evasion or privacy-motivated uses. Overall, we
show that current commercial dVPNs inherit many centralized fea-
tures of traditional VPNs while shifting trust and liability onto a
heterogeneous, legally shaky, and largely untrusted operator base.
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• Networks→ Network privacy and anonymity; Topology anal-
ysis and generation; • Security and privacy→ Network security.
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1 Introduction
Decentralized Physical Infrastructure Networks (DePIN) have re-
cently emerged as a prominent Web3 paradigm where physical or
networked resources, such as storage, connectivity, and computa-
tion, are provided by a large number of independent participants
and coordinated via blockchain-based incentives [21]. Rather than
relying on a single operator, DePIN systems crowdsource infrastruc-
ture from volunteer residential nodes, semi-professional operators,
and commercial entities, using cryptographic tokens and smart con-
tracts to regulate participation, reward provisioning, and discourage
misbehavior [20]. This model aims to reduce reliance on central
points of failure and pave the way for truly decentralized networks,
promoting the sharing of unused resources and encouraging honest
participation through monetary incentives [37].

Within this landscape, Decentralized Virtual Private Networks
(dVPNs) are emerging as one of the most successful DePIN use
cases [4]. Commercial dVPNplatforms are advertised as next-genera-
tion, privacy-aware infrastructure, where users can route their
traffic through a heterogeneous network of exit nodes managed
by independent operators in exchange for cryptocurrency pay-
ments or micro-rewards [44]. Compared to conventional central-
ized Virtual Private Networks (VPNs), dVPNs claim several advan-
tages: (i) a fully decentralized and blockchain-based architecture;
(ii) censorship-free, due to the absence of a single corporate opera-
tor; and, (iii) the ability for anyone, including residential nodes, to
become an operator and monetize unused bandwidth.

Despite their rapid commercialization and aggressive market-
ing, our current empirical understanding of dVPNs is extremely
limited. The current ecosystem is dominated by proprietary solu-
tions, closed-source client and node software, and opaque control
infrastructures [4]. Publicly-released information emphasizes “fully
decentralized architectures”, “zero-log policies”, and “military-grade
security”, but offers few verifiable details on how these systems
are actually engineered and deployed. To date, there is no sys-
tematic, data-driven study of the architectural properties, effective
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decentralization, and real-world usage of commercial dVPNs com-
parable to the body of work that exists for traditional VPNs or for
other anonymity systems, e.g., Tor. As a result, users approaching
this technology must largely rely on unverified claims, e.g., about
censorship-resistant infrastructure and suitability for activists in
repressive environments [18, 32, 33, 41]. At the same time, the
DePIN/dVPN model raises several security and privacy concerns
rooted in their trust assumptions. By design, dVPNs, like any other
DePIN system, work under a trustless model: anyone can join as an
operator, and clients are not expected to trust individual nodes a
priori. Yet, from a network-security perspective, this implies that
exit-node operators are inherently untrusted entities who may be
malicious, compromised, or simply opportunistic. A dVPN exit node
sits at a powerful vantage point: it can observe traffic metadata,
perform traffic analysis, selectively interfere with connections, or
collude with external adversaries. Moreover, operators themselves
face non-trivial legal and security risks, as they may be held re-
sponsible for the traffic they relay, even though they do not control
its content [4]. Therefore, understanding what (private) informa-
tion such operators can realistically infer under honest-but-curious
behavior is essential to evaluating how safe it is for users to trust
such emerging infrastructure. These considerations motivate the
main research question (MRQ) driving this work:

MRQ: What can dVPN operators infer, solely from the network
traffic observable at their node(s), about the underlying system
architecture and real-world usage patterns?

In this work, we address the above question by conducting, to the
best of our knowledge, the first empirical measurement-based study
of commercial dVPNs. We selected the two most popular and eas-
ily accessible dVPN implementations, namely Mysterium [25] and
Sentinel [29], and we deployed a set of geographically distributed
exit nodes that participate in these networks as ordinary, fully func-
tional exit nodes. We leverage the operators’ privileged view within
the network to passively collect and analyze control-plane idle traf-
fic and data-plane user traffic relayed by our nodes, as well as public
information exposed by the analyzed providers through their APIs.
Contributions. Overall, we provide manifold contributions:
• We present, to the best of our knowledge, the first operator-
centric measurement study of commercial dVPNs.

• We release at [31] the first dataset of real-world dVPN traffic,
comprising over 1000 anonymized users’ sessions collected for
Mysterium and Sentinel through several exit nodes worldwide
over a four-week period.

• We provide an architectural analysis of these systems, uncover-
ing and quantifying their reliance on centralized coordination
and control infrastructures, and measuring the operators’ geo-
graphical and ownership distributions.

• We provide the first large-scale usage characterization of com-
mercial dVPNs from the viewpoint of an honest-but-curious node
operator. Our analysis shows that, by monitoring the traffic re-
layed through exit nodes, an operator can infer user behavior
from the observable service types and traffic patterns. The traffic
largely reflects mainstream, commercially oriented activities, re-
sembling conventional VPN usage rather than patterns linked to
political activism or censorship circumvention.

dVPN 
Infrastructure

dVPN 
Infrastructure

Operator

dVPN exit-node 
software

User
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 software

External 
Services
External 
Services
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Blockchain

Figure 1:High-level architecture of a commercial dVPN: users
run dVPN client software to establish encrypted tunnels to
exit nodes managed by independent operators. Both users
and operators interact with provider-controlled dVPN infras-
tructure servers over a separate control plane.

Overall, our work contributes to shedding a light on the dVPN
ecosystem, better informing users about the actual deployment
of such systems, how they are used in practice, and the higher
potential exposure of their privacy when trusting such services.
Roadmap. The remainder of this paper is organized as follows:
Sect. 2 introduces commercial dVPNs and discusses related work;
Sect. 3 presents the research objectives; Sect. 4 describes ourmethod-
ology; Sect. 5 reports our main results; Sect. 6 further discusses our
findings and their implications; and, Sect. 7 concludes the paper.

2 Background and Related Work
2.1 Preliminaries on dVPN
Decentralized Virtual Private Networks are a class of VPN-like sys-
tems in which traffic relay and exit functionalities are provided by a
distributed set of independent node operators, typically coordinated
and incentivized through a blockchain-based infrastructure [4].

As shown in Figure 1, users of a typical dVPN run a client that:
(i) discovers available exit nodes deployed by operators through a
provider-maintained directory or a smart-contract–backed registry;
(ii) selects one exit node based on advertised properties, such as
location, bandwidth, and price; and, (iii) establishes an encrypted
tunnel to that node. Exit nodes are managed by volunteers or semi-
professional “operators”, who contribute bandwidth and uptime
in exchange for token-based rewards or payments. The provider’s
control planemediates node registration, reputation, and settlement,
leaving the data plane (user traffic between the client and exit node)
to standard VPN tunneling protocols, e.g., Wireguard.

dVPNs share the basic goal of classical VPNs: protecting user
traffic on the access link by making it appear to originate from the
exit node’s IP address. However, they differ in two key aspects. First,
operation is decentralized: instead of a single provider running all
gateways, many independent entities host exit nodes, creating a het-
erogeneous and potentially large relay pool. Second, coordination
and incentives are on-chain: smart contracts and tokens are used to
register nodes, account for usage, and compensate operators. dVPNs
also differ from anonymity systems such as Tor and RESIP-style
proxy networks. Tor builds multi-hop circuits over a volunteer-
operated overlay, separating entry, middle, and exit relays to reduce
linkability between client IPs and destinations. Conversely, dVPNs
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typically use a single-hop tunnel between clients and exit nodes.
Similarly, RESIP proxies (and similar residential proxy networks)
outsource IP addresses and bandwidth to third parties but lack De-
PIN principles, e.g., a blockchain-based incentive and control layer.

In this work, we focus on commercial dVPN platforms explicitly
advertised as decentralized, token-incentivized, privacy preserving
tools. This landscape includes a diverse range of projects, each
employing uniquemechanisms to achieve decentralization, security,
and privacy. Notable projects include Mysterium Network [28],
Sentinel Network [30], Orchid [19], HOPR Network [27], Konnekt
AI VPN [43], and Deeper Network [26], among others.

2.2 Related Work
Decentralized VPNs have only recently attracted the attention of the
research community. To the best of our knowledge, the only contri-
bution investigating real-world dVPN providers is the one of Xiao et.
al. [44]. They studied dVPNs as a bandwidth marketplace, analyzing
three commercial platforms (including Mysterium and Sentinel) in
terms of throughput, latency, and pricing. They showed that dVPNs
can monetize spare residential bandwidth while offering perfor-
mance comparable to traditional VPNs. However, the focus of their
study is on economic and performance aspects. Our work is com-
plementary: we use real-world network traffic to characterize real-
world architecture, structural centralization, and usage patterns.

The commercial VPN ecosystem has been studied more exten-
sively. Khan et al. [17] performed an active measurement of 62
VPN providers, uncovering opaque ownership, inconsistent pri-
vacy claims, and security issues in client software and infrastruc-
ture. Other work investigated VPN-related traffic in terms of per-
formance [10], detection [12], and user motivations [6, 34]. Sim-
ilarly, several studies characterize user traffic in Tor. McCoy et
al [23], analyze Tor exit traffic and classify it by protocol. Sonntag
& Mayrhofer [38] provide a similar breakdown of exit traffic by
application and discuss malicious versus benign usage, while Kurtz
et al [8] clustered Tor browsing traces to “profile users” based on
visit distribution using unsupervised clustering. Although sharing
our same goal of characterizing traffic patterns and cluster behav-
iors, those results on Tor hardly map to emerging dVPNs, which
are characterized by different architectures and user incentives.

In parallel to dVPNs, residential proxy (RESIP) networks commer-
cialize user IPs and bandwidth [24]. Recent measurement studies
reveal their scale, abuse potential, and centralization in a small set
of brokers and infrastructure providers [5, 13, 16, 45]. Compared to
dVPNs, these systems share the idea of outsourcing exit functional-
ity to third parties. however, they are not marketed primarily as end-
user privacy tools and are typically analyzed from a detection and
abuse perspective. These studies on RESIP use a data collection cam-
paign similar to ours, leveraging data collected through (residential)
nodes deployed on purpose. However, differences in the network
architecture led to the formulation of different research questions
and threats. Instead, our work targets dVPNs that explicitly brand
themselves as a decentralized privacy-aware infrastructure, charac-
terizing a different user base. To the best of our knowledge, no previ-
ous papers have systematically investigated which information an
honest-but-curious operator can learn about the network architec-
ture, composition, and usage, motivating the analysis in this work.

3 Research Objectives
The main goal of this work is to investigate the commercial dVPN
ecosystem to shed light on their architecture and real-world usage.

To achieve our goal, we first aim to characterize the architecture
and effective decentralization of commercial dVPNs exploiting the
operator’s view into network activities. This is captured by RQ1:

RQ1: What can the network traffic passively collected by a
dVPN operator reveal about the underlying network architec-
ture and its effective decentralization?

Answering this requires examining two complementary aspects:
infrastructure-level decentralization and operator-level decentraliza-
tion. At the infrastructure level, traffic exchanged during idle pe-
riods and within the control plane can reveal coordination mech-
anisms, central services, and other structural dependencies; by
analyzing these components, and evaluating how the system be-
haves if they are disrupted, we assess whether the architecture
truly avoids single points of failure. At the operator level, provider-
side metadata such as node locations, hosting environments, and
the concentration of exit nodes among a few entities indicate how
diverse, independent, and resilient the operator ecosystem is. To-
gether, these observations show how decentralized the platform
actually is in practice and whether residual centralization may
undermine its security or trust assumptions.

Why an operator-centric view matters. Our focus on decen-
tralization follows naturally from an operator-centric threat model.
Assessing centralization is crucial because it reveals whether a sup-
posedly decentralized dVPN actually exposes architectural choke-
points that can be inferred from the operator-visible control-plane
traffic. This information is operationally valuable to adversarial
actors, e.g., malicious operators or rogue competitors, who may
deliberately target such centralized components, causing outages
or service degradation for users. Such an attack would be infeasible
in a truly decentralized system without choke points.

In addition, our goal is to characterize how dVPNs are used in
the wild based on exit-node traffic. To this aim, we formulate RQ2:

RQ2:What can network traffic passively collected by a dVPN
operator reveal about how commercial dVPN services are used
in the wild?

Addressing this question involves classifying operator-visible
flows into web service categories and extracting recurrent usage
archetypes by clustering per-session traffic features. This allows
us to investigate what an operator can learn about users’ behavior.
Understanding this is important because it helps to quantify how
much operators can observe and infer user behavior, providing
insight into potential privacy risks in dVPN services.

4 Methodology
To achieve our research objectives, we play the role of an honest-
but-curious exit-node operator who passively observes network
traffic at their node without modifying packets, actively interfering
with user traffic, or colluding with external entities. The operator
can access standard network-layer and transport-layer metadata,
e.g., IP headers, ports, flow statistics, and limited application-layer
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Figure 2: Overview of the researchmethodology, from service
selection to data collection, processing, and analysis.

information exposed in cleartext, e.g., DNS queries and Server Name
Indication, but it executes no payload inspection. Based on such
considerations, we adopt the multi-stage process summarized in
Fig. 2. We first select representative dVPN services, as described
in Sect. 4.1. We then deploy real commercial dVPN exit nodes to
passively collect network traffic in several regions worldwide (see
Sect. 4.2). Later, we take two complementary lines of analysis to
answer RQ1 and RQ2, respectively. For RQ1, we study what control
and data-plane traffic reveal about the architecture of the dVPN net-
work and its effective decentralization (Sect. 4.3). Here, we consider
that public APIs and advertised node information are up to date and
not strategically obfuscated. For RQ2, we analyze user-facing traffic
relayed by the nodes to characterize how the dVPN is used in the
wild, in terms of accessed services and emergent usage archetypes
(Sect. 4.4). We describe these phases in detail below.

4.1 dVPN Projects Selection
We first selected representative dVPN projects for our study, relying
on a systematic analysis of their relevant features, as summarized
in Table 1. We consider theMaturity and Accessibility of the project,
i.e., whether a project is operational and if it requires proprietary
hardware, Platform and Usability features, considering how and
where the service can be used, and Adherence to Decentralization
Principles, including the use of blockchain, the implementation of
token-based incentives to reward node operators, and permission-
less participation without mandatory subscription fees for node
hosting or service use. We considered three inclusion criteria for se-
lecting dVPNs. First, we considered only Production-Ready Services,
fully released and easily accessible to the general public, ensuring
that they can be reliably deployed and tested in a real-world setting.
We further focused on Software-Based Node Operation, i.e., services
that allow exit nodes to be operated on standard consumer-level
systems while also being compatible with both Cloud environments
(Virtual Private Servers (VPSs)) and more constrained Internet of
Things (IoT) devices. Finally, we only considered projects Aligned

Figure 3: Data collection infrastructure.

with Decentralization Principles, i.e., services built on a blockchain
with a token-based incentive model and not requiring mandatory
subscription fees for node hosting.

Filtering the available dVPN projects through such criteria led
to the exclusion of several prominent projects. For instance, De-
Orbit and Boring Protocol are no longer operational, while Deeper
Network and Cosmic Network rely on proprietary hardware, which
prevents the standardized, software-only deployment and analysis
required for this study. Hola VPN does not implement the founda-
tional blockchain and token-incentive model that is central to the
dVPN architecture, while MASQ VPN requires mandatory subscrip-
tion fees for node hosting, introducing a barrier to permissionless
entry. We also discarded Orchid (OXT) since, at the time of this
writing, it is not in a production-ready state that allows for straight-
forward and reliable node deployment by the general public. The
setup process is complex and not adequately documented for un-
skilled users, creating a barrier to entry into the network.

This systematic process identified Mysterium Network (MYST)
and Sentinel Network (DVPN) as the most suitable candidates for
this research. Both services are fully operational, support software-
based node deployment on both VPSs and IoT systems, and are
built upon robust, token-incentivized, blockchain-based models.

4.2 Data Collection
To provide the empirical foundation for this research, we designed a
data collection strategy divided into two main activities: (i) captur-
ing live network traffic from dVPN exit nodes; and, (ii) programmat-
ically scraping the public network Application Programming Inter-
faces (APIs) to gather structural data. To this end, we deployed our
own exit nodes on the two commercial dVPN networks under study.
These nodes operated as ordinary Mysterium and Sentinel exit
nodes, offering service without generating additional user traffic.
Network traffic capture: Our setup for capturing live network traf-
fic comprises both local and Cloud-hosted devices, as depicted in
Figure 3. The local setup consisted of two Raspberry Pi nodes, one
for Mysterium and one for Sentinel, hosted locally in Eindhoven,
Netherlands. This controlled environment was used to develop and
validate the core analysis methodologies and for the experiments
to answer RQ1 (Sect. 4.3). Addressing RQ2, instead, requires the
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Table 1: Feature comparison of prominent dVPN services.

Feature Mysterium Sentinel Orchid HOPR Konnekt Cosmic Hola Deeper MASQ

Maturity & Accessibility

Public Availability for Node Operation ✓ ✓ × × ✓ ✓ ✓ ✓ ✓
No Proprietary Hardware ✓ ✓ ✓ ✓ × × ✓ × ✓

Platform & Usability

Node Operation on Desktop ✓ ✓ ✓ ✓ × × ✓ × ✓
Node Operation on Mobile ✓ × × × ✓ × ✓ × ×
Client on Desktop ✓ ✓ × ✓ × ✓ ✓ × ✓
Client on Mobile ✓ ✓ ✓ × ✓ ✓ ✓ × ×
Decentralization Principles

Blockchain-based ✓ ✓ ✓ ✓ ✓ ✓ × ✓ ✓
Token/Crypto Incentives ✓ ✓ ✓ ✓ ✓ ✓ × ✓ ✓
No Subscription for Use ✓ ✓ ✓ × × × ✓ × ✓
No Subscription for Hosting ✓ ✓ ✓ ✓ ✓ ✓ ✓ ✓ ×

collection of a substantially larger dataset that captures, as much
as possible, the diversity in the client-base of the two services.
We therefore scaled up our local testbed by deploying a cloud-
hosted data collection infrastructure. Given practical deployment
constraints, mainly related to VPS costs and the non-trivial setup
efforts to satisfy provider onboarding requirements, we prioritized
geographic diversity over quantity, deploying nodes in strategically-
selected regions to maximize the heterogeneity of observed clients
and usege patterns. In particular, we deployed pairs of VPSs at four
different locations: St. Louis (USA), Sydney (Australia), Singapore
(Asia), and Portsmouth (UK). Each server ran the official node soft-
ware of one commercial dVPN (Mysterium or Sentinel), configured
according to the providers’ documentation and registered through
their standard onboarding workflows. Thus, our nodes behaved as
regular dVPN nodes participating in the providers’ infrastructures
and serving real user traffic, while passively recording the network
metadata that would be visible to an honest-but-curious operator.
Nodes were deployed in distinct geographical locations and au-
tonomous systems, selected so that they appeared as ordinary, pub-
licly reachable exit nodes in the providers’ node directories. To avoid
resource bottlenecks that could bias the observed traffic mix, each
VPS was provisioned with sufficient CPU, memory, and bandwidth
headroom compared to the typical load observed during the mea-
surement period. On every deployed node (both local and Cloud),
the command-line analyzer ‘tshark‘ was used to continuously cap-
ture all incoming and outgoing network traffic, saving the data into
distinct Packet Capture (PCAP) files for subsequent analysis.

Structural data scraping: During the measurement period, we col-
lected data from the public node directories and APIs exposed by
each dVPN provider. We queried each provider’s API at regular in-
tervals to retrieve the complete list of active nodes along with their
associated metadata. Specifically, we accessed discovery.mysterium.
network/api/v3/proposals for Mysterium and api.sentnodes.com/
v1/nodes for Sentinel. Each query provided information such as
node identifiers, geographic locations, and operator-related fields,
which we stored as periodic snapshots to track changes over time.

Datasets: The data collection yielded three distinct raw datasets:
• D1. This dataset was collected from the local testbed for both
Mysterium and Sentinel. It consists of control-plane and idle
data-plane traffic captured at our exit nodes while they were

idle, i.e., with no active user sessions. It is used to analyze the
coordination and control infrastructure (RQ1).

• D2. The dataset was collected by scraping the public network
APIs of Mysterium and Sentinel (see Sect. 4.3). It contains peri-
odic snapshots of the public node directories and related APIs
exposed by each dVPN provider. This dataset is used to analyze
the geographical and provider-level distribution of nodes (RQ1).

• D3. The dataset was collected over a continuous four-week period
from July 5𝑡ℎ , 2025, to August 2𝑛𝑑 , 2025. It consists of a series of
raw PCAP files captured from each of the ten deployed nodes (one
local and four Cloud locations for each of the two services). In
total, it returned 513 PCAP files, comprising 344.16 GB of network
traffic and over 647.2 million network packets. From the raw
pcap, we extracted 1679 distinct sessions from 424 different users,
across 38 countries (see Appendix C, Table 14, for a complete
breakdown of the collected traffic). This diversity of observed
traffic, in terms of both users and countries of origin, supports
the representativeness of our dataset with respect to the broad
user base of prominent dVPN services, making our D3 dataset
well suited for characterizing real-world usage patterns (RQ2).

4.3 RQ1: dVPN Decentralization
Infrastructure-level Decentralization. To assess the extent to
which the infrastructures of Mysterium and Sentinel are decentral-
ized, we analyze dataset D1, which captures the traffic visible to an
exit-node operator. Our goal is to determine what such an operator
can infer about the network infrastructure from passively observed
traffic. In particular, we investigate recurrent network peers that
interact with our nodes to coordinate network activities. From the
traffic inD1, we reconstruct the set of endpoints that systematically
interact with our nodes and infer their roles in the dVPN archi-
tecture, e.g., node directories, payment/accounting services, RPC
gateways. In detail, we distinguish coordination-related endpoints
from external actors, such as scraping bots, by examining connec-
tion patterns and traffic characteristics. Coordination endpoints
exhibit persistent, low-volume, often periodic exchanges of data; for
example, heartbeats, network updates, pricing, availability reports,
etc., are contacted by the node even in the absence of active user ses-
sions and are recurrent in all the exit nodes deployed in our testbed.
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We use the set of identified coordination endpoints to quantify
structural centralization in the dVPN infrastructure and, in par-
ticular, to assess its network resilience To this aim, we conduct
controlled IP blocking experiments on the local testbed to each
of the identified coordination endpoints to assess the operational
impact of disrupting the network coordination infrastructures. We
report the related experimental results in Sect.5.1.

Operator-level Decentralization. To complement the previ-
ous analysis, we also analyze the global distribution of dVPN nodes
across countries and providers using datasetD2. For every available
operator, we extract the “country” field and count the number of
nodes per country and continent. Moreover, we extract other useful
information depending on the data available from each API. For
Mysterium, we extract the “isp” field for each exit node and group
the nodes by their Internet Service Provider (ISP). For Sentinel, we
extract the “moniker” field, apply text normalization, e.g., lower-
casing, and use a substring matching algorithm to group similar
monikers that likely belong to the same large-scale operator. We
then evaluate structural centralization using two metrics:
Geographical Concentration considers node distribution per country
and continent; a large fraction of nodes concentrated in a small
number of countries or continents indicates potential centralization.
Provider Concentration considers the distribution of nodes across
operators. For Mysterium, a high percentage (> 50%) of the to-
tal node count being hosted by the top 10 ISPs is considered an
indicator of centralization. For Sentinel, a significant percentage
(> 50%) of nodes falling into a few large moniker-based groups
is considered evidence that the network is dominated by a small
number of large-scale operators.
Finally, we derive descriptive statistics and concentration indicators
that capture how dVPN capacity is distributed across locations and
infrastructure operators, assessing the extent to which nominally
decentralized dVPNs exhibit centralization at the deployment level.

4.4 RQ2: dVPN usage
To answer RQ2, we first preprocess the raw PCAP files in datasetD3
to allow for the extraction of service categories and client profiles.

Data Preprocessing. We preprocess the data in dataset D3
through the following steps: (a) identifying user sessions, (b) iso-
lating individual user sessions, and (c) extracting relevant network
conversations initiated on behalf of the user by the dVPN node.
Multiple users may connect simultaneously to one of our deployed
exit nodes. To identify and isolate individual user sessions within a
single PCAP file, we detect tunneling sessions based on WireGuard,
the standard VPN protocol used by both Mysterium and Sentinel.
For each client, we record the timestamps of the first and last ob-
served tunneled packets, which define the temporal boundaries of a
session.We then extract all network flows (TCP and UDP) occurring
within these boundaries to capture the user’s requests. For further
analysis, we consider only TCP conversations initiated by the IP
address of our deployed node. This filtering step is essential because
our research focuses specifically on the external services accessed
by the user through the node. By retaining only flows initiated by
the node, we isolate traffic that directly results from user requests
while discarding unsolicited incoming traffic or background noise
unrelated to the dVPN user session. The resulting dataset contains,

Table 2: Summary of theUser Profile Dataset (UPD): extracted
sessions and unique clients.

Provider Service / Location Sessions Clients

Mysterium

Mysterium VPN (Australia) 13 4
Mysterium VPN (Singapore) 15 4
Mysterium VPN (USA) 16 4
Mysterium VPN (UK) 25 4
Mysterium VPN (NL) 27 6

Mysterium Dark (Australia) 19 5
Mysterium Dark (Singapore) 23 6
Mysterium Dark (USA) 11 4
Mysterium Dark (UK) 27 9
Mysterium Dark (NL) 54 19

Sentinel

Sentinel VPN (Australia) 223 88
Sentinel VPN (Singapore) 167 69
Sentinel VPN (USA) 663 147
Sentinel VPN (UK) 183 84
Sentinel VPN (NL) 32 1

Total 1498 454

for each session, all user-initiated conversations with the following
metadata: the destination addresses requested by the end user, the
total bytes exchanged, a directional breakdown of traffic volumes,
and the overall flow duration.

Web Service Classification.We categorize user traffic by label-
ing each destination IP address with the corresponding web service
category. To this end, we first establish a structured classification
taxonomy for raw IP addresses and web service names. In particular,
we use the 88 website types defined in the URL classification taxon-
omy of Alphamountain [2], a well known web-classification service
widely used in academic studies [1, 39], and group them into 14
broader categories suited to our analysis. The resulting hierarchy
of 14 categories and their sub-categories is detailed in Appendix A.

Using this taxonomy, we perform web service classification. We
compile a comprehensive list of all unique destination web service
addresses contacted by users across all sessions in the dataset, and
we apply a categorization script that relies on Google’s Gemini
Large Language Model (LLM) for labeling [11]. For each destination
web service address, the script queries the LLM with the address
and the HTML content retrieved from its homepage (if available),
instructing it to assign the destination to one of the 88 predefined
categories of the taxonomy. Although LLMs are widely considered
as reliable tools for URL classification [35, 42], we performed a
quantitative validation based on a manually labeled sample to verify
the reliability of our labeling pipeline. We manually inspected 500
URLs (5% of the entire URL dataset), and compared the ground-truth
labels with the categories assigned by the LLM.We found the LLM’s
output to be largely consistent with human judgment: Gemini
achieved 92% accuracy at the top-category level, and 84.4% at the
sub-category level. The result of the classification is a structured
dataset, summarized in Table 2. It contains a comprehensive profile
for each unique client, detailing every destination they visited, the
assigned web service category, and the associated traffic metadata
for each interaction. In the remainder of the paper, we refer to this
dataset as the User Profile Dataset (UPD).

Clustering and User-Archetype Extraction. To identify com-
mon behavioral patterns among users, we explore multiple clus-
tering approaches, specifically K-Means [22] and DBSCAN [7],
together with different feature representations to evaluate which
combinations yielded meaningful groupings. As clustering is not
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the primary focus of this work, our aim was not to compare algo-
rithms exhaustively but to identify a configuration that produces
interpretable behavioral structures. The complete set of tested con-
figurations and their performance are summarized in Appendix B.

For this exploratory analysis, we represent each user session as
a feature vector at two levels of granularity. Coarse-grained fea-
tures characterize the high-level distribution of session activity:
for each of the 88 web service categories, we compute the pro-
portion of session bytes associated with that category, yielding an
88-dimensional vector. This proportional encoding normalizes for
session size and enables meaningful comparison across behaviors.
Fine-grained features extend this representation by adding, for each
category, an additional measure reflecting the balance of incoming
versus outgoing traffic, resulting in a 176-dimensional feature vec-
tor. Due to the high dimensionality of these representations, we
also apply PCA as an optional processing step, retaining compo-
nents that explain at least 95% of the variance. To choose reasonable
clustering parameters, we conducted a data-driven exploration of
hyperparameters (details in Appendix B). For configurations based
on K-Means, we estimate the number of clusters 𝑘 using Silhouette
Score analysis [36], selecting the value of 𝑘 that yields the highest
average score. After selecting the best-performing clustering con-
figuration, we interpret the resulting clusters to derive a set of user
archetypes. Here, an archetype corresponds to one or more clusters
whose traffic composition is coherent enough to represent a distinct
behavioral pattern; the archetype label is a human-readable descrip-
tion of the dominant traffic within that cluster. Our interpretation
process proceeds as follows. First, for each cluster, we aggregate
the traffic of all assigned sessions and compute a cluster profile that
captures the proportional contribution of each sub-category to the
cluster’s overall traffic. We identify the dominant characteristics
of this profile by extracting the top three sub-categories with the
highest traffic share. Next, we assess the internal coherence of each
cluster. Because K-Means assigns every session to a cluster, some
clusters may mix incompatible behaviors. To detect such cases, we
compare each session’s top three dominant sub-categories to the
cluster profile. If more than 30% of sessions differ substantially
from the cluster’s dominant pattern, we discarded the cluster as
too heterogeneous to represent a meaningful archetype. For each
validated cluster, we then assign an intuitive descriptive label (i.e.,
an archetype) based on its dominant categories. For example, a clus-
ter whose profile is dominated by Video/Multimedia and Content
Servers is labeled the Streamer archetype. The prevalence (number
of sessions) and membership (number of unique clients) of each
archetype are reported in the results. This structured process en-
sures that each archetype is directly derived from a coherent cluster
and reflects a meaningful, interpretable pattern of user behavior.

4.5 Ethical Considerations
The complete research plan for this work, including all data collec-
tion and handling procedures, was approved by the Ethical Review
Board (ERB) of the submitting institution, Eindhoven University of
Technology, under approval number ERB2025MCS10. We acted
only as passive observers of encrypted traffic at the exit node: we
did not decrypt payloads, inspect content, or attempt to identify
individual users. The principle of data minimization was strictly

followed. The analysis pipeline was designed to never inspect
the payload of user packets, and all analysis is based exclusively
on anonymized metadata, i.e., anonymized IP addresses, Domain
Name System (DNS) queries and traffic volumes. Raw source IP
addresses were discarded after initial processing, not permanently
stored, and not used in the final analyzes. All results, visualizations,
and conclusions presented in this paper are based on aggregated,
non-identifiable data. Consequently, we are not able to determine
whether any specific user engaged in illegal activity, nor do our data
collection procedures allow us to infer such content-level behavior.

5 Results
We present below our findings for RQ1 (Sect. 5.1) and RQ2 (Sect. 5.2).

5.1 RQ1: dVPN Decentralization
We first analyze the idle network traffic from the deployed nodes
to identify any recurrent, non-client-related communications that
could indicate the presence of centralized servers. Then, we setup
experiments to test any functional dependency on a coordination
infrastructure. Finally, we analyze the distribution of exit nodes
across deployment locations and operators.

Infrastructure-level Decentralization (Coordination End-
point Identification). To investigate the underlying infrastructure
ofMysterium and Sentinel, we conducted the experiments described
in Sect.4.3, aiming to identify recurrent, non-client-related commu-
nications that may indicate the presence of coordination endpoints.
Table 3 summarizes our main findings.

For Mysterium, we observed that the idle node under our con-
trol directed periodic operational traffic to a set of servers within
the mysterium.network domain. This traffic consists of a periodic
exchange of small TCP packets every 10 seconds. The web services
associated with these communications include discovery, hermes3,
location, and quality.mysterium.network. These findings suggest
that this group of servers constitutes Mysterium’s primary coor-
dination infrastructure, likely responsible for node registration,
health checks, and service discovery. For Sentinel, our analysis did
not reveal any Sentinel-branded domain. Instead, the idle node
maintained persistent, periodic communications with at least 11
distinct IP addresses, primarily hosted on the Linode cloud plat-
form. These heartbeat-like exchanges occur every 30 seconds and

Table 3: Recurrent idle-state (heartbeat) communications.

Service Metric Observation

Mysterium
Frequency Every 10 seconds.

Packet Exchange Node sends a TCP [PSH, ACK] (72 bytes); server
replies with [PSH, ACK] (72 bytes); node
acknowledges with [ACK] (66 bytes).

Infrastructure A set of 4 redundant IP addresses under the
mysterium.network domain.

Sentinel
Frequency Every 30 seconds, on a staggered schedule with

multiple servers.

Packet Exchange Server sends 4 TCP [PSH, ACK] packets (sizes 70-83
bytes); node replies with a single [ACK].
Occasionally replies with [PSH, ACK].

Infrastructure A pool of at most 11 redundant IP (Linode hosted)
and three operator-configured RPC servers,
possibly run by other users.
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Table 4: Definitions of server IP blocking experiments. The
real IP addresses of both Mysterium and Sentinel services
have been anonymized.
Service Exp. ID Blocked Target(s) Description

Mysterium

𝐸𝑀1 myst_IP_1 Single IP block.

𝐸𝑀2 myst_IP_2 Single IP block.

𝐸𝑀3 myst_IP_3 Single IP block.

𝐸𝑀4 myst_IP_4 Single IP block.

𝐸𝑀5 All 4 IP from
𝐸𝑀1 through 𝐸𝑀4

Simultaneously blocking all four IP.

Sentinel 𝐸𝑆1 sentinel_IP_1
sentinel_IP_2
sentinel_IP_3
sentinel_IP_4
sentinel_IP_5
sentinel_IP_6
sentinel_IP_7
sentinel_IP_8
sentinel_IP_9
sentinel_IP_10
sentinel_IP_11

Simultaneously blocking the entire pool of
11 identified Linode-hosted IP.

𝐸𝑆2 RPC.sentinel.co
RPC.trinityvalidator.com
RPC.sentinel.quokkastake.io

Blocking the RPC servers.

involved multiple servers simultaneously. This behavior suggests
that this pool of IP addresses forms Sentinel’s coordination infras-
tructure. We additionally observed a separate, persistent connection
to a user-configured RPC server, which we identify as another crit-
ical dependency for system operation.

The identification of these recurrent idle-state communications
has important implications for the trust and decentralization mod-
els of both services. The presence of a persistent “heartbeat” toward
a predefined set of servers demonstrates that neither network op-
erates as a purely peer-to-peer system for node discovery or health
monitoring.For Mysterium, the use of a single, company-controlled
domain (mysterium.network) suggests the centralization of criti-
cal system functions. For Sentinel, the coordination layer is more
opaque, distributed across multiple cloud-hosted IP addresses likely
managed by a single provider, while the additional dependency on
a third-party RPC server introduces further external trust assump-
tions. Overall, despite promoting fully decentralized architectures,
both services adopt hybrid designs that trade a degree of decentral-
ization for the practical requirements of network coordination.

Infrastructure-level Decentralization (NetworkResilience).
To assess the operational impact of these dependencies, we con-
ducted controlled experiments, selectively blocking specific IPs and
monitoring their effects on key functionality indicators. Table 4
outlines the experiments, and Table 5 summarizes the results.

ForMysterium, we first evaluated the impact of a complete infras-
tructure failure by simultaneously blocking all four primary coordi-
nation IPs (𝐸𝑀5). The effect was severe: the node failed to initialize
correctly, and its local interface reported a non-operational state.
As a result, the node was not visible to any client in the Mysterium
application, preventing the establishment of new connections. To
assess the network’s resilience, we performed additional blocking
experiments targeting each IP individually (𝐸𝑀1–𝐸𝑀4). Blocking any
single coordination IP produced no observable functionality impact,
indicating that the node’s failover mechanism operated as intended.

Table 5: Summary of disruption impact on network function-
ality. The icons indicate whether the tested functionality was
operational (✓) or disrupted (✗).
Functionality Indicator Mysterium Sentinel

𝐸𝑀1 𝐸𝑀2 𝐸𝑀3 𝐸𝑀4 𝐸𝑀5 𝐸𝑆1 𝐸𝑆2

Ongoing Session
Status

Active Connection State ✓ ✓ ✓ ✓ ✓ ✓ ✗

Data Transmission ✓ ✓ ✓ ✓ ✓ ✓ ✗

New Client
Connections

Established dVPN Tunnel ✓ ✓ ✓ ✓ ✗ ✓ ✗

Node Status Online on Operator-Side ✓ ✓ ✓ ✓ ✗ ✓ ✗

Visible to New Clients ✓ ✓ ✓ ✓ ✗ ✓ ✗

Table 6: Mysterium and Sentinel nodes by continent.

Mysterium Sentinel

Continent Nodes Share (%) Nodes Share (%)

Europe 9,352 50.2% 1,085 22.0%
Asia 5,160 27.7% 2,087 42.3%
North America 2,189 11.7% 1,288 26.1%
South America 1,006 5.4% 45 0.9%
Oceania 578 3.1% 83 1.7%
Africa 336 1.8% 247 5.0%
Unknown – – 102 2.1%

Total 18,631 100% 4,937 100%

For Sentinel, blocking all the 11 identified Linode-hosted coor-
dination IPs simultaneously (𝐸𝑆1) produced no measurable impact
on node or client functionality. Instead, blocking only the user-
configured RPC server (𝐸𝑆2) exposed a critical delay-failure depen-
dency. Though both the node and client initially appeared to operate
normally, the VPN tunnel collapsed silently after approx. two min-
utes. We confirmed this by observing the client’s public IP address
revert to its original, unprotected value, which halted all data trans-
mission through the dVPN tunnel. Subsequently, the node’s status
also degraded: it went offline from the operator’s perspective and
could not be successfully restarted until unblocking the RPC server.

These findings show that for bothMysterium and Sentinel, the co-
ordination infrastructure is essential for node bootstrapping and for
brokering new connections, but not for maintaining the data plane
of already established sessions. Mysterium’s tolerance to single-IP
failures indicates a robust failover design. However, its complete
failure when the entire mysterium.network domain is blocked high-
lights a strong dependency on this centralized entry point. Sen-
tinel’s resilience to blocking all 11 coordination IPs suggests a more
robust—and potentially dynamic—discovery mechanism. Neverthe-
less, its reliance on an external RPC server represents a significant
single point of failure. This dependency can also degrade the user
experience: the client application did not indicate that the tunnel
had collapsed, potentially giving users a false sense of security.

Operator-level Decentralization. To improve our understand-
ing of the structure of these user-operated networks, we analyzed
publicly available data from the Mysterium and Sentinel networks,
following the methodology in Sect.4.3. This analysis allowed us to
quantify indicators of structural centralization at both the geograph-
ical and provider levels. Table 6 reports data on the geographical
distribution of both networks. For Mysterium, we found that Eu-
rope is the overwhelmingly dominant continent, hosting 50.2% of
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Table 7: Top 10 ISPs by number of active Mysterium nodes.

ISP Name Node Count Network Share (%)

FiberPower LLC 933 5.0%
Maximum-Net LLC 756 4.1%
DigitalOcean LLC 721 3.9%
Claro NXT Telecomunicacoes Ltda 534 2.9%
M247 Europe SRL 478 2.6%
Oracle Corporation 397 2.1%
Atlas Networks Corporation 378 2.0%
DataCamp Limited 341 1.8%
Vietnam Posts and Telecoms 310 1.7%
Castro Telecom LLC 300 1.6%

Total 5,148 28%

Table 8: Top 10monikers by number of active Sentinel nodes.

Moniker Pattern Node Count Network Share (%)

HIVELLO-XYZ 3,236 65.5%
SUCHNODE- 467 9.4%
BUSURNODE- 157 3.2%
_PREMIUM_SERVICE_100G_NIBIRU 69 1.4%
DIAMOND- 61 1.2%
SENTINEL 61 1.2%
STARGATE- 23 0.5%
SPEEDNODE_ 18 0.4%
OG-PVP-NODE- 15 0.3%
BITVEIL dVPN # 12 0.2%

Total 4,119 83.4%

all nodes, with Asia (27.7%) and North America (11.7%) following.
The Sentinel network, instead, shows dominance by Asian nodes
(41.4%), with North America (26.1%) and Europe (22%) following
more closely than for Mysterium.

The highly centralized geographical distribution in both net-
works raises concerns about the potential influence that entities,
such as ISPs or large node operators, could exert on the ecosystem.
For this reason, we analyzed the distribution of nodes across ISPs
for Mysterium and operators for Sentinel, following the service-
specific methodologies outlined in Sect.4.3.

Although Mysterium shows clear geographical centralization
in Europe, the top five ISPs host only around 17% of its nodes. As
shown in Table 7, the top 10 ISPs serve 5,148 nodes (28%), and the
top 30 serve 8,172 nodes (44%). Notably, the presence of large com-
mercial hosting providers, such as DigitalOcean (721 nodes) and
Oracle Corporation (397 nodes), among the top 10 indicates that a
substantial fraction of the Mysterium network is operated from cen-
tralized data centers, despite the “home-based” nature of operators’
IP addresses advertised on the Mysterium VPN website [40]. Since
the Sentinel API does not provide information on ISPs, we instead
analyzed operator-chosen monikers (see Sect. 4.3) to estimate oper-
ator concentration. As shown in Table 8, the most frequent pattern,
“HIVELLO-XYZ”, appears in 3,236 monikers, representing 65.5% of
the entire network. The next most common patterns, “SUCHNODE-
” (467 nodes) and “BUSURNODE-” (157 nodes), correspond to known
large-scale node providers. The cumulative concentration is simi-
larly pronounced. The 10 most frequent moniker patterns together
account for 4,128 nodes, representing 83.4% of the entire network,
while extending this to the top 30 patterns increases the coverage
onlymarginally to approximately 86%. These results, combinedwith
the assumption that operators apply systematic naming schemes,
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Figure 4: Relative contribution of the top 3 web service cate-
gories to total data volume across all dVPN services.

indicate that a vast majority of the Sentinel network’s nodes are
controlled by a very small number of large-scale operators.

Key Findings: Network traffic collected by dVPN operators
reveals the reliance of Mysterium and Sentinel on centralized
orchestration services.
For Mysterium, blocking connection to all identified manage-
ment IPs simultaneously leads to service failure. Moreover,
despite the advertised “home-based” nature of the operator’s IP
addresses, a large portion of the Mysterium network is operated
from centralized data centers.
For Sentinel, blocking connection to the RPC server disables
the service, exposing users’ traffic in clear without warnings.
Moreover, a vast majority of the Sentinel network’s nodes is
controlled by a very small number of large-scale operators.

5.2 RQ2: dVPN usage
Wefirst establish a quantitative baseline of overall network usage by
identifying the dominant web service categories across the entire
collected dataset, reflecting the information that an honest-but-
curious operator could infer by observing the traffic. Then, we
present the results of our clustering analysis, identifying distinct
emerging user archetypes.

dVPN Usage Analysis. To identify the dominant web service
categories, we performed an aggregated statistical analysis on the
dataset D3 after preprocessing (see Sect. 4.4), summing up the total
traffic volume for each web service category. Figure 4 shows the
contributions of the most prominent categories, while a complete
breakdown of the web service categories can be found in Appen-
dix C, Table 11. The top-level category Technology emerges as the
largest one, constituting 49.5% of all traffic (66.48 GB). This is over-
whelmingly driven by theContent Servers sub-category, which alone
accounted for 51.42 GB, i.e., 38.3% of the total volume. The web-
services included in this category are typically hosted by generic
providers or Content Delivery Network (CDN), i.e., distributed in-
frastructures that cache and serve data on behalf of many unrelated
services. Therefore, the resulting traffic pool naturally mixes het-
erogeneous activities (web browsing, media delivery, API calls, soft-
ware updates, etc.) behind the same set of endpoints. However, this
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Table 9: Comparison of traffic distribution between Mys-
terium consumer services (Mysterium VPN and Mysterium
Dark) and Sentinel. Major differences are highlighted in bold.

Category Mysterium Sentinel

Vol. (GB) Vol. % Vol. (GB) Vol. %

Technology 17.91 47.2% 45.26 49.1%
Content Servers 13.41 35.3% 34.71 37.7%
Dynamic DNS 2.65 7.0% 4.16 4.5%

Entertainment 7.28 19.2% 16.10 17.5%
Video/Multimedia 6.81 7.9% 14.67 15.9%

Uncategorized 7.19 18.9% 14.80 16.1%
IP Address 7.17 18.9% 14.74 16.0%

Business 3.67 9.7% 5.81 6.3%
Ads/Analytics 3.43 9.0% 3.52 3.8%

Adult 0.32 0.4% 2.55 2.8%
Pornography 0.05 0.1% 2.06 2.2%

category does not include traffic to major platforms, such as Ama-
zon, Microsoft, Google, Apple, Netflix, Disney, Meta, etc., which are
assigned to the appropriate categories thanks to the branded CDN
domains used by big tech companies. As a result, the Content Servers
category primarily reflects a broad set of smaller and less promi-
nent web services that are not attributable to a single well-known
provider. The next most prominent categories are Entertainment at
17.5% (23.45 GB) and Uncategorized at 16.5% (22.16 GB). The Enter-
tainment traffic is almost entirely composed of Video/Multimedia
(21.55 GB), while the Uncategorized traffic consists primarily of
connections to unresolved IP Addresses (22.06 GB). We observe that
the sub-categories Content Servers, IP Address and Video/Multime-
dia together account for approximately 71% of all user traffic. The
remaining categories, such as Business (7.2%) and Online Interaction
(4.4%), form a long tail of less data-intensive activities.

These findings establish a clear quantitative baseline for overall
dVPN usage. The data demonstrate that, rather than being evenly
distributed, the traffic is highly concentrated in a few key categories.
The dominance of infrastructure-related categories, particularly
Content Servers, indicates that a substantial portion of dVPN traffic
is not interactive web browsing but rather includes the underlying
high-volume data transfers characteristic of modern web applica-
tions. Moreover, the prominence of the Video/Multimedia category
strongly suggests that media streaming is a primary usage pattern
for these services. Finally, the significant volume of Uncategorized
IP Address traffic highlights a notable limitation of metadata-based
analysis, indicating a substantial amount of activity that remains
opaque to standard classification techniques.

Mysterium Consumer Services vs. Sentinel Network. To
investigate whether the choice of dVPN provider correlates with
distinct usage patterns, we performed a comparative analysis be-
tween the consumer-facing services of Mysterium (Mysterium VPN
and Mysterium Dark) and the Sentinel network. Our comparison,
summarized in Table 9, reveals that the high-level traffic distri-
butions for the largest categories are broadly similar, while more
pronounced differences emerge in the smaller and more special-
ized categories. The Technology category was dominant for both
networks, accounting for 47.2% of Mysterium’s consumer traffic
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Figure 5: Distribution of user sessions across the 13 clusters
identified by the K-Means algorithm.

and 49.1% of Sentinel’s traffic. A similar pattern holds for the cate-
gories Entertainment and Uncategorized. Most pronounced quan-
titative differences appear in the smaller categories. We observed
that Mysterium’s traffic has a higher concentration in the Business
category (9.7%) compared to Sentinel’s (6.3%). This difference is
almost entirely driven by the sub-category Ads/Analytics, which
accounts for 9.0% of Mysterium’s traffic versus only 3.8% of Sen-
tinel’s. Conversely, Sentinel’s traffic contains a larger share of the
Adult category (2.8%) compared to Mysterium’s (0.4%).

These findings indicate that, while both platforms are used for a
similar mix of high-level activities, the specific nature of the services
accessed within those categories may differ. For instance, the higher
proportion of Ads/Analytics traffic on Mysterium suggests that it
may be more frequently used for commercial activities, e.g., ads
verification, click tracking, and anti-ad-fraud-detection services,
even in its consumer-facing services. In contrast, the larger share
of Adult traffic on Sentinel points towards a different user base.

User Archetypes. For the analysis, we use the clusters produced
by K-Means with 𝑘 = 13 and course-grained features, as our ex-
ploratory evaluation showed that this configuration offered the best
balance between performance and interpretability (see Appendix B).
The resulting clusters, summarized in Figure 5, exhibit a diverse and
uneven distribution of user behaviors. The 3D t-SNE and UMAP
visualizations in Figure 6 further show well-separated clusters, re-
flecting distinct usage patterns. Cluster sizes vary considerably: the
largest cluster (Cluster 9) contains 334 sessions, while the small-
est (Cluster 2) contains only 3, suggesting that some behavioral
patterns are far more prevalent than others.

Following the methodology outlined in Sect.4.4, we interpreted
the resulting clusters to derive a set of distinct user archetypes. For
each cluster, we aggregated the traffic of all assigned sessions to
compute its overall profile, capturing the proportional contribution
of each sub-category. This provides a concise view of the dominant
behavior represented by each archetype. Table 10 summarizes the
most prominent and clearly defined archetypes identified.

Most sessions are associated to streamers, i.e., users primarily en-
gaged in media consumption. Sessions belonging to this group are
characterized by a high volume of traffic directed to sub-categories
like Content Servers and Video/Multimedia. Cluster 5 is a prime ex-
ample, with Video/Multimedia accounting for 55.2% of its 29.33 GB
of traffic. Cluster 1, dominated by Content Servers (81.6%), also falls
into this category, representing the high volume of CDN traffic that
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(a) Visualization using t-SNE (b) Visualization using UMAP

Figure 6: Visualization of the final session clusters (k=13) us-
ing two different dimensionality reduction techniques. Both
plots show the separation of the identified user archetypes.

Table 10: Summary of identified user archetypes.

Archetype ID Sess. Defining Sub-Categories (by Bytes %)

Infrastructure User 6 270 Infrastructure/IOT (57.9%), Content Servers (25.6%)

Streamer 1 235 Content Servers (81.6%), Chat/IM/SMS (3.5%)
5 68 Video/Multimedia (55.2%), Content Servers (14.6%)

Unknown IP User 4 225 IP Address (69.5%), Content Servers (11.1%)

Advertiser/Analyst 0 93 Ads/Analytics (65.5%), Content Servers (14.9%)

Privacy-Focused 3 77 Anonymizers (72.1%), Shopping (14.2%)

Information Seeker 8 54 Search Engines/Portals (39.4%), Job Search (25.4%)

Web3 User 12 20 Alternative Currency (48.4%), Content Servers (14.6%)

Downloader 7 16 File Sharing/Storage (75.6%), Content Servers (5.9%)

Social User 2 3 Social Networking (75.6%), IP Address (12.5%)

underpins modern streaming. We also found many occurrences
of the Infrastructure User, defined by a high proportion of traffic
to sub-categories like Infrastructure/IoT and Content Servers, of-
ten in smaller, more frequent bursts. Cluster 6 is a clear example,
with its traffic dominated by Infrastructure/IoT (57.9%) and Con-
tent Servers (25.6%). This pattern suggests non-interactive, back-
ground processes like data synchronization or machine-to-machine
communication. All sessions associated with unclassified IPs are
grouped under the Unknown IP Users (69.5%). Cluster 4 exemplifies
this archetype, with traffic directed to services that cannot be eas-
ily categorized by domain name. This pattern suggests the usage
of peer-to-peer applications, custom business services, or emerg-
ing platforms that operate directly over IP and bypass traditional
DNS-based discovery. We also identify the Advertiser/Analyst, a
business-oriented archetype represented by Cluster 0 characterized
by a high volume of traffic to Ads/Analytics (65.5%) and its support-
ing Content Servers (14.9%), the Privacy-Focused User, characterized
by a very high concentration of traffic to a single, privacy-oriented
service category, and the Information Seeker, representing users
actively searching and consuming textual information. Less promi-
nent archetypes are theWeb3 User, representing users engaged in
the cryptocurrency and decentralized application ecosystem (e.g.,
Cluster 12, with nearly half of its traffic directed to the sub-category
Alternative Currency), the Downloader, represented by Cluster 7,

clearly defined by activities related to acquiring files, e.g. BitTor-
rent or direct large file transfers, and finally, the Social User, clearly
defined by its focus on online interaction (e.g., Cluster 2).

The identification of distinct archetypes demonstrates that the
dVPN user base is not monolithic but rather composed of several
groups with highly specialized collective usage patterns.

Key Findings: A substantial portion of dVPN traffic includes
the underlying high-volume data transfers characteristic of
modern web applications.
Media streaming emerges as a primary usage pattern for these
services, rather than patterns typically associated with political
activism or censorship circumvention.

6 Discussion
We summarize below our main findings and discuss their main
implications. We also summarize the main limitations of our work.

Structural Centralization of dVPNs. Our findings on struc-
tural centralization (Sect. 5.1) have important implications for the
robustness of dVPNs and the extent of the claimed user privacy.
In both analyzed networks, the connection between the client and
the exit node is point-to-point: traffic is relayed through a single
exit node, exposing the real IP address of the client to the operator.
This design places the exit-node operator in a privileged position: it
can link incoming client IPs to outgoing traffic destinations, under-
mining some of the anonymity expectations users may implicitly
associate with “decentralized” VPNs. Moreover, our experiments
prove that both services critically rely on their respective coordi-
nation infrastructures for core network functions, such as node
discovery, authentication/accounting, and session orchestration,
despite being marketed as fully decentralized networks. In this kind
of architecture, the dVPN provider also becomes a privacy-relevant
entity: through its centralized services, it can observe activities
between user and operator, potentially logging and correlating user
metadata, such as connection times, selected exit nodes, session
duration and volume, and payment identifiers. Even if such data
do not directly reveal payload content, they may enable user profil-
ing, especially when combined with external information or when
control-plane identifiers are stable over time. Finally, centralized
control-plane services create clear structural bottlenecks. Indeed,
they reduce reliability, as outages or misconfigurations in a few
services can affect large parts of the network. They also signifi-
cantly increase the networks’ exposure to detection, censorship,
and targeted blocking by adversaries capable of identifying and in-
terfering with central coordination endpoints. Thus, current dVPN
deployments inherit some centralized features of traditional VPNs,
while additionally shifting trust onto untrusted exit-node operators.

Limited Operators Distribution. The analysis of node distri-
bution and provider concentration (Sect. 5.1) also reveals limited
actual decentralization. The geographical concentration of Mys-
terium nodes in Europe and North America, as well as Sentinel
nodes in Southeast Asia and North America, indicates that both net-
works might be highly susceptible to regional events. A large-scale
Internet outage, a shift in government regulation, or a targeted
attack on the infrastructure within dominant regions could dispro-
portionately impact network availability and performance. At the
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same time, the provider and operator concentration indicates a cen-
tralization of power in the hands of a few entities. The stemming
example is that of Sentinel: a single moniker token, "HIVELLO",
a company that operates on multiple DePIN projects [14], is as-
sociated with the majority of nodes. This finding suggests that
the network is dominated by a very small number of large-scale,
professionalized node providers, not by thousands of independent
operators. Although the protocol itself may be decentralized, the re-
ality of its deployment indicates a de-facto centralization of power.

Usage of dVPN. The findings of our quantitative analysis of
user traffic (Sect. 5.2) challenge the common narrative that privacy-
enhancing technologies are primarily tools for political activism,
evading state surveillance, or committing cyber-crimes. Instead,
our data suggest that the dominant motivations for dVPN usage are
more practical and often commercial in nature, centered around ac-
cessing entertainment and leveraging Internet infrastructure. The
massive volume of traffic directed to Content Servers and other
Technology-related categories indicates that a significant portion of
dVPN usage consists of the underlying machine-to-machine traffic
characteristic of modern web applications. This suggests that users
are routing their entire application data flow through the network,
which is a more complex and data-intensive activity. The second
major driver of usage is clearly entertainment. The prominence of
the Video/Multimedia category shows that a substantial portion
of dVPN traffic is devoted to accessing streaming platforms. While
determining whether users are bypassing geo-restrictions would
require additional analysis, the scale of this traffic clearly highlights
media consumption as a central activity within the ecosystem. This
consideration is further strengthened by the relatively low volume
of traffic observed in categories such as News (0.2%) or Personal
Sites/Blogs (<0.1%), associated with political activism or censor-
ship circumvention. Thus, the typical dVPN user is more likely an
individual seeking access to a geo-blocked media library than a
journalist or activist evading state surveillance.

Mitigation Strategies. Our work highlights two major issues
affecting the current deployments of the flagship dVPN services
Mysterium and Sentinel. First, although being promoted as fully
decentralized, both rely on centralized orchestration components.
This introduces single points of failure and enables targeted block-
ing. To mitigate this dependency, dVPN providers could adopt fully
decentralized control-plane designs. A relevant direction is offered
by decentralized peer-discovery and coordination mechanisms used
in systems such as Bitcoin, which support resilient network for-
mation without relying on stable centralized coordinators [3, 9].
Second, our results show that dVPN nodes, operated by untrusted
and possibly malicious parties, can observe the IP address of clients
and their traffic, enabling user profiling. To mitigate this threat,
dVPN architectures could introduce multi-hop forwarding within
the network, ensuring that traffic traverses several independent
relays before reaching the destination. This approach is already im-
plemented by privacy-enhancing systems such as Tor, where multi-
layered routing substantially complicates traffic correlation attacks,
although it remains a recognized threat [15]. However, multi-hop
forwarding increases end-to-end latency, potentially degrading ser-
vice usability for latency-sensitive applications. Therefore, any such
modification must be carefully evaluated in real-world conditions
to balance privacy requirements against usability constraints.

Study Limitations. Our analysis focuses on Mysterium and
Sentinel dVPNs only. Although their user bases may not represent
the entire dVPN ecosystem, these dVPN projects are the ones most
easily accessible to low-skilled users. Our measurements rely on
traffic collected through five nodes per dVPN project. While this
does not constitute a large-scale deployment, we maximized the
geographical distribution of nodes to reduce correlations with re-
gional trends (see Appendix C for a complete breakdown of the
collected traffic). Nonetheless, the user base that connected to our
deployed nodes represents a non-random, self-selecting sample:
users with specific technical goals, geographical locations, or pref-
erences may have been more or less likely to choose our nodes. As a
result, our findings may vary under different deployment or tempo-
ral conditions, for example, when operating nodes in other regions
or observing traffic during a different time window. Our web service
classification methodology is limited by the inherent ambiguity of
modern web infrastructure. Distinguishing between primary ser-
vices and the CDNs they rely on remains a well-known challenge
beyond the scope of this work. In addition, we employed an LLM
for web-services classification; to assess potential misclassification
due to hallucinations, we validated the obtained classification on a
random sample (cf. Sect. 4.4). Finally, we collected data over four
weeks. Thus, our analysis might have skipped long-term trends
or seasonal variations. However, our measurements capture real-
istic usage patterns of two prominent dVPNs, and the reported
results provide robust, actionable insights into privacy risks and
observability properties of current dVPN services.

7 Conclusion
The rapid rise of dVPNs as a flagship use case of the DePIN par-
adigm conflicts with the lack of independent empirical evidence
supporting their strong decentralization and privacy claims. This
paper presented the first data-driven study of commercial dVPNs,
shedding light on their architecture, decentralization properties,
and usage patterns. We investigated what an honest-but-curious
exit-node operator can infer about commercial dVPNs solely from
the traffic observable at their node. We deployed fully functional
exit nodes on two prominent dVPN platforms and collected a com-
prehensive dataset comprising control-plane traffic, user traffic, and
publicly available metadata. Our analysis reveals that, despite mar-
keted as fully decentralized networks, both studied dVPNs exhibit
pronounced structural and geographical centralization. Moreover,
our results challenge the common narrative that dVPNs are primar-
ily tools for activism, censorship circumvention, or cybercrime, and
indicate that the dominant traffic consists of mainstream, commer-
cially oriented online activities. In summary, our study provides a
novel empirical baseline for evaluating the resilience of commercial
dVPNs, and a first glimpse into the real-world usage of these boom-
ing services, paving the way for more comprehensive analyses.

Acknowledgments
This work has been partially supported by the INTERSECT project,
Grant No. NWA.1162.18.301, funded by the Netherlands Organiza-
tion for Scientific Research (NWO). Any opinions, findings, conclu-
sions, or recommendations expressed in this work are those of the
author(s) and do not necessarily reflect the views of NWO.

12



From DePIN Hype to Operational Reality:
Assessing Centralization and Usage of Commercial dVPNs ASIA CCS ’26, June 01–05, 2026, Bangalore, India

References
[1] Bhupendra Acharya, Dario Lazzaro, Antonio Emanuele Cinà, and Thorsten Holz.

2025. Pirates of Charity: Exploring Donation-based Abuses in Social Media
Platforms. In Proceedings of the ACM on Web Conf. 2025 (Sydney NSW, Aus-
tralia) (WWW ’25). Association for Computing Machinery, New York, NY, USA,
3968–3981. doi:10.1145/3696410.3714634

[2] Alphamountain.ai. 2025. URL Category List. https://alphamountain.freshdesk.
com/support/solutions/articles/66000280079-a9-web-protection-categories-
grouped-. Accessed: [December 2025].

[3] Rainer Böhme, Nicolas Christin, Benjamin Edelman, and Tyler Moore. 2015. Bit-
coin: Economics, Technology, and Governance. Journal of Economic Perspectives
29, 2 (May 2015), 213–38. doi:10.1257/jep.29.2.213

[4] Maurantonio Caprolu, Simone Raponi, and Roberto Di Pietro. 2025. Sharing Is
(S)caring: Security and Privacy Issues in Decentralized Physical Infrastructure
Networks (DePIN). In Network and System Security. Springer Nature, 301–318.

[5] Elisa Chiapponi, Marc Dacier, and Olivier Thonnard. 2023. Inside Residential
IP Proxies: Lessons Learned from Large Measurement Campaigns. In 2023 IEEE
European Symposium on Security and Privacy Workshops (EuroS&PW). 501–512.
doi:10.1109/EuroSPW59978.2023.00062

[6] Agnieszka Dutkowska-Żuk, Austin Hounsel, AmyMorrill, Andre Xiong,Marshini
Chetty, and Nick Feamster. 2022. How and Why People Use Virtual Private
Networks. In 31st USENIX Security Symposium (USENIX Security 22). USENIX
Association, Boston, MA, 3451–3465. https://www.usenix.org/conference/
usenixsecurity22/presentation/dutkowska-zuk

[7] Martin Ester, Hans-Peter Kriegel, Joerg Sander, and Xiaowei Xu. 1996. A density-
based algorithm for discovering clusters in large spatial databases with noise.
In Proceedings of the Second Int. Conf. on Knowledge Discovery and Data Mining
(KDD-96). 226–231.

[8] Rafael Galvez, Marc Juarez, and Claudia Diaz. 2016. Profiling Tor Users with
Unsupervised Learning Techniques. In Int. Workshop on Inference and Privacy in
a Hyperconnected World ; Conf. date: 18-07-2016 Through 18-07-2016.

[9] Adem Efe Gencer, Soumya Basu, Ittay Eyal, Robbert van Renesse, and Emin Gün
Sirer. 2018. Decentralization in Bitcoin and Ethereum Networks. In Financial
Cryptography and Data Security: 22nd Int. Conference. Springer-Verlag, 439–457.
doi:10.1007/978-3-662-58387-6_24

[10] Antonio Francesco Gentile, Davide Macrì, Emilio Greco, and Peppino Fazio. 2024.
Overlay and Virtual Private Networks Security Performances Analysis with
Open Source Infrastructure Deployment. Future Internet 16, 8 (2024). doi:10.
3390/fi16080283

[11] Google. 2023. Gemini: A Family of Highly Capable Multimodal Models. https:
//ai.google.dev. Accessed: [December 2025].

[12] AlejandroGuerra-Manzanares,Maurantonio Caprolu, and Roberto Di Pietro. 2025.
A comprehensive review on machine learning-based VPN detection: Scenarios,
methods, and open challenges. Computer Science Review 58 (2025), 100781. doi:10.
1016/j.cosrev.2025.100781

[13] Akihiro Hanzawa and Hiroaki Kikuchi. 2020. Analysis on Malicious Residen-
tial Hosts Activities Exploited by Residential IP Proxy Services. In Information
Security Applications, Ilsun You (Ed.). Cham, 349–361.

[14] Hivello. 2025. Your Computer Just Got a Side Hustle. https://www.hivello.com.
Accessed: [2025].

[15] Aaron Johnson, Chris Wacek, Rob Jansen, Micah Sherr, and Paul Syverson. 2013.
Users get routed: Traffic correlation on Tor by realistic adversaries. In ACM
SIGSAC Conf. on Computer & Communications security. 337–348.

[16] Etienne Khan, Elisa Chiapponi, Martijn Verkleij, Anna Sperotto, Roland Van
Rijswijk-Deij, and Jeroen Van Der Ham-De Vos. 2024. A First Look at User-
Installed Residential Proxies From a Network Operator’s Perspective. In 2024
20th Int. Conf. on Network and Service Management (CNSM). 1–9. doi:10.23919/
CNSM62983.2024.10814519

[17] Mohammad Taha Khan, Joe DeBlasio, Geoffrey M. Voelker, Alex C. Snoeren,
Chris Kanich, and Narseo Vallina-Rodriguez. 2018. An Empirical Analysis of the
Commercial VPN Ecosystem. In Proceedings of the Internet Measurement Conf.
2018 (Boston, MA, USA) (IMC ’18). 443–456. doi:10.1145/3278532.3278570

[18] Armin Krishnan. 2020. Blockchain Empowers Social Resistance and Terrorism
Through Decentralized Autonomous Organizations. Journal of Strategic Security
13, 1 (2020), 41–58. https://www.jstor.org/stable/26907412

[19] Orchid Labs. 2025. Orchid: The Decentralized VPN. Whitepaper. https://www.
orchid.com/ Accessed: December 2025.

[20] Jinwen Liang, Jiannong Cao, Bo Yang, Dongbin Bai, Hongbo Liu, and Yinfeng
Cao. 2025. Decentralized Physical Infrastructure Networks: Backgrounds, Ar-
chitectures, Open Issues, and Case Studies. In 2025 IEEE Int. Conf. on Blockchain
(Blockchain). 65–72. doi:10.1109/Blockchain67634.2025.00018

[21] Zhibin Lin, Taotao Wang, Long Shi, Shengli Zhang, and Bin Cao. 2025. Decentral-
ized Physical Infrastructure Networks (DePIN): Challenges and Opportunities.
IEEE Network 39, 2 (2025), 91–99. doi:10.1109/MNET.2024.3487924

[22] James MacQueen. 1967. Some methods for classification and analysis of multivari-
ate observations. In Proceedings of the fifth Berkeley symposium on mathematical
statistics and probability, Vol. 1. University of California Press, 281–297.

[23] Damon McCoy, Kevin Bauer, Dirk Grunwald, Tadayoshi Kohno, and Douglas
Sicker. 2008. Shining Light in Dark Places: Understanding the Tor Network. In
Privacy Enhancing Technologies, Nikita Borisov and Ian Goldberg (Eds.). Springer
Berlin Heidelberg, Berlin, Heidelberg, 63–76.

[24] Xianghang Mi, Xuan Feng, Xiaojing Liao, Baojun Liu, XiaoFeng Wang, Feng
Qian, Zhou Li, Sumayah Alrwais, Limin Sun, and Ying Liu. 2019. Resident Evil:
Understanding Residential IP Proxy as a Dark Service. In 2019 IEEE Symposium
on Security and Privacy (SP). 1185–1201. doi:10.1109/SP.2019.00011

[25] Mysterium. 2017. Mysterium: Decentralized VPN Network. Whitepaper. https:
//www.allcryptowhitepapers.com/mysterium-whitepaper/

[26] Deeper Network. 2025. Deeper Network: A Blockchain-Based VPN. Whitepaper.
https://deeper.network/ Accessed: December 2025.

[27] HOPR Network. 2025. HOPR: Privacy-Preserving Transport Layer for Web3.
Whitepaper. https://hoprnet.org Accessed: December 2025.

[28] Mysterium Network. 2025. A protocol to break virtual barriers. Website. https:
//www.mysterium.network Accessed: December 2025.

[29] Sentinel Network. 2020. A blockchian framework for building decentralized
VPN applications. Whitepaper. https://docs.sentinel.co/assets/files/whitepaper-
513665f81a5d6c4b462e111926d26f57.pdf

[30] Sentinel Network. 2020. Sentinel: A Blockchain-Based dVPN Protocol. Whitepa-
per. https://sentinel.co/ Accessed: December 2025.

[31] Bartan Oren, Maurantonio Caprolu, Savio Sciancalepore, Nicola Zannone, and
Roberto Di Pietro. 2026. dVPN_dataset: A dataset of Decentralized VPN (dVPN)
traffic. https://github.com/ssciancalepore/dVPN_dataset. GitHub repository.

[32] George Phillips. 2025. Chelsea Manning-backed NymVPN launches
in bid to win the "censorship arms race". Online article on Tom’s
Guide. https://www.tomsguide.com/computing/vpns/chelsea-manning-backed-
nymvpn-launches-in-bid-to-win-the-censorship-arms-race Accessed: Decem-
ber 2025.

[33] Benjamin Powers. 2020. Decentralized VPN Sees Increased Use in Nigeria
Amid #EndSars Protests. Online article on Nasdaq, originally from Coin-
Desk. https://www.nasdaq.com/articles/decentralized-vpn-sees-increased-use-
in-nigeria-amid-endsars-protests-2020-11-02 Accessed: December 2025.

[34] Reethika Ramesh, Anjali Vyas, and Roya Ensafi. 2023. "All of them claim to be the
best": Multi-perspective study of VPN users and VPN providers. In 32nd USENIX
Security Symposium (USENIX Security 23). USENIX Association, Anaheim, CA,
5773–5789. https://www.usenix.org/conference/usenixsecurity23/presentation/
ramesh-vpn

[35] Fariza Rashid, Nishavi Ranaweera, Ben Doyle, and Suranga Seneviratne. 2025.
LLMs are one-shot URL classifiers and explainers. Computer Networks 258 (2025),
111004. doi:10.1016/j.comnet.2024.111004

[36] Peter J. Rousseeuw. 1987. Silhouettes: A graphical aid to the interpretation
and validation of cluster analysis. J. Comput. Appl. Math. 20 (1987), 53–65.
doi:10.1016/0377-0427(87)90125-7

[37] Jorge Soria Ruiz-Ogarrio, Jorge Moya Velasco, and Carlos Estévez-Mendoza.
2025. The road to decentralization: Optimal coverage on Decentralized Physical
Infrastructure Networks (DePIN). Finance Research Letters (2025), 109115. doi:10.
1016/j.frl.2025.109115

[38] Michael Sonntag and René Mayrhofer. 2017. Traffic Statistics of a High-
Bandwidth Tor Exit Node. In Proceedings of the 3rd Int. Conf. on Information
Systems Security and Privacy - ICISSP. INSTICC, SciTePress, 270–277. doi:10.5220/
0006124202700277

[39] Siyuan Tang, Eihal Alowaisheq, Xianghang Mi, Yi Chen, XiaoFeng Wang, and
Yanzhi Dou. 2024. Stealthy Peers: Understanding Security and Privacy Risks
of Peer-Assisted Video Streaming. In 2024 54th Annual IEEE/IFIP Int. Conf. on
Dependable Systems and Networks. 324–337. doi:10.1109/DSN58291.2024.00041

[40] UAB, MN Intelligence. 2024. Mysterium VPN. https://www.mysteriumvpn.com/.
Accessed: 2025-04-02.

[41] U.S. Int. Trade Commission. 2021. Foreign Censorship, Part 1: Policies and
Practices Affecting U.S. Businesses. USITC Publication 5244, Investigation No.
332-585, Report to the Senate Committee on Finance. https://www.usitc.gov/
publications/332/pub5244.pdf Corrected February 2022. Accessed: December
2025.

[42] Tamas Voros, Sean Paul Bergeron, and Konstantin Berlin. 2023. Web Content
Filtering Through Knowledge Distillation of Large Language Models . In 2023
IEEE Int. Conf. on Web Intelligence and Intelligent Agent Technology (WI-IAT). IEEE
Computer Society, Los Alamitos, CA, USA, 357–361. doi:10.1109/WI-IAT59888.
2023.00058

[43] Konnekt AI VPN. 2025. Konnekt: AI-Powered Decentralized VPN. Website.
https://www.konnektvpn.com Accessed: December 2025.

[44] Yunming Xiao, Matteo Varvello, and Aleksandar Kuzmanovic. 2022. Monetizing
Spare Bandwidth: The Case of Distributed VPNs. Proc. ACM Meas. Anal. Comput.
Syst. 6, 2, Article 33 (June 2022), 27 pages. doi:10.1145/3530899

[45] Mingshuo Yang, Yunnan Yu, Xianghang Mi, Shujun Tang, Shanqing Guo, Yilin
Li, Xiaofeng Zheng, and Haixin Duan. 2022. An Extensive Study of Residential
Proxies in China. In Proceedings of the 2022 ACM SIGSAC Conf. on Computer
and Communications Security (Los Angeles, CA, USA) (CCS ’22). 3049–3062.
doi:10.1145/3548606.3559377

13

https://doi.org/10.1145/3696410.3714634
https://alphamountain.freshdesk.com/support/solutions/articles/66000280079-a9-web-protection-categories-grouped-
https://alphamountain.freshdesk.com/support/solutions/articles/66000280079-a9-web-protection-categories-grouped-
https://alphamountain.freshdesk.com/support/solutions/articles/66000280079-a9-web-protection-categories-grouped-
https://doi.org/10.1257/jep.29.2.213
https://doi.org/10.1109/EuroSPW59978.2023.00062
https://www.usenix.org/conference/usenixsecurity22/presentation/dutkowska-zuk
https://www.usenix.org/conference/usenixsecurity22/presentation/dutkowska-zuk
https://doi.org/10.1007/978-3-662-58387-6_24
https://doi.org/10.3390/fi16080283
https://doi.org/10.3390/fi16080283
https://ai.google.dev
https://ai.google.dev
https://doi.org/10.1016/j.cosrev.2025.100781
https://doi.org/10.1016/j.cosrev.2025.100781
https://www.hivello.com
https://doi.org/10.23919/CNSM62983.2024.10814519
https://doi.org/10.23919/CNSM62983.2024.10814519
https://doi.org/10.1145/3278532.3278570
https://www.jstor.org/stable/26907412
https://www.orchid.com/
https://www.orchid.com/
https://doi.org/10.1109/Blockchain67634.2025.00018
https://doi.org/10.1109/MNET.2024.3487924
https://doi.org/10.1109/SP.2019.00011
https://www.allcryptowhitepapers.com/mysterium-whitepaper/
https://www.allcryptowhitepapers.com/mysterium-whitepaper/
https://deeper.network/
https://hoprnet.org
https://www.mysterium.network
https://www.mysterium.network
https://docs.sentinel.co/assets/files/whitepaper-513665f81a5d6c4b462e111926d26f57.pdf
https://docs.sentinel.co/assets/files/whitepaper-513665f81a5d6c4b462e111926d26f57.pdf
https://sentinel.co/
https://github.com/ssciancalepore/dVPN_dataset
https://www.tomsguide.com/computing/vpns/chelsea-manning-backed-nymvpn-launches-in-bid-to-win-the-censorship-arms-race
https://www.tomsguide.com/computing/vpns/chelsea-manning-backed-nymvpn-launches-in-bid-to-win-the-censorship-arms-race
https://www.nasdaq.com/articles/decentralized-vpn-sees-increased-use-in-nigeria-amid-endsars-protests-2020-11-02
https://www.nasdaq.com/articles/decentralized-vpn-sees-increased-use-in-nigeria-amid-endsars-protests-2020-11-02
https://www.usenix.org/conference/usenixsecurity23/presentation/ramesh-vpn
https://www.usenix.org/conference/usenixsecurity23/presentation/ramesh-vpn
https://doi.org/10.1016/j.comnet.2024.111004
https://doi.org/10.1016/0377-0427(87)90125-7
https://doi.org/10.1016/j.frl.2025.109115
https://doi.org/10.1016/j.frl.2025.109115
https://doi.org/10.5220/0006124202700277
https://doi.org/10.5220/0006124202700277
https://doi.org/10.1109/DSN58291.2024.00041
https://www.mysteriumvpn.com/
https://www.usitc.gov/publications/332/pub5244.pdf
https://www.usitc.gov/publications/332/pub5244.pdf
https://doi.org/10.1109/WI-IAT59888.2023.00058
https://doi.org/10.1109/WI-IAT59888.2023.00058
https://www.konnektvpn.com
https://doi.org/10.1145/3530899
https://doi.org/10.1145/3548606.3559377


ASIA CCS ’26, June 01–05, 2026, Bangalore, India Oren et al.

A Web Services Classification

Table 11: Complete list of web service categories.

Top-Level Cat-
egory

Sub-Categories

Adult Adult/Mature, Dating/Personals, Gambling, Lin-
gerie/Swimsuit, Mixed Content/Potentially Adult,
Nudity, Pornography, Sex Education

Business Ads/Analytics, Auctions/Classifieds, Brokerage/Trad-
ing, Business/Economy, Finance, Job Search, Mar-
keting/Merchandising, Real Estate, Restaurants/Food,
Shopping, Travel, Vehicles, Alternative Currency, Pro-
motional Compensation

Entertainment Arts/Culture, Audio, Entertainment, Games, Hob-
bies/Recreation, Humor/Comics, Media Sharing, Sports,
Video/Multimedia

File-related File Sharing/Storage, Peer-to-Peer (P2P), Software
Downloads

Health Abortion, Alcohol, Health, Tobacco

Information Education, News, Personal Sites/Blogs, Reference,
Search Engines/Portals, Translation

Online
Interaction Chat/IM/SMS, Digital Postcards, Email, Forums, Social

Networking, Telephony, Virtual Meetings

Potentially
Illegal Child Pornography/Abuse, Drugs/Controlled Sub-

stances, Hate/Discrimination, Marijuana, Piracy/Pla-
giarism, Violence

Security Risks Scam/Illegal/Unethical

Security Hacking, Information/Computer Security, Malicious,
Parked Site, Phishing, Potentially Unwanted Programs,
Anonymizers, Remote Access, Spam, Suspicious, Newly
Registered

Society /
Government Government/Legal, Alternative Ideology, Military,

Non-Profit/Advocacy, Politics/Opinion, Religion, Soci-
ety/Lifestyle, Weapons

Technology Content Servers, Hosting, Information Technology, In-
frastructure/IoT, Productivity Applications, URL Redi-
rect, AI/ML Applications, Dynamic DNS, Login/Chal-
lenge

Sensitive
Topics Extreme/Gruesome

For Kids For Kids

B Clustering Method Selection & Performance
The final set of algorithms and parameters selected for the quanti-
tative comparison is summarized in Table 12.

Table 12: Clustering configurations evaluated in this study

Feature Set Algorithm & Parameters

Coarse-grained

K-Means (k=13)
K-Means with PCA15 (k=11)
DBSCAN (min samples=5, eps=0.12)
DBSCAN with PCA15 (min samples=5, eps=0.1)
DBSCAN with PCA15 (min samples=30, eps=0.17)

Fine-grained

K-Means (k=16)
K-Means with PCA21 (k=9)
DBSCAN (min samples=5, eps=0.23)
DBSCAN with PCA21 (min samples=5, eps=0.17)
DBSCAN with PCA21 (min samples=42, eps=0.37)

B.1 Dimensionality Reduction
For configurations using dimensionality reduction, Principal Com-
ponent Analysis (PCA) was applied to both the coarse- and fine-
grained feature sets. As illustrated in figures 7 and 8, this resulted in
a dimensionality of 15 components for the coarse-grained features
and 21 components for the fine-grained features.
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Figure 7: Cumulative explained variance ratio as a function
of the number of principal components for coarse-grained
feature sets.
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Figure 8: Cumulative explained variance ratio as a function of
the number of principal components for fine-grained feature
sets.

B.2 Algorithm Parameter Selection
To ensure a robust clustering analysis, we conducted a systematic,
data-driven parameter selection process for each combination of
algorithm (K-Means, DBSCAN) and feature set (Coarse-grained,
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Fine-grained), both with and without dimensionality reduction.
The following sections detail this process, using the coarse-grained
feature set without PCA as a primary example to illustrate the
methodologies employed.

B.3 K-Means Clustering Parameter Selection
For the K-Means algorithm, we applied Silhouette Score analysis to
identify the optimal number of clusters (’k’). The analysis, summa-
rized in Figure 9, shows the average Silhouette Score for a range of
’k’ values between 1 and 80 for the coarse-grained feature set. The
score peaked at k=13 and was hence chosen for this feature set.
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Figure 9: Silhouette scores for determining the optimal num-
ber of clusters for K-means.

B.4 DBSCAN Clustering Parameter Selection
For the DBSCAN algorithm, we first set “minimum samples” to 5.
Then, we performed an iterative tuning process to find the optimal
“epsilon” (𝜖) that balanced the number of discovered clusters against
the number of noise points, as visualized in Figure 10. Based on
this analysis, an epsilon value of 0.09 was selected, as it represents
the best trade-off found between maximizing cluster discovery and
minimizing noise for the respective feature set.
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Figure 10: DBSCAN parameter tuning results for a ‘minimum
samples‘ of 5 across a range of epsilon (𝜖) values for coarse
grained features, showing the number of clusters and the
size of the noise group (gray).

B.5 Ground Truth Definition
Because no ground truth is available for the collected traffic, we
created two rule-based reference sets to evaluate how well dif-
ferent clustering configurations distinguish between behavioral
patterns. These reference sets do not represent “true” behavioral
labels; rather, they provide a systematic way to check whether a

Table 13: Clustering performance metrics

Feature Set Parameters Acc. Prec. Rec. F1

Coarse-grained K-Means (k=13) 95.04% 95.68% 94.34% 95%
K-Means(11)+PCA15 93.83% 96.40% 91.05% 94%
DBSCAN
(min=5, eps=0.12) 85.68% 99.86% 71.46% 83%

DBSCAN-PCA15
(min=5, eps=0.1) 81.94% 100% 63.89% 78%

DBSCAN-PCA15
(min=30, eps=0.17) 82.27% 99.91% 64.59% 78%

Fine-grained K-Means (k=16) 94.30% 97.44% 90.98% 94%
K-Means(9)+PCA16 92.95% 94.04% 91.70% 93%
DBSCAN
(min=5, eps=0.23) 86.67% 99.28% 73.88% 85%

DBSCAN-PCA21
(min=5, eps=0.17) 77.25% 99.80% 54.60% 71%

DBSCAN-PCA21
(min=42, eps=0.37) 78.14% 99.07% 456.81% 72%

clustering configuration preserves clear, automatically identifiable
similarities and differences between sessions. Importantly, this eval-
uation measures the separation of behaviors, not the fidelity with
which cluster profiles capture user behavior, and the reported scores
should therefore not be interpreted as absolute measures of clus-
tering accuracy. In this setup, the ground truth indicates whether
two sessions should be considered of the same type (must-link) or
different types (cannot-link), and the clustering prediction indicates
whether they fall into the same cluster.

The Coarse-Grained Ground Truth Set labels a session pair as
“must-link” if: (1) their top three dominant categories overlap sub-
stantially (Jaccard similarity ≥ 0.66), and (2) their proportional
contributions within the shared categories are highly similar (Co-
sine similarity ≥ 0.9). Pairs whose top three categories are disjoint
(Jaccard = 0) are labeled “cannot-link”. The Fine-Grained Ground
Truth Set uses the same criteria and adds a directionality constraint:
for each shared dominant category, the proportion of incoming traf-
fic must differ by no more than 0.15. A pair is labeled “cannot-link”
if it meets the coarse dissimilarity criterion or if it satisfies coarse
similarity but fails this additional directionality test, thereby captur-
ing finer behavioral distinctions. The coarse-grained set contains
6,948 must-link pairs, and the fine-grained set contains 2,806. We
balanced each set with an equal number of "cannot-link" pairs and
evaluated the final clustering output against their corresponding
ground truth sets.

B.6 Comparison & Evaluation
Each clustering configuration was then evaluated against its corre-
sponding ground truth set. The performance of each configuration,
measured by pairwise accuracy, precision, recall, and F1-score, is
presented in Table 13. Our results clearly indicate that the K-Means
algorithm applied to the coarse-grained feature set, with k=13,
was the best-performing configuration. It achieved the highest F1-
Score of 95%, demonstrating an excellent balance between precision
(95.68%) and recall (94.34%). Therefore, this model was selected for
the final definition and analysis of user archetypes.
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C Additional Statistics on the Collected traffic
In this section, we provide more statistics on the collected dataset
and its classification. In particular, Table 14 provides a complete
geographical breakdown of our dataset D3, with full details of the
number of clients and sessions divided by country of origin. Then,
Table 11 shows the breakdown of the URL categorization in terms
of data and duration.

Table 14: Breakdown by country in terms of traffic volume,
number of clients, and number of sessions.

Country Volume
(MB)

Number of
Clients

Number of
Sessions

Nigeria 40966.54 155 242
Germany 26073.89 20 230
Indonesia 17046.52 4 35
United States 14566.01 20 475
Mexico 9672.24 1 47
Netherlands 6038.99 3 7
Singapore 6020.71 4 246
Papua New
Guinea

5272.96 6 65

South Korea 1910.77 1 10
United Arab
Emirates

1217.02 3 4

Pakistan 890.03 10 12
Iran 835.48 55 66
Finland 728.33 2 26
India 530.51 9 10
China 525.64 25 27
France 447.29 2 3
Canada 370.25 1 1
Belarus 275.45 1 3
Myanmar 253.55 7 7
Poland 186.40 1 1
Ghana 141.22 8 10
Romania 105.89 13 64
Vietnam 101.28 3 4
Turkiye 51.86 1 2
Saudi Arabia 51.50 1 2
Sweden 26.40 5 5
Russia 24.94 47 58
Bangladesh 17.29 3 3
Hungary 12.30 1 1
Jamaica 7.16 1 1
Brazil 2.96 1 1
Ukraine 2.94 3 3
Egypt 2.02 2 2
Cameroon 1.95 1 1
Venezuela 1.76 1 1
Hong Kong 1.07 1 2
Algeria 0.00 1 1
United Kingdom 0.00 1 1

Total 134.38 GB 424 1679

Table 15: Complete Breakdown of Web Service Categories

Service Category Total Data (GB) Total Duration (hrs)

Content Servers 51.42 31927.95
IP Address 22.06 5717.61
Video/Multimedia 21.55 3883.34
Ads/Analytics 6.98 17974.89
Dynamic DNS 6.81 2706.05
Infrastructure/IOT 5.64 14387.20
Chat/IM/SMS 4.77 5264.22
Pornography 2.11 38.85
Alternative Currency 1.94 1027.22
Software Downloads 1.20 948.47
Productivity Applications 1.08 1148.74
Social Networking 0.90 6060.24
File Sharing/Storage 0.81 183.68
Media Sharing 0.79 927.25
Audio 0.69 566.92
Anonymizers 0.56 1283.34
Hosting 0.47 3313.98
Login/Challenge 0.45 1670.81
Games 0.41 979.46
Parked Site 0.40 1070.26
Information Technology 0.35 3104.81
Adult/Mature 0.26 4.20
Search Engines/Portals 0.25 2067.43
Shopping 0.23 2076.10
News 0.23 566.35
AI/ML Applications 0.22 1475.31
Information/Computer Security 0.22 1563.45
Email 0.18 930.22
Dating/Personals 0.16 155.64
Gambling 0.16 76.85
Marketing/Merchandising 0.14 571.93
Education 0.12 222.16
Vehicles 0.12 555.62
Other 0.09 112.13
Finance 0.08 611.48
Reference 0.06 360.04
Government/Legal 0.05 126.41
Promotional Compensation 0.05 225.07
Job Search 0.04 1617.29
Business/Economy 0.04 599.33
Telephony 0.04 61.38
URL Redirect 0.03 278.87
Auctions/Classifieds 0.03 184.90
Remote Access 0.03 59.74
Brokerage/Trading 0.03 72.55
Health 0.02 46.71
Entertainment 0.02 353.11
Politics/Opinion 0.01 0.57
Non-Profit/Advocacy 0.01 22.51
Religion <0.01 5.00
Translation <0.01 77.21
Weapons <0.01 0.05
Personal Sites/Blogs <0.01 82.38
Peer-to-Peer (P2P) <0.01 49.62
Travel <0.01 254.45
Phishing <0.01 0.02
Forums <0.01 1.61
Real Estate <0.01 426.37
Alcohol <0.01 0.02
Hacking <0.01 0.19
Virtual Meetings <0.01 0.61
Society/Lifestyle <0.01 0.38
Sports <0.01 0.17
Scam/Illegal/Unethical <0.01 0.64
Piracy/Plagiarism <0.01 4.44
Suspicious <0.01 5.41
Hobbies/Recreation <0.01 0.15
Marijuana <0.01 0.05
Nudity <0.01 0.02
Newly Registered <0.01 0.09
Restaurants/Food <0.01 0.11
Mixed Content/Potentially Adult <0.01 0.09
Sex Education <0.01 0.16
Digital Postcards <0.01 0.00
Humor/Comics <0.01 0.03
Drugs/Controlled Substances <0.01 0.01
Arts/Culture <0.01 0.00
Spam <0.01 0.05
Malicious <0.01 0.00
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