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Abstract—Proof-of-Stake (PoS) has emerged as a leading con-
sensus mechanism in blockchain systems, offering efficiency and
sustainability compared to Proof-of-Work. Within this paradigm,
representative-based schemes, such as Delegated and Nominated
PoS (NPoS), extend participation by allowing token holders to
entrust their stakes to validators. While designed to enhance
inclusiveness and fairness, no study has focused on verifying
whether these mechanisms prevent centralization in practice.

This paper fills the cited gap by introducing a general
methodology to model representative-based PoS systems into a
graph and analyze staking relations between participants. This
representation captures the interactions between validators and
nominators, and provides the foundation for a set of novel metrics
we designed to assess centralization in block production.

To show the viability of the proposed framework, we apply
it to the Polkadot network, one of the most prominent imple-
mentations of Nominated PoS. Our empirical analysis, spanning
from the Polkadot genesis (October 2020) to April 2025, reveals
limited validator turnover, mixed nomination behaviors with a
substantial share consistently supporting the same validators, and
a sharp concentration of nomination power in the hands of a few.

These findings highlight that the NPoS block production
process can exhibit structural tendencies toward centralization,
emphasizing the need for constant empirical monitoring and
refinement of incentives and policies in the PoS ecosystem.

Index Terms—Proof of Stake, Nominated Proof of Stake,
Graph Analysis, Temporal Graph, Decentralization, Fairness,
Metrics, Polkadot.

I. INTRODUCTION

Consensus algorithms are at the heart of blockchain sys-
tems, ensuring that a distributed network of participants can
agree on a single version of the ledger without relying on a
centralized authority [1]. Over the years, different approaches
have been developed, each with distinct scalability, security,
and efficiency trade-offs [2]. Proof of Work [3], the pioneering
solution, has proven resilient but comes with high energy costs
and limited throughput [4]. More recently, Proof of Stake
(PoS) has emerged as a compelling alternative, offering the
promise of security while consuming less energy and providing
faster block finality [5].

In PoS, validators are selected to produce and finalize
blocks based on the amount of cryptocurrency they lock
as stake. This design ties security to economic incentives:
misbehaving is penalized by losing the contributed stake, while
protocol-abiding contributors are rewarded [6]. By removing
the need for energy-intensive mining, PoS significantly im-
proves sustainability and lowers the barriers to participation.
Its adoption by major platforms, such as Ethereum [7], Car-
dano [8], and Algorand [9], demonstrates its growing relevance
and maturity in practice. Beyond standard PoS, several systems

have introduced further mechanisms to make participation
more inclusive. In particular, representative-based systems
have recently emerged, allowing token holders to delegate their
voting power to representatives [10]—notable examples are the
Delegated Proof of Stake (DPoS), implemented in frameworks
like EOS [11] and TRON. Polkadot’s Nominated Proof of
Stake (NPoS) extends this idea by letting nominators support
multiple validators simultaneously [12]. This design is meant
to trade off efficiency for fairness, broadening participation
while securing the network through the committed stake [13].

Despite its elegant design, an open question remains: how
well do the theoretical principles of representative-based PoS
are reflected in practice? Indeed, while protocols aim to fairly
distribute stake across validators and avoid centralization, their
effectiveness must also be validated empirically. For instance,
understanding whether nomination power is broadly shared or
concentrated in the hands of a few is critical, as it directly
impacts the network’s security and inclusiveness. The main
research question driving our investigation is the following:

To what extent does centralization occur in the
block creation process of a representative-based PoS
system?

We addressed this gap by presenting a general data-driven
methodology to assess representative-based PoS, evaluating
whether its decentralization promises are achieved in practice.
To show the quality and viability of our methodology, we
present a case study grounded on Polkadot, one of the pioneer-
ing and most promising representative-based PoS networks in
the market. In particular, we are interested in assessing the
degree of concentration of power in block production under
a representative-based PoS scheme. Indeed, while representa-
tives may increase efficiency, they could also become hubs of
influence, leading to centralization risks. Our detailed analysis
experimentally explores whether a real-world representative-
based PoS implementation effectively mitigates or exacerbates
this issue—providing a few answers as well as generating
further research questions.
Contributions. Our main contributions are as follows:

• We modeled the staking protocol of a generic
representative-based PoS system as a sequence of
(weighted) directed graphs.

• We propose novel metrics to assess the performance
of a representative-based PoS system with respect to
fundamental properties of the block production process,
such as decentralization and fairness.

• We applied our methodology to the Polkadot network,
presenting several insights and findings.
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• We release our dataset and entire codebase, enabling full
reproducibility and extension of our work [14].

II. RELATED WORK

As one of the major consensus protocols, Proof-of-Stake
has drawn significant attention from both academia and in-
dustry. By tying validator selection to participants’ tokens,
PoS makes the distribution and evolution of stake central
to system security and fairness [15]. As a result, numerous
studies have examined staking dynamics and their implications
for decentralization.

Stütz et al. [16] investigated how stake distribution evolves
over time in cryptocurrency ledgers, addressing the “stake
distribution lag” inherent in PoS protocols. They found that
stake shift grows sublinearly as the lag increases, and that hard
forks cause major stake distribution shifts. Fanti et al. [17],
instead, measured the concentration of wealth in PoS systems,
showing that existing block reward functions, e.g., constant,
decreasing rewards, etc., have poor equitability.

Grandjaen et al. [18], provided a comprehensive empirical
assessment of Ethereum’s PoS consensus. Their investiga-
tion reveals that, after the transition from PoW to PoS, the
distribution of validators across entities remains alarmingly
concentrated. Traces of centralization have also been found in
other aspects of Ethereum. Sinkevich et al. [19], for example,
highlighted the risk of centralization of service nodes hosted
in cloud providers, while Lin et al. [20], reported a degree of
decentralization that is much more stable in Ethereum than in
Bitcoin.

More recently, representative-based variants such as Dele-
gated PoS (DPoS) and Nominated PoS (NPoS) have attracted
particular interest, as they reshape how stake is aggregated
and exercised through delegation. However, to the best of
our knowledge, the research community has focused more
on detecting centralization in governance than in the block
production process [21]. Li et al. [22], for instance, showed
that DPoS networks’ resistance to hostile takeovers is weaker
than idealized models predict. In another contribution, Li et
al. [23], investigated the fairness of reward distribution with
respect to the stake in Tezos, Polkadot, Cardano, and Casper.
They concluded that Polkadot tends to be fairer regarding
reward distribution, but its NPoS shows high entry barriers—
as observed also by Abbas et al. [24] [25].

It is worth noting that classic metrics for measuring de-
centralization in block production, such as the Nakamoto
coefficient and Shannon entropy, while largely used in PoS
systems such as Ethereum [26] [27] [28] and Cardano [29],
are not well-suited to representative-based PoS. In fact, when
applied to validators’ cumulative stake, i.e., the stake of a
validator plus the ones of all its nominators, they overlook key
system features, such as the validator–nominator relationships
and the role of the protocol in distributing stake across
active validators. To address these limitations, we introduce
a set of metrics—Freshness, Loyalty, and Influence indexes—
that explicitly incorporate validator–nominator dynamics and
the stake allocation rules of the protocol, thereby provid-
ing a more accurate framework to assess decentralization in
representative-based PoS systems.

III. METHODOLOGY

This section presents the methodology we developed to
analyze a generic representative-based PoS system. The goal
is to provide a systematic framework to address our central
research question: to what extent does centralization arise in
the block production process?

In this context, centralization refers to the concentration
of block creation power in the hands of a small number
of validators and their supporting nominators, reducing the
diversity and independence of entities contributing to con-
sensus. First, we provide some formal definitions related to
staking and rewards. Then, we present the staking graph and
we introduce novel metrics to characterize the behavior of
participants in a representative-based PoS system. Although
the term “nominator” is technically related to NPoS, from
now on we use it more generally to denote a supporter, either
a delegator in DPoS or a nominator in NPoS. For ease of
reading, a complete list of all symbols and their corresponding
definitions is provided in Table I (Appendix A).

Definition 1 (Delegated Staking). We define a Delegated
Staking event as a formal expression of trust from a token
holder (the nominator) to a block producer (the validator),
aimed at supporting its election in the active validator set.

The purpose of this formal act, that is normally stored on-
chain, is to tie the nominator’s economic interest to the valida-
tor’s performance. Depending on the different implementations
of a representative-based PoS system, the delegated staking
can be a simple vote to empower a validator to participate in
consensus, e.g., DPoS in EOS and TRON, or financial support
where the token holder stakes some assets to back a validator,
e.g., NPoS in Polkadot.

In the following, we formalize the structure of a
representative-based PoS system. For any era (or block produc-
tion round) t, t ≥ 0, let Nt be the set of nominators involved in
era t and let Vt be the set of corresponding validators elected
to participate in block creation. Given a validator v ∈ Vt, we
denote by Supporterst(v) ⊂ Nt the set of nominators who
assign their trust to v, by st(u, v) the stake (e.g. currency
investment in NPoS) that a nominator u expressed to v, and
by βt(v) the set of blocks v produced. We can define:

Definition 2 (Validator Reward). R̄t(v) > 0 is the portion of
the total system rewards directly assigned to validator v ∈
Vt as compensation for producing blocks βt(v), validating
transactions, and maintaining protocol security, during the era
t. This reward is then split into two parts, depending on a share
coefficient σv,t ∈ [0, 1]:

Rt(v) = R̄t(v) · (1− σv,t) , (1)

which is the share that v keeps for itself, and

S̄t(v) = Rt(v) · σv,t , (2)

which is credited to nominators who supported v.

Each project (e.g., Polkadot, TRON, EOS, etc.) defines
different rules to determine the validator reward—the amount
typically being a function of several parameters, including
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the amount of stake s, complexity of the job performed,
and compliance with protocol rules offered by v, to cite
a few. S̄t(v) is also further split among supporterst(v),
typically depending on project-specific rules, e.g., the stake
expressed to v, or agreed between u and v before era t,
u ∈ supporterst(v).

Definition 3 (Nominator Reward). Let v ∈ Vt and u ∈
supporterst(v). St(v, u) is the share of S̄t(v) that is credited
to u, in return for its support to v, such that it holds∑

u∈supporterst(v)

St(v, u) = S̄t(v) . (3)

Given u ∈ Nt, we define the reward Rt(u) of the nominator
as the total shares he collected in era t:

Rt(u) =
∑

v∈Vt if
u∈supporterst(v)

St(v, u) . (4)

Rt(·) reflects the nominator’s indirect contribution to consen-
sus via economic support rather than direct block creation.

A. Staking Graph

We can formally model the staking system of a
representative-based PoS as a sequence (in time t, t ≥ 0) of
(weighted) directed graphs Gt := (Vt, Et), where Vt = Vt∪Nt

is the set of participants in the protocol and Et ⊂ Nt × Vt

is the set of successfully delegated staking events (see Defi-
nition 1) stored in the ledger. For any w ∈ Vt, we define the
neighborhood of w as

Nt(w) = {w̄ ∈ Vt | w ∼ w̄} , (5)

where ∼ represents (undirected) adjacency and subscript t
stresses that neighborhood is evaluated w.r.t. era t. We can
then observe that

Supporterst(v) = Nt(v) , v ∈ Vt (6)

and rewrite (3) and (4) as follows∑
u∈Nt(v)

St(v, u) = S̄t(v) , Rt(u) =
∑
Nt(u)

St(v, u) , (7)

for v ∈ Vt and u ∈ Nt respectively. Analogously, it is useful
to define βt(u), for u ∈ Nt, as the set of blocks produced
under the support of u, i.e.

βt(u) =
⋃̇

v∈Vt

βt(v) (8)

It is then natural to consider rewards Rt(·) and produced
block vectors βt(·) as node weights, and reward shares
St(v, u) as edge weights for edge (u, v) (see Fig. 1 for a
pictorial depiction). Depending on the availability on chain,
staking can also be included in both edges (nominator support
s(·, ·)) or nodes (total stake); however, in many practical
instances, evaluating the actual trust staked from a u to v can
be challenging (see Phragmén algorithm). Hence, for the sake
of simplicity, we rely on the reward share instead, i.e. st(u, v)
is replaced by St(v, u), (see later Definition 6).
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Fig. 1. Pictorial representation of the staking graph for two consecutive eras,
highlighting different common behaviors between nominators (orange circles)
and validators (blue squares): different nodes can be present in different eras
(E, F); a nominator can support multiple validators in the same era (A);
validators can have no supporters (F); roles might change over time (C, D);

Working globally (w.r.t. t), it is sometimes useful to define
the set of nodes that served as validators and nominators as

V =
⋃
t

Vt , N =
⋃
t

Nt , (9)

where V and N are not necessarily disjoint, i.e. some nomina-
tors can serve as validators in different eras. It is then useful
to observe that, from the graph perspective, {Gt}t can be
modeled as a multi-digraph G = (V,E) instead of a graph
sequence, where V =

⋃
t Vt = V ∪ N and E =

⋃
t Et, with

proper weight relabeling (under t).

B. Metrics

This section introduces novel metrics to help us answer our
research questions.

Definition 4 (Validators Freshness Index). Let t be a given
era, t > 0. We define the Freshness Index F (t) as the Jaccard
distance (change rate) of the active validator set w.r.t. era
t− 1:

F (t) = 1− |Vt ∩ Vt−1|
|Vt ∪ Vt−1|

, F (t) ∈ [0, 1] , (10)

where F (t) = 1 ⇐⇒ Vt ∩ Vt−1 = ∅ and F (t) = 0 ⇐⇒
Vt = Vt−1.

In a nutshell, the freshness index represents how much the
validator set evolves over time. Low values indicates that
nominators (as a whole) consistently vote for the same set
of validators, effectively limiting the entry of new participants
into the active set. Conversely, a high freshness index reflects
substantial turnover among validators, suggesting a more dy-
namic and competitive validator landscape.

Definition 5 (Nominator Loyalty Index). Let u ∈ N be a
nominator and let Tu be the set of eras where u is active, i.e.
Tu = {t ≥ 0 | u ∈ Nt}. We denote with T ⋆

u = Tu\min(Tu).
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For each t ∈ T ⋆
u , we define the Loyalty Index Lt(u) as the

Jaccard distance (change rate) of the validator set u supported
w.r.t. the previous era of activity t0:

Lt(u) =
|Nt(u) ∩Nt0(u)|
|Nt(u) ∪Nt0(u)|

, L(u, t) ∈ [0, 1] , (11)

where Lt(u) = 1 ⇐⇒ Nt(u) = Nt0(u) and Lt(u) = 0 ⇐⇒
Nt(u) ∩Nt0(u) = ∅.

We define the Aggregated Loyalty Index L̄(u) as the average
loyalty index, i.e.

L̄(u) =

∑
t∈T ⋆

u
Lt(u)

|T ⋆
u |

, L̄(u) ∈ [0, 1] (12)

The (aggregated) Loyalty Index captures the degree to
which a nominator consistently selects the same validators
over time.

In practice, a loyalty index close to zero indicates frequent
changes in the set of validators selected by a given nominator.
Conversely, a loyalty index close to one reflects strong and
persistent affiliation, which may contribute to centralization in
the block production process by limiting opportunities for new
validators to enter the active set.

Definition 6 (Nominator Influence Index). Let t be a given
era, t > 0. For each nominator–validator couple (u, v) ∈ Et,
we define the Influence index It(u, v) of u over v as the frac-
tional influence that u exerted over v nomination, depending
on the share reward St(v, u) that u received from v (see also
the discussion above, in Section III-A), i.e.

It(u, v) =

{
St(v,u)
S̄t(v)

if σt(v) ̸= 0
1

|Nt(v)| if σt(v) = 0
, It(u, v) ∈ [0, 1] ,

(13)
where the term for σt(v) = 0 handles the case for which the
validator does not share rewards with nominators.

We define the Influence index Īt(u) of u as the fractional
influence that u exerted on the validator set Vt, i.e.

Īt(u) =

∑
v∈Nt(u)

It(u, v)

|Vt|
, Īt(u) ∈ [0, 1] . (14)

The introduced Influence Indexes represent how much a
nominator took part in validators’ nominations. In particular,
being normalized values, i.e. for t ≥ 0∑

u∈v

It(u, v) = 1 and
∑
u∈Nt

Īt(u) = 1 , (15)

a value close to 0 indicates that the nominator’s contribution
to the election of validators is negligible, reflecting minimal
influence on the composition of the active validator set Vt.
Conversely, values close to 1 represent the theoretical case
in which a single nominator is solely responsible for the
election of the entire validator set. Instead, values close to
1/Vt represent nominators with influence equivalent to deciding
on a single validator on their own. Ideally, the influence
index is fairly distributed among nominators, giving them
equal power in electing validators. In a nutshell, the Influence
index measures nominator-level decentralization. It can reveal
whether the active validator set formation depends on a broad
base of small nominators or a handful of large ones.

IV. THE POLKADOT CASE STUDY

In this section, we test the methodology above introduced
over the Polkadot network. Our goal is to demonstrate its
effectiveness in analyzing a representative-based PoS system
and to derive insights relevant to our central research question:
Detecting possible signs of centralization in block production.
We begin by describing the data collection procedure from
the Polkadot ledger, followed by a presentation of the staking
graph and a discussion of the first empirical findings.

A. Data Collection

In the Polkadot network, many activities related to the
consensus protocol, such as distributing nominators’ stakes
among supported validators and defining the composition of
the active validator/nominator sets, take place off-chain. As
a result, several pieces of information relevant to the block
production process are not directly stored in the ledger. For
instance, neither the stake of the block creator nor the details
of its nominators are included in the block metadata. As
a result, building the staking graph is a challenging task
that requires inferring the necessary information, such as
the active validator and nominator set in each era, their
relationships, and the reward distribution, from the events
logged in the ledger and other sources. Moreover, the official
Polkadot documentation lacks both clarity and completeness
in its description of ledger data, further complicating the
retrieval of information related to the block creation process.
Therefore, to build the Polkadot stake graph, we relied on
events related to the reward distribution. In particular, we
capture delegated staking events (see Definition 1) by analyz-
ing the staking.payout_stakers extrinsic, which can
be called by any user to trigger the distribution of rewards
between a validator and its nominator. For a given era t,
the total reward R̄t(v) (see Definition 2) associated with a
validator v ∈ Vt is split into two parts: Rt(v), assigned to
the validator, and S̄t(v), distributed among its nominators.
Specifically, each nominator u ∈ Nt(v) receives an individual
reward share St(v, u) (see Definition 3), proportional to its
contribution. Each call to payout_stakers thus corre-
sponds to a delegated staking event that binds a nominator’s
economic outcome to the validator’s performance. To capture
these events, we ran a full archival node and ingested the
complete relay chain history into a relational database with
tables for blocks, extrinsics, events, and accounts, covering
up to era 1 774. During this period, the reward events associ-
ated with payout_stakers evolved: before era 461, calls
emitted staking.Reward events, whereas after era 461,
the system switched to staking.Rewarded. In addition,
multiple payout_stakers calls could be grouped inside
utility.batch, increasing the complexity of the parsing
activity. Our parsing pipeline accounted for all these cases,
ensuring that both validator and nominator rewards Rt(·) were
consistently extracted across the entire dataset.

B. The Polkadot Staking Graph

From the processed data, we constructed a staking multi-
digraph G = (V,E) in which nodes represent accounts
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and edges represent delegated staking events triggered by
payout_stakers. Nodes and edges are annotated with
per-era attributes, as described in Section III-A, i.e., blocks
produced β(·) and rewards Rt(·) by era for each node,
and nominator shares St(·, ·) by era for each edge. In the
analyzed periods, up to era 1774, the staking graph contained
|V | = 96760 nodes and |E| = 31174222 edges. In detail,
|V| = 1737 validators and |N | = 95213 nominators were
detected, yielding an overlap of |V ∩ N | = 212 accounts
participating in both roles.

One of the first aspects we observed in the Polkadot staking
graph is the presence of numerous edges with rewards of 0
DOTs. Since rewards are distributed proportionally to the stake
allocated by nominators to a validator, and this stake is always
greater than 0, having a nominator reward of 0 DOTs, together
with a validator reward > 0, implies that the validator has set
his commissions to σt(v) = 0—in the rest of the paper, we
refer to this kind of validator as 100% validator.

Fig. 2 shows the number of validators who kept the whole
reward for themselves. These 100% validators, shown in blue,
represent entities that did not distribute any portion of their
rewards to nominators. In addition, the plot also highlights
in red the unsupported validators, i.e., validators without any
nominator backing. This distinction is relevant, as unsupported
validators do not share rewards simply because they lack
nominators, while 100% validators reflects a deliberate choice
to keep all rewards, potentially signaling strategic or collusive
behavior. In other words, nominators who support such val-
idators receive no compensation in exchange for risking their
stake. The lack of any direct economic incentive may indicate
the presence of collusive behavior, for example, when a 100%
validator and its nominators are controlled by the same entity
or when they are bound by some form of off-chain agreement.

While unsupported validators appear only occasionally, it
is noteworthy that 100% validators are consistently present
and often represent a substantial fraction of the active set.
In several periods, their number is close to half of all active
validators, and between eras 600 and 900, they consistently
reached two thirds of the entire active set. This persistent
presence highlights that retaining all rewards is a structural
feature of the validator market rather than an isolated strategy.

Insight 1: 100% validators—suspected of colluding with
their nominators—have been a persistent presence in
Polkadot, covering between one and two thirds of all the
active validator set.

This behavior seems to have suddenly stopped around era
1400, as shown in Fig.2. However, this is because, starting
from era 1418, Polkadot stopped emitting events for zero
rewards. As a result, it became impossible for our methodology
to distinguish between two distinct cases: validators without
any nominators and validators operating with 100% commis-
sion. Since both situations now leave no trace in the event
data, we represent these validators in gray from era 1418
onward to indicate this ambiguity. From a decentralization
perspective, 100% validators raise concerns: by keeping all
the rewards, they effectively discourage external nominators,

which in turn reduces the diversity of stake distribution and
increases the likelihood that validation power is concentrated
within a smaller set of self-supporting actors. This highlights
a possible misalignment of incentives between nominators and
validators, and suggests that validator ecosystem may be less
competitive and inclusive than the nominal size of the active
set would indicate.

Insight 2: After era 1418, a change in the protocol
introduced ambiguity in the ledger concerning 100% val-
idators, reducing visibility into their nominator support
and limiting the analysis of validator–nominator relations.

V. ANALYSIS AND DISCUSSION

To assess the degree of centralization in Polkadot, we begin
by analyzing the dynamics of its block production system. A
first indicative measure is the turnover of validators in the
active set, i.e., the subset of validators actually producing
blocks in each era. A low turnover, where the same validators
consistently remain in the active set, suggests stagnation
and potential centralization in the block creation process. To
capture this effect, Fig. 3 shows the evolution of the Fresh-
ness Index (see Definition 4) over time, computed following
Equation 10, alongside the size of the active validator set.

We can observe two important dynamics: on the one hand,
the validator set has expanded steadily over time, from roughly
300 active validators in 2021 to over 600 in 2025, in a clear
attempt to improve decentralization; on the other hand, the
Freshness Index exhibits significant fluctuations, but almost
never surpasses 20%, with a notable decrease starting from
late 2024, indicating the presence of recurrent validators in
the active set.

Insight 3: Validator turnover is minimal: on average,
roughly 90% of validators remain constant across eras.
The increase of the validator set, while apparently being
a positive development for decentralization, has not kept
its promises: the selection of validators has shown a
preferential attachment to old ones, hence driving the
Freshness Index down.

From a security perspective, this pattern is worrisome: as
validator turnover decreases, influence consolidates around a
relatively stable group of actors, raising the risk of oligopolis-
tic dynamics and weakening one of the core promises of NPoS,
i.e., sustained diversity and inclusiveness in block production.

An important dimension of decentralization is related to
how stable nominator’s preferences remain over time. The
loyalty index (see Definition 5) provides precisely this per-
spective, capturing the rate of change in each nominator’s
supported validators between two consecutive eras. This metric
is particularly informative because strong loyalty may indicate
long-lasting relationships between nominators and specific
validators, which can reinforce the dominance of the same
validators, whereas frequent changes suggest a more dynamic
and competitive validator market. Fig. 4 shows the distribution
of loyalty indices across nominators, expressed both as a per-
centage of nominators and as absolute counts, obtained using
Equation 11. The distribution reveals three distinct types of
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Fig. 3. Freshness Index over time. It measures the turnover of validators in the active set between two contiguous eras. The purple line indicates the number
of validators in the active set.

behavior. Roughly one third of nominators exhibit high loyalty
(around 100%), consistently nominating the same validators
across consecutive eras. Another third displays intermediate
loyalty (indices between 40 and 80%), maintaining partial
continuity in their nominations while also reshuffling part
of their validator set. The remaining third falls into the low
loyalty range (indices below 40%), a group of nominators who
frequently change most of their supported validators from one
era to the next—a behavior that can be considered positive for
the system, as it promotes competition among validators.

This tripartite structure indicates that the nominator popula-
tion is divided fairly between long-term relationships, mixed
strategies, and frequent changes. From a system perspective,
this balance suggests a validator market that combines stability
(through highly loyal nominators) and competition (driven by
those with low or intermediate loyalty).

Insight 4: While most nominators behave as expected in
a competitive market, a substantial share—around one-
third of the entire nominator set—consistently support
the same validator, raising concerns that the nomination
process may reinforce validator concentration and reduce
decentralization.

After examining nominator behavior, we investigate how

nomination power is distributed among nominators. In many
PoS systems, influence is determined by stake, but its al-
location is often designed to avoid excessive concentration
of power. In Polkadot, for instance, the Phragmén protocol
explicitly seeks to distribute stake fairly across nominated val-
idators [12]. To capture how much each nominator effectively
contributes to the composition of the active validator set, we
introduced the influence index (see Definition 6). Fig. 5 reports
the nominator’s influence index over time derived from the
application of Eq. 14 to the stacking graph. Excluding the
first year of activity, when the network was still stabilizing,
the results reveal that a very small subset of nominators
holds disproportionately high influence. The most prominent
case, highlighted by the pink dots in Fig. 5, reaches an
influence index of about 5%, meaning that a single nominator
alone is effectively responsible for electing 5% of the active
validator set. Beyond this extreme case, concentration remains
visible among the next most powerful nominators: the top
five sport indices between roughly 5% and 2.5%, while the
top ten averages around 2%. Together, these groups exert a
disproportionate impact on validator selection, showing that
a very small fraction of nominators carries significant weight
in shaping the active set. By contrast, the 99th percentile of
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the distribution, light blue scattered line in Fig. 5, lies close to
zero, emphasizing the marginal influence that the vast majority
of nominators have in selecting validators. After the increase
in the size of the validator set (vertical purple line in the
Figure), highly influential nominators appear less “powerful”.
Rather than an improvement in the distribution of influence,
this could be due to the ambiguity introduced in the ledger by a
system update limiting the analysis of the nominator-validator
relationships (see Fig. 2 and Insight 2). In other words, in the
case of 100% validators, their nominators are “invisible”, and
their real power is, somehow, untraceable.

Insight 5: The Influence Index reveals that nomination
power is highly unevenly distributed: a very small fraction
of nominators shape the composition of the active validator
set, while the overwhelming majority of them contribute
just marginally.

Given the high influence held by a few nominators, we
are now interested in measuring how many of them need
to collude to compromise the protocol. In this regard, the
Nakamoto coefficient [30] measures the minimum number
of independent entities that must collude to compromise a
blockchain-based consensus protocol, and it has been widely
adopted across research and industry as a standard decen-
tralization metric. In the case of Polkadot, it indicates the
minimum number of participants, defined as groups of one
validator plus all its nominators, that collectively hold enough

stake to compromise the security and liveness of the system.
It provides a coarse measure of how concentrated control is
among the top participants and is widely used to compare
different blockchains. However, in the case of Polkadot, the
absolute stake is not enough to completely characterize the
role of nominators in validator selection. Indeed, Polkadot’s
NPoS election algorithm spreads stakes and rewards across
many validators—with the nominator having little control over
that. To fill this gap, we can use the influence index, which
indeed accounts for the mechanism of validator formation, that
the Nakamoto coefficient abstracts away. Figure 6 shows the
minimum number of nominators whose combined influence
reaches a critical fraction of the active validator set in a given
era. The thresholds are selected to capture complementary
aspects of decentralization [31], grounded in Byzantine Fault
Tolerant consensus theory. A coalition controlling more than
one-third of the validator set can compromise liveness [32],
while more than two-thirds can compromise safety [12].
The 50% threshold, while not directly tied to a consensus
attack boundary, is widely used in blockchain research as
an intuitive benchmark of concentration, indicating the point
at which a simple majority of influence is accumulated. The
plot highlights a persistent concentration of nomination power.
Throughout the observation window (2021–2025), it strikes
out that only a few dozen nominators are sufficient to reach
33% of validator control, and merely 50 are needed to surpass
the 50% threshold, even though the overall nominator set is
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much larger, i.e., 95,000+ overall, with around 20,000 active
each era. This means that the system’s effective decentraliza-
tion at the nominator level is significantly weaker than the raw
size of the nominator base would suggest. The 66% threshold
is much more volatile, with some periods above 150 and others
below 100—still, a negligible portion of the whole set. Another
key observation is that the distribution of influence has not
scaled with the expansion of the validator set; instead, the
number of nominators needed to reach a critical threshold
decreased, particularly for the 66%.

Insight 6: A surprisingly small number of nominators
(fewer than 20 out of 20,000 active on average) are
sufficient to control up to one-third of the validator set,
underscoring the high concentration of nomination power
in Polkadot.

VI. CONCLUSION

This paper introduced a general methodology to model
representative-based PoS systems as a sequence of (weighted)
directed graphs, enabling systematic analysis of the relation-
ships among validators and their supporters. Building on this
representation, we proposed three novel metrics: the Freshness
Index (validator turnover), Loyalty Index (stability of nomi-
nator choices), and Influence Index (contribution to validator
elections), to detect centralization trends in block production.

As a case study, we tested our methodology on Polkadot,
one of the most prominent projects adopting a representative-
based consensus. Our empirical analysis revealed several
key insights. First, the validator turnover in the active set
is extremely limited, with roughly 90% of validators being
consistently active. Second, the loyalty index analysis revealed
mixed behavior, with many nominators adjusting their choices
over time; yet ∼1/3 consistently support the same valida-
tors, reducing turnover and competition in the block creation
process. Third, and likely most striking, the influence index
exposed a sharp concentration of nomination power, with a
handful (literally) of nominators exercising disproportionate
control over validator selection, and a relatively small set
of colluding nominators suffices to compromise liveness and
security—20 and 150 (at most), respectively. Moreover, the
large observation window of our experiment, from genesis to
April 2025, shows the evolution of the three indexes over time

and assesses the (sometimes controversial) impact of different
system updates. For instance, an update aimed at increasing
the size of the validator set has slightly mitigated nominators’
high influence but has reduced competition among validators.
In another puzzling update, a change in the on-chain storage
of rewards events has obfuscated nominators supporting 100%
validators, resulting in the hiding of their real influence.

In conclusion, we have provided a general framework for
assessing decentralization in representative-based PoS sys-
tems. Its quality and viability have been shown on Polkadot,
unveiling the importance of empirical monitoring to ensure
that theoretical fairness guaranties are reflected in practice.
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APPENDIX A
NOMENCLATURE

TABLE I
LIST OF SYMBOLS AND THEIR DEFINITIONS

t block production round, i.e., era
Vt,Nt active Validator, Nominator set at era t

V set of entities who served as Validators, V =
⋃

t Vt

N set of entities who served as Nominators, N =
⋃

t Nt

V set of entities of the graph, V = V ∪ N
Supporterst(v) set of Nominators supporting validator v at era t

u, v, w entities, typically u ∈ N , v ∈ V , and w ∈ V

st(u, v) stake allocated by u to support v at era t

βt(v), βt(u) set of blocks produced by v (supported by u) at era t

R̄t(v) reward assigned by the system to v at era t

σv,t share coefficient to split R̄t(v) between v and its nominators
Rt(v) share of R̄t(v) that v keeps for itself
S̄t(v) share of R̄t(v) that is split among v’s nominators

St(v, u) share of S̄t(v) that is credited to u

Rt(u) total reward collected by u at era t from nominated validators
Gt := (Vt, Et) weighted digraphs repr. delegated staking events at era t

Vt := Vt∪̇Nt set of vertices, i.e., participants in the protocol at era t

Et set of edges, i.e., all the delegated staking events at era t

Nt(w) set of neighbors of w, with w ∈ Vt

G = (V,E) staking multigraph, collecting all {Gt}t


	Introduction
	Related Work
	Methodology
	Staking Graph
	Metrics

	The Polkadot Case Study
	Data Collection
	The Polkadot Staking Graph

	Analysis and Discussion
	Conclusion
	References
	Appendix A: Nomenclature

